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How to send your comments

Your feedback is important in helping to provide the most accurate and highest quality information.
+ To send comments on articles in the WebSphere Application Server Information Center
1. Display the article in your Web browser and scroll to the end of the article.

2. Click on the Feedback link at the bottom of the article, and a separate window containing an e-mail
form appears.

3. Fill out the e-mail form as instructed, and click on Submit feedback .

* To send comments on PDF books, you can e-mail your comments to: wasdoc@us.ibm.com or fax
them to 919-254-5250.

Be sure to include the document name and number, the WebSphere Application Server version you are
using, and, if applicable, the specific page, table, or figure number on which you are commenting.

When you send information to IBM, you grant IBM a nonexclusive right to use or distribute the information
in any way it believes appropriate without incurring any obligation to you.
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Changes to serve you more quickly

Print sections directly from the information center navigation

PDF books are provided as a convenience format for easy printing, reading, and offline use. The
information center is the official delivery format for IBM WebSphere Application Server documentation. If
you use the PDF books primarily for convenient printing, it is now easier to print various parts of the
information center as needed, quickly and directly from the information center navigation tree.

To print a section of the information center navigation:

1. Hover your cursor over an entry in the information center navigation until the Open Quick Menu icon
is displayed beside the entry.

2. Right-click the icon to display a menu for printing or searching your selected section of the navigation
tree.

3. If you select Print this topic and subtopics from the menu, the selected section is launched in a
separate browser window as one HTML file. The HTML file includes each of the topics in the section,
with a table of contents at the top.

4. Print the HTML file.

For performance reasons, the number of topics you can print at one time is limited. You are notified if your
selection contains too many topics. If the current limit is too restrictive, use the feedback link to suggest a
preferable limit. The feedback link is available at the end of most information center pages.

Under construction!

The Information Development Team for IBM WebSphere Application Server is changing its PDF book
delivery strategy to respond better to user needs. The intention is to deliver the content to you in PDF
format more frequently. During a temporary transition phase, you might experience broken links. During
the transition phase, expect the following link behavior:

» Links to Web addresses beginning with http:// work
» Links that refer to specific page numbers within the same PDF book work
* The remaining links will not work. You receive an error message when you click them

Thanks for your patience, in the short term, to facilitate the transition to more frequent PDF book updates.
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Chapter 1. Administering ActivitySessions

This page provides a starting point for finding information about ActivitySessions, a WebSphere extension
for reducing the complexity of commitment rules and limitations that are associated with one-phase commit
resources.

Use ActivitySessions to extend the scope and group multiple local transactions. With this capability, you
can commit these transactions based on either deployment criteria or through explicit program logic. More
introduction...

Administering applications that use ActivitySessions

You can enable or disable the ActivitySession service, and configure the default ActivitySession timeout for
an application server.

About this task

You can specify whether or not the ActivitySession service is started automatically for an application
server.

You can configure the default ActivitySession timeout for an application server, after which any started
ActivitySessions are completed automatically by the ActivitySession service.

Procedure
+ [Configure the default ActivitySession timeout for an application server.|
+ [Enable or disable the ActivitySession service

Enabling or disabling the ActivitySession service

You can specify whether or not the ActivitySession service is started automatically for an application
server.

About this task

To specify whether or not the ActivitySession service is started automatically for an application server, you
can use the administrative console to configure the ActivitySession Enable service at server startup

property.

Procedure

1. In the navigation pane of the administrative console, click Servers > Server Types > WebSphere
application servers.

2. Click the name of the application server that you want to configure. This displays the properties for the
application server in the content pane.

3. Click [Container Settings] Business Process Services > ActivitySession Service The
ActivitySession service properties are displayed.

4. Select or clear the Enable service at server startup property as needed:

Selected
The ActivitySession service is started when the application server is started. Applications that
specify use of ActivitySessions in their deployment descriptors can run on the application
server.

Cleared
[Default] The ActivitySession service is not started when the application server is started.
Applications that specify use of ActivitySessions in their deployment descriptors cannot start on
the application server.
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Any attempt to start an application that uses ActivitySessions is rejected and a message
issued:

WACSO043E: Error found starting an application. application_name specified an
ActivitySession attribute that is not allowed when the ActivitySession service
is not enabled

If this happens during server startup, the server continues to start without the application.
5. Click OK.
6. Save your changes to the master configuration.
7. To have the changed configuration take effect, stop then restart the application server.

Configuring the default ActivitySession timeout for an application
server

Use this task to configure the default ActivitySession timeout for an application server, after which any
started ActivitySessions are completed automatically by the ActivitySession service.

About this task

The ActivitySession timeout is used to reset any ActivitySession whose remote client has failed to
complete the ActivitySession in a timely fashion. You can configure the initial default timeout separately for
each application server, and you can override the timeout programmatically by using the
setSessionTimeout method of the UserActivitySession interface. If an ActivitySession that contains a
transaction reaches the timeout, the transaction's timeout is accelerated so that it is timed out (and rolled
back) immediately before the ActivitySession is reset.

To configure the default ActivitySession timeout for an application server, you can use the administrative
console.

Procedure

1. In the navigation pane of the administrative console, click Servers > Server Types > WebSphere
application servers.

2. Click the name of the application server that you want to configure. This displays the properties for the
application server in the content pane.

3. Click [Container Settings] Business Process Services > ActivitySession Service The
ActivitySession service properties are displayed.

4. Ensure that Enable service at server startup is selected. You must enable the service for the timeout
to have an effect.

5. In the Default timeout field, set the default ActivitySession timeout in seconds.
* -1 indicates that ActivitySessions never time out
* 0 indicates that the default timeout, 300 seconds, applies
» Other values are an integer number of seconds

6. Click OK.
7. Save your changes to the master configuration.
8. For the changed configuration take effect, stop then restart the application server.

ActivitySession service settings

Use this page to configure the properties of the ActivitySession service. The ActivitySession service is a
unit-of-work service to coordinate one-phase resources or to extend the activation and passivation of an
enterprise bean.

To view this administrative console page, click Servers > Server Types > WebSphere application
servers > server_name > [Container Settings] Business Process Services > ActivitySession service.
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Enable service at server startup
Specifies whether the application server attempts to start the ActivitySession service when the server next
starts up.

Default Cleared

Range Cleared
The server does not try to start the
ActivitySession service. If ActivitySessions are to
be used in applications that run on this server,
the system administrator must select this property
then restart the server.

Selected

When the application server starts, it attempts to
start the ActivitySession service automatically.

Default timeout
Specifies the default timeout for an activity session. A server automatically completes an activity session if
a remote client has failed to complete the activity session within this time period.

The initial default timeout can be configured separately for each application server, and can be overridden
programmatically by the UserActivitySession interface (setSessionTimeout).

Data type Integer

Units Seconds

Default 300 (5 minutes)

Range -1 through 1000000000 seconds

« -1 indicates that ActivitySessions never timeout
» 0 indicates that the default timeout applies
» Other values are an integer number of seconds
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Chapter 2. Administering Application profiling

This page provides a starting point for finding information about application profiling, a WebSphere
extension for defining strategies to dynamically control concurrency, prefetch, and read-ahead.

Application profiling and access intent provide a flexible method to fine-tune application performance for
enterprise beans without impacting source code. Different enterprise beans, and even different methods in
one enterprise bean, can have their own intent to access resources. Profiling the components based on
their access intent increases performance in the application server run time.

Managing application profiles

Using the administrative console, you can add tasks to or remove tasks from application profiles.

Procedure
1. Start the administrative console.

2. Select Applications > Enterprise Applications > application_name > Application Profiles >
profile_name > Tasks.

3. On the Tasks collection page, you can add new tasks to the profile, delete tasks, edit current task
settings, and so on.

Note that, within the scope of an application, no task can be configured on more than one application
profile. In such a situation, your application cannot be restarted until you correct the configuration.

4. Save your configuration.
5. Restart the application in order for your changes to take effect.
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Chapter 3. Administering Asynchronous beans
This page provides a starting point for finding information about asynchronous beans.

Asynchronous beans and asynchronous scheduling facilities offer performance enhancements for
resource-intensive tasks by enabling single tasks to run as multiple tasks.

Administering asynchronous beans

Configuring timer managers

A timer manager acts as a thread pool for application components that use asynchronous beans. Use the
administrative console to configure timer managers. The timer manager service is enabled by default.

Before you begin

If you are not familiar with timer managers, review the conceptual section, Timer managers, in the
Asynchronous beans topic.

About this task

You can define multiple timer managers for each cell. Each timer manager is bound to a unique place in
Java Naming and Directory Interface (JNDI).

Important: The timer manager service is only supported from within the Enterprise Java Beans (EJB)
container or web container. Looking up and using a configured timer manager from a Java
Platform, Enterprise Edition (Java EE) application client container is not supported.

Procedure
1. Start the administrative console.
2. Select Resources > Asynchronous beans > Timer managers.
3. Specify a Scope value and click New.
4. Specify the following required properties:
Scope The scope of the configured resource. This value indicates the location for the configuration
file.
Name The display name for the timer manager.
JNDI Name
The Java Naming and Directory Interface (JNDI) name for the timer manager. This name is
used by asynchronous beans that must look up the timer manager. Each timer manager must
have a unique JNDI name within the cell.
Number of Timer Threads
The maximum number of threads that are used for timers.

5. [Optional] Specify a Description and a Category for the timer manager.

6. [Optional] Select the Service Names (Java EE contexts) on which you want this timer manager to be
made available. Any asynchronous beans that use this timer manager then inherit the selected Java
EE contexts from the component that creates the bean. The list of selected services also is known as
the "sticky" context policy for the timer manager. Selecting more services than required might impede
performance.

7. [Optional] Select Custom Properties > New. Other optional fields include:
Name lateTimerTime
Value Number of seconds
Description
Specify a description
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Type Select java.lang.String

The lateTimerTime custom property is the number of seconds beyond which a late-firing timer causes
an informational message to be logged. The informational message is logged once per timer manager.
The default value is 5 seconds and a value of 0 disables this property.

8. Save your configuration.
Results

The timer manager is now configured and ready for access by application components that must manage
the start of asynchronous code.

Timer manager collection

Use this page to view the configuration properties of timer managers, which enable applications to
schedule future timer notifications and to receive timer notification callbacks to application-specified
listeners within a Java 2 Platform, Enterprise Edition (J2EE) environment. The timer manager binds to the
Java Naming and Directory Interface (JNDI) name space.

A timer manager contains a pool of threads bound into JNDI.

To view this administrative console page, click Resources > Asynchronous beans > Timer managers.

Name:

Specifies the name by which the timer manager is known for administrative purposes.

Data type String

JNDI Name:

Specifies the JNDI name used to look up the timer manager in the name space.

Data type String

Scope:
Specifies the scope of the configured resource. This value indicates the location for the configuration file.
Description:

Specifies a description of this timer manager for administrative purposes.

Data type String

Category:

Specifies a string that can be used to classify or group this timer manager.

Data type String

Timer manager settings:
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Use this page to modify timer manager settings. Timer managers enable applications to schedule future
timer notifications and to receive timer notification callbacks to application-specified listeners within a Java
Platform, Enterprise Edition (Java EE) environment. The timer manager binds to the Java Naming and
Directory Interface (JNDI) name space.

A timer manager contains a pool of threads bound into JNDI.

To view this administrative console page, click Resources > Asynchronous beans > Timer managers
timermanager_name.

Scope:
Specifies the scope of the configured resource. This value indicates the location for the configuration file.
Name:

Specifies the name by which the timer manager is known for administrative purposes.

Data type String

JNDI name:

Specifies the JNDI name used to look up the timer manager in the namespace.

Data type String

Description:

Specifies a description of this timer manager for administrative purposes.

Data type String

Category:
Specifies a string that can be used to classify or group this timer manager.

Data type String

Service names:
Specifies a list of services to make available to this timer manager.

Asynchronous beans can inherit Java EE context information by enabling one or more Java EE service
contexts on the timer manager resource in the product administrative console or by setting the
serviceNames attribute of the TimerManagerinfo configuration object. When specifying the serviceNames
attribute each enabled service should be separated by a semicolon, for example,
security;UserlWorkArea;com.ibm.ws.i18n. When a Java EE service context is enabled, it propagates the
context from the scheduling thread to the target thread. If not enabled, the target thread does not inherit
the context of the scheduling thread and a default context is applied. Any related Java EE context that is
already present on the thread is suspended before any new Java EE context is applied.

The context information of each selected service is propagated to each timer that is created using this
timer manager. Selecting services that are not needed can negatively impact performance.

Chapter 3. Welcome to administering Asynchronous beans
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Work area Use the administrative console or the UserWorkArea
service name to enable work area partitions. When
enabled, the work area context for every work area
partition that exists on the scheduling thread is available
on the target thread. This feature is optional.

Security Use the administrative console or the security service
name to enable the Java Authentication and Authorization
Service (JAAS) subject. When this feature and
administrative security are enabled, the JAAS subject that
is present on the scheduling thread is applied to the target
thread. If not enabled, the target thread is run
anonymously without a JAAS subject on the thread. This
feature is optional.

Internationalization Use the administrative console or the com.ibm.ws.i18n
service name to enable the internationalization context
information. When the internationalization context and the
Internationalization service is enabled, the
internationalization context that exists on the scheduling
thread is available on the target thread. This feature is
optional.

Number of timer threads:

Specifies the maximum number of threads that are used for timers.

Data type Integer

Configuring work managers

A work manager acts as a thread pool for application components that use asynchronous beans. Use the
administrative console to configure work managers.

Before you begin

If you are not familiar with work managers, refer to the Work managers conceptual topic.
About this task

The work manager service is always enabled. In previous versions of the product, the work manager
service could be disabled using the administration console or configuration service. The work manager
service configuration objects are still present in the configuration service, but the enabled attribute is
ignored.

You can define multiple work managers for each cell. Each work manager is bound to a unique place in
the Java Naming and Directory Interface (JNDI) namespace.

Important: The work manager service is only supported from within the Enterprise Java Beans (EJB)
Container or web container. Looking up and using a configured work manager from a Java
Platform, Enterprise Edition (Java EE) application client container is not supported.

Procedure

1. Start the administrative console.

2. Select Resources > Asynchronous beans > Work managers.
3. Specify a Scope value and click New.

4. Specify the required properties for work manager settings.
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Scope The scope of the configured resource. This value indicates the location for the configuration
file.

Name The display name for the work manager.

JNDI Name
The Java Naming and Directory Interface (JNDI) name for the work manager. This name is
used by asynchronous beans that must look up the work manager. Each work manager must
have a unique JNDI name within the cell.

Number of Alarm Threads
The maximum number of threads to use for processing alarms. A single thread is used to
monitor pending alarms and dispatch them. An additional pool of threads is used for
dispatching the threads. All alarm managers on the asynchronous beans associated with this
work manager share this set of threads. A single alarm thread pool exists for each work
manager, and all of the asynchronous beans associated with the work manager share this pool
of threads.

Minimum Number Of Threads
The number of threads to be kept in the thread pool, created as needed.

Maximum Number Of Threads

Note: The maximum number of threads to be created in the thread pool. The maximum
number of threads can be exceeded temporarily if the Growable check box is selected.
These additional threads are discarded when the work on the thread completes.
Thread Priority
The priority to assign to all threads in the thread pool.

Every thread has a priority. Threads with higher priority are run before threads with lower
priority. For more information about how thread priorities are used, see the Javadoc for the
setPriority method of the java.lang.Thread class in the Java Standard Edition specification.

[Optional] Specify a Description and a Category for the work manager.

[Optional] Select the Service Names (Java EE contexts) on which you want this work manager to be
made available. Any asynchronous beans that use this work manager then inherit the selected Java
EE contexts from the component that creates the bean. The list of selected services also is known as
the "sticky" context policy for the work manager. Selecting more services than are required might
impede performance.

Other optional fields include:

Work timeout
Specifies the number of milliseconds to wait before a scheduled work object is released. If a
value is not specified, then the timeout is disabled.

Work request queue size
Specifies the size of the work request queue. The work request queue is a buffer that holds
scheduled work objects and can be a value of 1 or greater. The thread pool pulls work from
this queue. If you do not specify a value or the value is 0, the queue size is managed
automatically. When the queue size is managed automatically, it is computed as the larger of
(maximum_number_of threads) or 20. If this value computes to a zero value, a queue size of
1 is used. Large values can consume significant system resources.

Work request queue full action
Specifies the action taken when the thread pool is exhausted, and the work request queue is
full. This action starts when you submit non-daemon work to the work manager. If set to FAIL,
the work manager APl methods creates an exception instead of blocking.

[Optional] Select Custom Properties > New. Other optional fields include:
Name lateWorkTime
Value Number of seconds
Description
Specify a description
Type Select java.lang.String

Chapter 3. Welcome to administering Asynchronous beans 11



The lateWorkTime custom property is the number of seconds beyond which late-starting work must
cause an informational message to be logged. The informational message is logged once per work
manager. The default value is 60 seconds and a value of 0 disables this property.
Name lateAlarmTime
Value Number of seconds
Description
Specify a description
Type Select java.lang.String

The lateAlarmTime custom property is the number of seconds beyond which a late-firing alarm must
cause an informational message to be logged. The informational message is logged once per work
manager. The default value is 5 secondsand a value of O disables this property.

8. Save your configuration.
Results

The work manager is now configured and ready for access by application components that must manage
the start of asynchronous code.

Work manager collection
Use this page to view the collection properties of work managers, which contain a pool of threads bound
into the Java Naming and Directory Interface.

To view this administrative console page, click Resources > Asynchronous beans > Work managers.
Name:

Specifies the name by which the work manager is known for administrative purposes.

JNDI name:

Specifies the Java Naming and Directory Interface (JNDI) name used to look up the work manager in the
namespace.

Data type String

Scope:

Specifies the scope of the configured resource. This value indicates the location for the configuration file.
Description:

Specifies the description of this work manager for administrative purposes.

Category:

Specifies a category name that is used to classify or group this work manager.

Work manager settings:

Use this page to modify work manager settings. Work managers contain a pool of threads that are bound
into Java Naming and Directory Interface.

To view this administrative console page, click Resources > Asynchronous beans > Work managers >
workmanager_name.

Scope:
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Specifies the scope of the configured resource. This value indicates the location for the configuration file.
Name:

Specifies the name by which the work manager is known for administrative purposes.

JNDI name:

Specifies the Java Naming and Directory Interface (JNDI) name used to look up the work manager in the
namespace.

Description:

Specifies the description of this work manager for administrative purposes.
Category:

Specifies a string that you can use to classify or group this work manager.
Work timeout:

Specifies the number of milliseconds to wait before attempting to release a unit of work. The timeout
interval begins when the unit of work starts, rather than when the unit of work is submitted.

Default 0
Range 0 to int. maxvalue

Work request queue size:

Specifies the size of the work request queue.

Note: The work request queue is a buffer that holds scheduled work objects and can be a value of 1 or
greater. The thread pool pulls work from this queue. If you do not specify a value or the value is O,
the queue size is managed automatically. When the queue size is managed automatically, it is

computed as the larger of (maximum_number_of_threads) or 20. Large values can consume
significant system resources.

Default 0

Work request queue full action:

Specifies the action taken when the thread pool is exhausted, and the work request queue is full. This
action starts when you submit non-daemon work to the work manager.

If set to FAIL, the work manager APl methods creates an exception instead of blocking.

Default BLOCK
Range FAIL

Service names:

Specifies a list of services to make available to this work manager.
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Asynchronous beans can inherit J2EE context information by enabling one or more J2EE service contexts
on the work manager resource in the WebSphere administrative console or by setting the serviceNames
attribute of the WorkManagerinfo configuration object. When specifying the serviceNames attribute each
enabled service should be separated by a semicolon. For example:
security;UserWorkArea;com.ibm.ws.i18n. When a J2EE service context is enabled, it propagates the
context from the scheduling thread to the target thread. If not enabled, the target thread does not inherit
the context of the scheduling thread and a default context is applied. Any related J2EE context that is
already present on the thread is suspended before any new J2EE context is applied.

The context information of each selected service is propagated to each work or alarm that is created using
this work manager. Selecting services that are not needed can negatively impact performance.

Application profile (deprecated) Use the administrative console or the AppProfileService service name to
enable the application profile tasks. Application profile context is not
supported and not available for J2EE 1.4 applications. For J2EE 1.3
applications, the application profile context is deprecated and is only available
when Application Profile Service 5.x Compatibility Mode is enabled and both
the scheduling thread and target thread are J2EE 1.3 applications. When
enabled, all application profile tasks that are available on the scheduling
thread are available on the target thread. The scheduled work that runs in a
J2EE 1.4 application does not get the application profiling task of the
scheduling thread. This feature is optional.

Work area Use the administrative console or the UserWorkArea service name to enable
work area partitions. When enabled, the work area context for every work
area partition that exists on the scheduling thread is available on the target
thread. This feature is optional.

Security Use the administrative console or the security service name to enable the
Java Authentication and Authorization Service (JAAS) subject. When this
feature and administrative security are enabled, the JAAS subject that is
present on the scheduling thread is applied to the target thread. If not
enabled, the target thread is run anonymously without a JAAS subject on the
thread. This feature is optional.

Internationalization Use the administrative console or the com.ibm.ws.i18n service name to
enable the internationalization context information. When the
internationalization context and the Internationalization service is enabled, the
internationalization context that exists on the scheduling thread is available on
the target thread. This feature is optional.

Thread pool properties:

Specifies the priority of the threads available in this work manager.

Number of alarm threads Specifies the desired maximum number of threads used for alarms.

Minimum number of threads Specifies the minimum number of threads available in this work manager.

Maximum number of threads Specifies the maximum number of threads available in this work manager.

Thread priority Specifies the priority of the threads available in this work manager.

Growable Specifies whether the number of threads in this work manager can be
increased.
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Chapter 4. Administering the batch environment

You can administer the batch environment using the job scheduler, which is used to submit jobs and
determine where to run them, and manage batch jobs using the job management console.

In a batch environment, many applications must complete batch work that is computational and resource
intensive. Batch work might take hours or even days to finish. The batch work can use large amounts of
memory or processing power while it runs.

Administering the batch environment

You can configure the batch environment and manage batch jobs.

Job scheduler and grid endpoint considerations

Configuring the batch environment includes configuring the job scheduler and grid endpoints. The job
scheduler accepts job submissions and determines where to run them. Configurations for the job
scheduler includes the selection of the deployment target, datasource JNDI name, database schema
name, and endpoint job log location to be configured for the schedule. Batch applications are hosted in
grid endpoints.

Batch environment planning for transactional batch applications and
compute-intensive applications

When planning your batch environment, consider certain factors that can help you design your
environment to best suit your needs.

Before you build your environment, carefully consider the goals that you want to accomplish. For example,
you can configure your batch environment in an existing cell or build a new cell. Also, you must decide
what relational database to use, the security you need, and what your availability requirements are. The
following sections contain information about each of these considerations.

New or existing cell

You can choose to configure your batch environment in an existing WebSphere® Application Server cell or
you can build a new cell entirely. Your choice depends on whether you want a new environment isolated
from any existing WebSphere Application Server environment, or whether you want to add the capabilities
of batch to an existing environment.

On the application server nodes where you want the job scheduler and batch container functions, use the
administrative console to activate the functions. No action is necessary on the deployment manager node.

Job types

There are two job types. They are hosted in the WebSphere Application Server environment.
1. Transactional batch

Runs transactional batch applications that are written in Java and implement a WebSphere Application
Server programming model. They are packaged as Enterprise Archive (EAR) files and are deployed to
the batch container hosted in an application server or cluster.

The transactional batch programming model provides a container-managed checkpoint/restart
mechanism that enables batch jobs to be restarted from the last checkpoint if interrupted by a planned
or unplanned outage.

2. Compute-intensive
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Runs compute-intensive applications that are written in Java and implement a WebSphere Application
Server programming model. They are packaged as Enterprise Archive (EAR) files and are deployed to
the batch container hosted in an application server or cluster.

The compute-intensive programming model provides a lightweight execution model based on the
common framework

For all batch environments, you must deploy the job scheduler on a WebSphere Application Server server
or cluster. To set up an environment to host transactional batch or compute-intensive job types, you must
deploy the batch container to at least one WebSphere Application Server server or cluster. The
transactional batch, compute-intensive applications, or both are installed on the same WebSphere
Application Server server or cluster.

Relational database

The job scheduler and batch container both require access to a relational database. The relational
database used is JDBC connected. Access to the relational database is through the underlying
WebSphere Application Server connection management facilities. The relational databases supported are
the same as those relational databases supported by WebSphere Application Server, including DB2°,
Oracle, and others.

The simple file-based Apache Derby database is automatically configured for you by default so that you
can quickly get a functioning environment up and running. However, do not use the Derby database for
production use. Moreover, the default Derby database does not support a clustered job scheduler, nor a
clustered batch container.

A highly available environment includes both a clustered job scheduler, and one or more clustered batch

containers. Clustering requires a network database. Use production grade databases such as DB2for this
purpose. Network Derby works also, but lacks the robustness necessary for production purposes. Do not
use the network version in production.

Note: Application JPA settings always override the settings on this page.
Security considerations

Security for the batch environment is based on the following techniques:

1. WebSphere authentication for access to job scheduler interfaces. Users defined to the active
WebSphere security registry can authenticate and gain access to the Web, command line, and
programmatic interfaces of the job scheduler.

2. Role-based security for permission rights to job. Authenticated users must be assigned to the
appropriate roles in order to perform actions against jobs. There are two roles:

* Irsubmitter - Users in the Irsubmitter role can submit and operate on their own jobs, but on no

others.
e lradmin - Users in the Iradmin role can submit jobs and operate on their own job or the jobs of
anyone else.

These roles are assigned through the job scheduler configuration page in the administrative console.
High availability considerations

Use clustering for high availability of batch components. Deploy and operate on clusters using the job
scheduler and batch container.

Use typical application clustering techniques with the job scheduler to ensure that it is highly available. The

job scheduler supports multiple methods of access to its APIs: Web application, command line, web
service, and Enterprise JavaBeans (EJB). Ensuring that highly available network access to a clustered job
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scheduler depends on which job scheduler APl access method. The batch container is made highly
available by deploying it to a cluster. The job scheduler automatically recognizes the batch container is
clustered and takes advantage of it to ensure a highly available execution environment for the batch jobs
that run there.

Configuring the job scheduler

The job scheduler accepts job submissions and determines where to run them. As part of managing jobs,
the job scheduler stores job information in an external job database. Configurations for the job scheduler
includes the selection of the deployment target, data source JNDI name, database schema name, and
endpoint job log location to be configured for the scheduler.

Before you begin

See the topic about creating a non-default job scheduler and grid endpoint database.
About this task

Stand-alone application servers or clusters can host the job scheduler. The first time a server or cluster is
selected to host the grid scheduler, an embedded Apache Derby database is automatically created, and
configured to serve as the scheduler database if the default data source JNDI name jdbc/Irsched is
selected.

The job scheduler can be configured using the administrative console or by scripting. To configure the job
scheduler using the scripting language, use the link to the job scheduler configuration administrative tasks
provided in the related links at the bottom of this topic. To configure the job scheduler using the
administrative console, see the following procedure.

Procedure

1. Choose the environment to host the job scheduler. Use a stand-alone server for test environments.
The stand-alone server can use the default Derby database. Use a cluster host for production
environments. Although Derby is used as the default job scheduler database, you might want to use
your own database. See the topic on creating a job scheduler and grid endpoint database for more
information.

Log on to the administrative console.

Expand System Administration > Job Scheduler. The job scheduler panel opens.

In the Scheduler hosted by list, select the deployment target.

Type the database schema name. The default is LRSSCHEMA.

Select the data source JNDI name from the list. If the default of jdbc/Irsched is selected, the default
embedded Derby job scheduler database is created.

7. Type the directory where the job scheduler and the batch execution environment write the job logs.
The default is ${GRID_JOBLOG_ROOT}/joblogs.

8. Click OK and save the configuration.

9. If administrative security is enabled, enable application security and secure the job scheduler. See the
topic on securing the job scheduler for more information. Only authorized users who are granted the
Irmonitor, Irsubmitter, and Iradmin roles, or a combination of the roles, through the administrative
console are allowed access to the job management console.

I S < A

Creating the job scheduler and grid endpoint database

You can create a database for the job scheduler and grid endpoint if you do not use the default Apache
Derby database. The job scheduler stores job information in a relational database while the grid endpoint
uses the database to track the progress of a batch job.
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Before you begin

When you install the product, one Derby Java Database Connectivity (JDBC) provider is created. The
Derby JDBC provider contains two data sources. One is the default Derby data source, JNDI name
jdbc/Irsched, that points to the default Derby job scheduler database. The other, JNDI name jdbc/pgc, is
the batch execution environment data source. If you decide to use the default data source you do not
need to create the job scheduler database. The default Derby database for the job scheduler is created
when the job scheduler host (deployment target) is selected through the administrative console. The
default Derby database for the endpoint is created when a batch application is first installed on a node.
Embedded Derby databases cannot be shared by multiple processes and are unsuitable for environments
where the job scheduler must move from one node to another. For example, the job scheduler must move
from one node to another in high availability scenarios.

About this task

The product supports Derby, DB2, and Oracle databases. You can use the following steps to configure the
job scheduler and grid endpoint database if you decide to use a database other than the Derby database.
When you create the database manually, the job scheduler and grid endpoint can use the same database.

Procedure
1. Select the correct file based on the type of database that you are going to use.

The product provides DDL files except for DB2 on the z/0S® operating system. Use the DDL files to
define the job scheduler database in the <WAS_install_root>/util/Batch directory. The DDL files for
creating the job scheduler database are named CreateLRSCHEDTablesXxx.dd1 where Xxx indicates the
type of database manager that the scripts are intended for. These same DDL files are used for the grid
endpoint.

2. See the documentation of your database vendor for details on customizing scripts and using the
database tools to run it.

What to do next

After creating the database, complete the following steps.
1. Define the XA JDBC provider for the database through the administrative console.

Consult the JDBC provider documentation for more information about defining a new JDBC provider.
2. Create the data source using the JDBC provider through the administrative console.

Define the data source at the cell level. Doing so guarantees that the database is available for each
application server that hosts the job scheduler.

3. Verify that the database has been created by testing the connection on the data source that you
created in the previous step.

4. Configure the job scheduler by selecting the JNDI name of the newly created data source in the job
scheduler panel.

5. Specify the JNDI name of the data source that you created in a previous step as the value of the
GRID_ENDPOINT_DATASOURCE variable.

Verifying the job scheduler installation
This topic describes how to verify that the job scheduler is installed correctly. The job scheduler is a
system application and cannot be seen in the Enterprise Application panel in the administrative console.

Before you begin

Privileges for the job scheduler differ, depending on the various roles. Roles include monitor, operator,
configurator, and administrator. If you are a user with either a monitor or an operator role, you can only
view the job scheduler information. If you have the role of configurator or administrator, you have all the
configuration privileges for the job scheduler.
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Procedure

1. Verify that the job scheduler is installed correctly by restarting the application server or cluster
members where the job scheduler is configured.

If the application server or cluster members on which the job scheduler is installed have the started
icon in the status field, the job scheduler is usually running. However, the job scheduler might have a
problem and not start. You can verify whether the job scheduler started by checking the log files.

2. After the server is restarted, access the job management console through a web browser by typing
http://job_scheduler_server_host:grid host/jmc.
The grid_host port is the WC_defaulthost port under the server that you chose for the job scheduler. To
find the grid_host port, go to your server in the administrative console, expand ports, and look for
WC_defaulthost.
If you cannot access the job management console, check the appropriate log. If you specified a server

in the web address, check the server log. If you specified a cluster member in the web address, check
the cluster member log.

Securing the job scheduler using roles
You can secure the job scheduler by mapping users and groups to specific security roles.

Before you begin

Users who are assigned the Iradmin role have the authority to perform all job scheduler application actions
on all jobs regardless of job ownership, while users who are assigned with the Irsubmitter role can only act
on jobs that are owned by the submitters themselves.

Note: To start Ircmd.sh | .bat on an HTTPS port, you must configure SSL on the scheduler server.
Following the steps in part three of the series, location in the following DeveloperWorks topic, |Bui|d|
\Web services with transport-level security using Rational® Application Developer V7, Part 3]
Configure HTTPS] In order to access topics, you must be a registered user for Developer\Vorks. If

ou have not registered as a user for DeveloperWorks, follow the instructions on the|IBM®
age.

About this task

This sample task assumes that the job scheduler is configured. From the administrative console:

Procedure
1. Click Security > Secure administration, applications, and infrastructure.
2. Select administrative security and application security.
3. Configure User account repository by specifying one of the available realm definitions.
4

After you have configured WebSphere Application Server Security, click Apply to save your
configuration.

Expand System administration > Job scheduler > Security role to user/group mapping.
Select the roles to be configured.

7. Click Look up users if one or more users are to be assigned the target role, or click Look up
groups if role assignment is at the group level.

8. Select the user or group to be assigned to the target role.
9. Click OK and save the configuration.
10. Restart the cell.

o o
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What to do next

With security enabled, provide a valid user ID and password for job actions that are performed through the
command- line interface. Submit a job action through the command-line interface with the user name and
password information. See the following example:

<install_root>/bin/1rcmd. [bat|sh]
-cmd=<name_of_command> <command_arguments> [-host=<host> -port=<port>]
-userid=<user_ID> -password=<password>

where:
» <host> is the job scheduler server host name. If not specified, the default is Tocalhost.
* <port> is the scheduler server HTTP (HTTPS) port. If not specified, the default is 80.

See the following example:

D:\IBM\WebSphere\AppServer\bin\1rcmd

-cmd=submit -xJCL=D:\IBM\WebSphere\AppServer\samples\Batch\
postingSampTeXJCL.xml -port=9445 -host=wasxd01l.ibm.com
-userid=mylradmin -password=w2gOultf

Job scheduler WebSphere variables:

Use WebSphere variables to modify the job scheduler configuration. You can configure the amount of time
that the job scheduler waits before signaling a problem with the endpoint and waits between polling the
endpoint.

GRID_ENDPOINT_MISSED_HEART_BEAT_TOLERANCE_INTERVAL:

Define this WebSphere variable to configure the amount of time in milliseconds that the job scheduler
waits between polls of the endpoint heartbeat before signaling a problem.

Table 1. GRID_ENDPOINT_MISSED_HEART_BEAT_TOLERANCE_INTERVAL. The table includes the scope, valid
values, and default for the WebSphere variable.

Scope Valid values Default

Cell, job scheduler node, or job Time in milliseconds 5 minutes
scheduler server level

GRID_ENDPOINT_HEART_BEAT_POLL_INTERVAL:
Define this WebSphere variable to configure the amount of time in milliseconds the job scheduler waits
between polls of the endpoint heartbeat.

Table 2. GRID_ENDPOINT_HEART_BEAT_POLL_INTERVAL. The table includes the scope, valid values, and
default for the WebSphere variable.

Scope Valid values Default

Cell, job scheduler node, or job Time in milliseconds 1 minute
scheduler server level

Administrative roles and privileges:
Roles and privileges vary depending on your administrative role and the component.
Administrative roles and privileges

For definitions of administrative roles in WebSphere Application Server and how to assign them, see
[Authorizing access to administrative roles|

20 Administering WebSphere applications



http://www14.software.ibm.com/webapp/wsbroker/redirect?version=pix&product=was-nd-dist&topic=tsec_tselugradro

Table 3. Administrative roles and privileges. The table lists each component for the graphical user interface (GUI)
and what privileges the component has for the monitor, operator, configurator, and administrator privileges.

Administrator
GUI Monitor privileges Operator privileges | Configurator privileges | privileges
Job scheduler View the information. View the information. |Has all privileges. Has all

privileges.

Running batch jobs under user credentials:

This topic explains how to allow batch jobs to run under credentials of the user when WebSphere security
is enabled.

About this task

The RUN_JOBS_UNDER_USER_CREDENTIAL variable allows users to enable or disable batch jobs to
run under credentials of the user. When the job is dispatched to the endpoint, the batch container switches
the credentials of the server to the credentials of the user. The credentials of the server are in the job step
thread.

Note:

RUN_JOBS_UNDER_USER_CREDENTIAL can be created at any scope level and accepts values true or
false. The default is false, which means that batch jobs run under server credentials.

When Java 2 Security is enabled, your batch applications must grant the following two permissions in the
WebSphere Application Server.policy file of the application:

* permission com.ibm.websphere.security. WebSphereRuntimePermission "SecOwnCredentials"

* permission com.ibm.websphere.security. WebSphereRuntimePermission
"ContextManager.getServerCredential"

The following steps describe how to create the custom property to enable or disable batch jobs to run
under the credentials of a user after logging on to the administrative console:

Procedure

1. Click Environment > WebSphere Variables

Select a configuration scope, then click New. The general properties panel opens.
Type RUN_JOBS_UNDER_USER_CREDENTIAL in the Name field.

Type True or False to enable or disable jobs to run under user credential.

Click OK, then click Save.

ok 0N

What to do next

Stop and start the server where the batch execution environment is installed.

Roles and privileges for securing the job scheduler:

This topic describes the Iradmin and Irsubmitter roles and privileges for securing the job scheduler.
Authority for different roles

You can secure the job scheduler application by enabling global security and application security.

Application security secures the job management console. The job scheduler application uses a
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combination of both declarative and instance-based security approaches to secure jobs and commands,
where only users who are assigned with the Iradmin or Irsubmitter role have the authority to perform grid
operations in a security-enabled environment.

As illustrated in the following table, users who are assigned with the Iradmin role have the authority to
perform all job scheduler application actions on all jobs regardless of job ownership, while users who are
assigned with the Irsubmitter role can only act on jobs that are owned by the submitters themselves. The
X character represents authority in the following table.

Table 4. Authoritative roles. The table lists client commands and indicates with an X character whether the Iradmin
role or the Irsubmitter role have authority for those commands.

Client commands Iradmin role Irsubmitter role

submit -xJCL=<file> X X

submit -job=<job name> X X

submit -job=<job name> -add or X N/A This is an admin command.
replace

cancel -jobid=<jobid> X X (only jobs owned)

purge -jobid=<jobid> X X (only jobs owned)

output -jobid=<jobid> X X (only jobs owned)

restart -jobid=<jobid> X X (only jobs owned)

remove -job=<jobname> X N/A This is an admin command.
suspend -jobid=<jobid> X X (only jobs owned)

resume -jobid=<jobid> X X (only jobs owned)

status (showAll) X N/A This is an admin command.
status -jobid=<jobid> X X (only jobs owned)
getBatchJobRC -jobid=<jobid> X X (only jobs owned)

help X X

Configuring WebSphere grid endpoints
This topic explains how to set up a WebSphere grid endpoint.

Procedure
1. Install a batch application on a server or cluster using the administrative console.

2. If the application is the first batch application installed on the server or cluster, restart the server or
cluster.

Results

The WebSphere grid endpoints are automatically set up. By installing the application on the deployment
target, the common batch container is automatically deployed on the server or cluster selected using the
default Apache Derby data source jdbc/pgc. The default file-based Derby data source can be used only

when using the batch function on a stand-alone application server. If you have a WebSphere Application
Server Network Deployment environment, you must use a network database.

If you use the default Derby data source, no further action is required. If you use a different data source,
complete the following steps to make the data source available to the WebSphere grid endpoints.

1. From the administrative console, go to Environment > WebSphere Variables.
2. Select Cell scope from the list.

22  Administering WebSphere applications



3. Edit the GRID_ENDPOINT_DATASOURCE variable to point to the JNDI lookup name of the job
scheduler data source.

4. Save your configuration.
5. Restart all endpoints.

Creating the job scheduler and grid endpoint database

You can create a database for the job scheduler and grid endpoint if you do not use the default Apache
Derby database. The job scheduler stores job information in a relational database while the grid endpoint
uses the database to track the progress of a batch job.

Before you begin

When you install the product, one Derby Java Database Connectivity (JDBC) provider is created. The
Derby JDBC provider contains two data sources. One is the default Derby data source, JNDI name
jdbc/Irsched, that points to the default Derby job scheduler database. The other, JNDI name jdbc/pgc, is
the batch execution environment data source. If you decide to use the default data source you do not
need to create the job scheduler database. The default Derby database for the job scheduler is created
when the job scheduler host (deployment target) is selected through the administrative console. The
default Derby database for the endpoint is created when a batch application is first installed on a node.
Embedded Derby databases cannot be shared by multiple processes and are unsuitable for environments
where the job scheduler must move from one node to another. For example, the job scheduler must move
from one node to another in high availability scenarios.

About this task

The product supports Derby, DB2, and Oracle databases. You can use the following steps to configure the
job scheduler and grid endpoint database if you decide to use a database other than the Derby database.
When you create the database manually, the job scheduler and grid endpoint can use the same database.

Procedure
1. Select the correct file based on the type of database that you are going to use.

The product provides DDL files except for DB2 on the z/OS operating system. Use the DDL files to
define the job scheduler database in the <WAS_install_root>/util/Batch directory. The DDL files for
creating the job scheduler database are named CreateLRSCHEDTablesXxx.dd1 where Xxx indicates the
type of database manager that the scripts are intended for. These same DDL files are used for the grid
endpoint.

2. See the documentation of your database vendor for details on customizing scripts and using the
database tools to run it.

What to do next

After creating the database, complete the following steps.
1. Define the XA JDBC provider for the database through the administrative console.

Consult the JDBC provider documentation for more information about defining a new JDBC provider.
2. Create the data source using the JDBC provider through the administrative console.

Define the data source at the cell level. Doing so guarantees that the database is available for each
application server that hosts the job scheduler.

3. Verify that the database has been created by testing the connection on the data source that you
created in the previous step.

4. Configure the job scheduler by selecting the JNDI name of the newly created data source in the job
scheduler panel.

5. Specify the JNDI name of the data source that you created in a previous step as the value of the
GRID_ENDPOINT_DATASOURCE variable.
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Endpoint WebSphere variables
Use WebSphere variables to modify the endpoint configuration. You can do such things as enable jobs to
run under user credentials and configure the schema name of the grid endpoint database.

RUN_JOBS_UNDER_USER _CREDENTIAL:

Define this WebSphere variable so that jobs can run under user credentials.

Table 5. RUN_JOBS_UNDER_USER_CREDENTIAL. The table includes the scope, valid values, and default for the
WebSphere variable.

Scope Valid values Default

Cell, endpoint node, or endpoint . true false

server level
Jobs are run under user

credentials
« false

Jobs are run under server
credentials

GRID_ENDPOINT_HEART_BEAT_INTERVAL:

Define this WebSphere variable to configure the amount of time between heartbeat transmissions from the
grid endpoint to the job scheduler.

Table 6. GRID_ENDPOINT_HEART_BEAT_INTERVAL. The table includes the scope, valid values, and default for
the WebSphere variable.

Scope Valid values Default
Cell, endpoint node, or endpoint Time in milliseconds 30 seconds
server level

GRID_ENDPOINT_DATASOURCE:

Define this WebSphere variable to configure the grid endpoint data source Java Naming and Directory
Interface (JNDI) name.

Table 7. GRID_ENDPOINT_DATASOURCE. The table includes the scope, valid values, and default for the
WebSphere variable.

Scope Valid values Default
Cell, endpoint node, or endpoint Grid endpoint data source JNDI name | jdbc/pgc
server level

batch jobs and their environment
The product provides ways of managing the scheduling and execution control of background activities in a
grid computing environment.

The various ways that you can manage your batch environment include using the job management
console, analyzing job logs, specifying job classes, and by using classification rules.

Through the job management console, you can:
* Submit jobs

* Monitor job execution

» Perform operational actions against jobs
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* View job logs
Job logs

A job log is a file that contains a detailed record of the execution details of a job. It is composed of both
system and application messages. Job logs are stored on the endpoints where the job runs and on the
application server that hosts the job scheduler.

Job logs are viewable through the job management console and from the command line.

Job management console

The job management console is a stand-alone web interface that you can use to perform job operations
such as submit, monitor, schedule, and manage.

The job management console is for managing jobs. This console provides controlled access when security
is enabled.

Only authorized users who are granted the Irsubmitter role, the Iradmin role, or both roles through the
administrative console can be allowed access to the job management console.

Through the job management console, you can:
* Submit jobs.

* Monitor job execution.

» Perform operational actions against jobs.

* View job logs.

To access the job management console:
1. Configure the job scheduler.
2. Ensure that the job scheduler is running.

If the application server or cluster members on which the job scheduler is installed have the started
icon in the status field, the job scheduler is usually running. However, the job scheduler might have a
problem and not start. You can verify whether the job scheduler started by checking the log files.

3. In a browser, type the web address: http://<job scheduler server host>:<port>/jmc.
4. If an on-demand router (ODR) is defined in the cell, type the web address: http://<odr host>:80/jmc.

5. If you cannot access the job management console, check the appropriate log. If you specified a server
in the web address, check the server log. If you specified a cluster member in the web address, check
the cluster member log.

To access the field help for the job management console, click ? in the upper right corner of every job
management panel.

Command-line interface

The command-line interface interacts with the job scheduler to submit and manipulate a batch job. It is
located in the was_root/bin directory as the Ircmd.sh or Ircmd.bat script and can be started from any
location in the WebSphere cell.

Use the Ircmd script to perform the following commands:

Table 8. Ircmd commands. The table includes arguments, a description, and additional information for the Ircmd
command.

Command Arguments Description Additional Information
Display usage information for None The command displays usage Example: Iremd
Ircmd. information for the Ircmd command.
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Table 8. Ircmd commands (continued).
the Iremd command.

The table includes arguments, a description, and additional information for

Command Arguments

Description

Additional Information

-cmd=submit
-xJCL=<xjc1_filename>
[-host=<host>]
[-port=<port>],

or

Submit a job to the job
scheduler.

[-startDate=<startDate>

[-host=<host>]
[-port=<port>]

-cmd=submit -job=<job_name>

- startTime=<startTime>]

When an XML Job Control Language
(xJCL) file is specified,
-xJCL=<xjc1_filename> specifies the
path of the xJCL to be submitted from
the file system and optionally saved.
Optional arguments:

* Use -host=<host> as the
on-demand router (ODR) host name
or job scheduler server host name.
If not specified, the default is
localhost.

* Use -port=<port> as the ODR
HTTP Proxy address or job
scheduler server HTTP port. If not
specified, the default is 80.

Both variations of the command return
a job ID for the submitted job.

Examples:

¢ Trcmd -cmd=submit -xJCL=myxjcl.xml -host=myhost
-port=81

¢ Trcmd -cmd=submit -xJCL=myxjc1.xml

¢ Trcmd -cmd=submit -job=myjob

Cancel a previously submitted | -cmd=cancel
job. -jobid=<jobid>

[-<host>] [-port=<port>]

This command cancels the start of a
previously submitted job, or cancels
the execution of a running job.

Use -jobid=<jobid> as the job ID
assigned to the job by the job
scheduler. The job ID is returned by
the Ircmd -cmd=submit command that
initially submitted the job. The
-cmd=status command can also be
used to identify the job ID for a
particular job.

Optional arguments:

* Use -host=<host> as the ODR host
name or job scheduler server host
name. If not specified, the default is
localhost.

* Use -port=<port> as the ODR
HTTP Proxy address or job
scheduler server HTTP port. If not
specified, the default is 80.

Example:

Trcemd -cmd=cancel -jobid=myjob:2 -host=myLRShost
-port=9083

-cmd=restart
-jobid=<jobid>

Restart a job.

[-host=<host>] [-port=<port>]

This command restarts the start of a
job. Only jobs in restartable state can
be restarted.

Use -jobid=<jobid> as the job ID
assigned to the job by the job
scheduler. The job ID is returned by
the Ircemd -cmd=submit command that
initially submitted the job. The
-cmd=status command can also be
used to identify the job ID for a
particular job.

Optional arguments:

* Use -host=<host> as the ODR host
name or job scheduler server host
name. If not specified, the default is
localhost.

« Use -port=<port> as the ODR
HTTP Proxy address or job
scheduler server HTTP port. If not
specified, the default is 80.

Only a batch job associated with batch applications can be
restarted. When a batch job is canceled using the
-cmd=cancel command, its state is changed to restartable.

When the job is restarted, processing resumes from the
last successfully committed checkpoint.

Example:

Trcemd -cmd=restart -jobid=myjob:2 -host=myLRShost
-port=9081
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Table 8. Ircmd commands (continued). The table includes arguments, a description, and additional information for

the Iremd command.

Command

Arguments

Description

Additional Information

Purge job information.

-cmd=purge
-job=<jobid>
[-host=<host>] [-port=<port>]

This command purges job information
from the job scheduler and grid
endpoints.

The job scheduler maintains
information about a job after the job
has completed. The purge command
permanently deletes job information
from the job scheduler and grid
endpoint databases. The command
also purges the job log of the job.

Use -jobid=<jobid> as the job ID
assigned to the job by the job
scheduler. The job ID is returned by
the 1rcmd -cmd=submit command that
initially submitted the job. The
-cmd=status command can also be
used to identify the job ID for a
particular job.

Optional arguments:

* Use -host=<host> as the ODR host
name or job scheduler server host
name. If not specified, the default is
localhost.

« Use -port=<port> as the ODR
HTTP Proxy address or job
scheduler server HTTP port. If not
specified, the default is 80.

The job scheduler maintains information about a job after
the job has completed. The purge command permanently
deletes job information from the job scheduler and grid
endpoint databases. The command also purges the job log
of the job.

Example:

Trcemd -cmd=purge -jobid=myjob:2

Show the status of a batch job.

-cmd=status

or
-cmd=status

-jobid=<jobid>

[-host=<host>] [-port=<port>]

This command displays status
information about one or more jobs in
the job scheduler database.

Optional argument: -job=<jobid>, if
specified, indicates that only job
information for the specified job is
displayed.

Examples:
¢ lrcmd -cmd=status host=myODRHost -port=83

¢ lrcmd -cmd=submit -xJCL=myxjc1.xml (returns job ID
LongRunningScheduler:17)

¢ Trcmd -cmd=status -jobid=LongRunningScheduler:17

Suspend a job.

-cmd=suspend

-jobid=<jobid>
-seconds=<seconds>
[-host=<host>] [-port=<port>]

This command suspends the start of a
grid batch job for the specified number
of seconds. Unless manually resumed
(with Trcmd -cmd=resume, for example),
the job automatically resumes running
after the specified number of seconds.

Use -jobid=<jobid> as the job ID
assigned to the job by the job
scheduler. The job ID is returned by
the Ircemd -cmd=submit command that
initially submitted the job. The
-cmd=status command can also be
used to identify the job ID for a
particular job.

Optional arguments:

Use -seconds=<seconds> to indicate
the number of seconds that the job
start is suspended. If not specified, the
default value of 15 seconds is used. If
-seconds=0 is specified, the job does
not start until manually resumed.

* Use -host=<host> as the ODR host
name or job scheduler server host
name. If not specified, the default is
localhost.

« Use -port=<port> as the ODR
HTTP Proxy address or job
scheduler server HTTP port. If not
specified, the default is 80.

Examples:

Tremd -cmd=submit -xJCL=myxjc1.xml (returns job ID
myjob:23). After job myjob:23 has begun execution, it can
be suspended for five minutes (for example), with: 1rcemd
-cmd=suspend -jobid=myjob:23 -seconds=300 -port=81
-host=myODRHost

Execution of the job can be resumed before the 5 minutes
expires with: Trcmd -cmd=resume -jobid=myjob:23
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Table 8. Ircmd commands (continued). The table includes arguments, a description, and additional information for

the Iremd command.

Command

Arguments

Description

Additional Information

Resume start of a previously
suspended job.

-cmd=resume
-jobid=<jobid>
[-host=<host>] [-port=<port>]

This command resumes start of a
previously suspended batch job.

Use -jobid=<jobid> as the job ID
assigned to the job by the job
scheduler. The job ID is returned by
the Ircemd -cmd=submit command that
initially submitted the job. The
-cmd=status command can also be
used to identify the job ID for a
particular job.

See description of -cmd=suspend.

Display the output for a job.

-cmd=output
-jobid=<jobid>
[-host=<host>] [-port=<port>]

Displays the output generated by the
job scheduler and grid endpoint during
the execution of the specified job.

Use -jobid=<jobid> as the ID
assigned to the job by the job
scheduler. The job ID is returned by
the Ircmd -cmd=submit command that
initially submitted the job. The
-cmd=status command can also be
used to identify the job ID for a
particular job.

Display the return code of a
batch job.

-cmd=getBatchJobRC
-jobid=<jobid>
[-host=<host>] [-port=<port>]

Displays the overall return code
produced by a grid batch job.

Use -jobid=<jobid> as the ID
assigned to the job by the job
scheduler. The job ID is returned by
the Ircemd -cmd=submit command that
initially submitted the job. The
-cmd=status command can also be
used to identify the job ID for a
particular job.

* Use -host=<host> as the ODR host
name or job scheduler server host
name. If not specified, the default is
localhost.

« Use -port=<port> as the ODR
HTTP Proxy address or job
scheduler server HTTP port. If not
specified, the default is 80.

Table 9. Ircmd commands.

The table includes arguments, a description, and additional information for the Ircmd

command.
Command Arguments Description Additional information
Display usage information for Ircmd. None This command displays usage information | Example: 1rcmd
for the 1remd command.
Stop the execution of a previously -cmd=stop This command stops the execution of a Examples:

submitted job.

[-jobid=<job_id>
[-host=<host>]
[-port=<port>]

checkpoint occurs.

Optional arguments:

previously submitted job when a

Use -jobid=<jobid> as the job ID
assigned to the job by the job scheduler

* Use -host=<host> as the ODR host
name or job scheduler server host
name. If not specified, the default is
localhost.

* Use -port=<port> as the ODR HTTP
Proxy address or job scheduler server
HTTP port. If not specified, the default
is 80.

e Ircmd -cmd=stop -jobid=MyApp:1
-port=80 -host=myodrhost.com

Trcmd -cmd=stop -jobid=MyApp:1
-port=9080 -host=mygshost.com
-userid=myname -password=mypassword
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Table 9. Ircmd commands (continued). The table includes arguments, a description, and additional information for

the Iremd command.

Command

Arguments

Description

Additional information

Show the symbolic variables that are
referenced in the job definition xJCL.

-cmd=getSymbolicVariables
-xJCL=<xjcl_file>
[-<host>] [-port=<port>]

This command shows the symbolic
variables which are referenced in the job
definition xJCL.

Use -jobid=<jobid> as the job ID
assigned to the job by the job scheduler

Optional arguments:

* Use -XJCL=<xjc1_file> to specify the
path of the job definition xJCL file
which describes the grid job.

.

Use -job=<job_name> to specify the job
name, which is a key in the job
repository of the job scheduler.

Use -host=<host> as the ODR host
name or job scheduler server host
name. If not specified, default is
localhost.

Use -port=<port> as the ODR HTTP
Proxy address or job scheduler server
HTTP port. If not specified, the default
is 80.

Examples:

* Trcmd -cmd=getSymbolicVariables
-xJCL=C:\myXJCL -port=9080
-host=mygshost.com

¢ lrcmd -cmd=getSymbolicVariables
-job=MyJob -port=80
-host=myodrhost.com -userid=myname
-password=mypassword

Save the job log.

-cmd=saveJobLog
-jobid=<job_id>
[-host=<host>] [-fileName=<fileName>]

This command saves the job log
associated with the requested job
identifier to the local file system.

Use -jobid=<job_id> as the job ID
assigned to the job by the job scheduler.
The job ID is returned by the Ircmd
-cmd=submit command that initially
submitted the job. The

Use -fileName=<fileName> to indicate the
name of a file on the local file system
where the compressed job log data is to
be saved. The file is replaced if it exists.
The file name <fi1leName>might not
contain embedded blanks.

Optional arguments:

* Use -host=<host> as the ODR host
name or job scheduler server host
name. If not specified, the default is
localhost.

Use -port=<port> as the ODR HTTP
Proxy address or job scheduler server
HTTP port. If not specified, the default
is 80.

Examples:
* Trcmd -cmd=saveJoblLog -jobid=MyApp:1
-fileName=/tmp/myZippedJobLog
-port=80 -host=myodrhost.com

.

Trcmd -cmd=saveJoblog
-jobid=MyApp:1  -fileName=/tmp/
mySavedJoblLog -port=9080
-host=mygshost.com

-userid=myname -password=mypassword

Get job log.

-cmd=getJoblog -jobid=<job_id>

Displays the job log associated with the
requested job identifier.

Use -jobid=<job_id> as the job ID
assigned to the job by the job scheduler.
The job ID is returned by the Ircmd
-cmd=submit command that initially
submitted the job.

Optional arguments:

* Use -host=<host> as the ODR host
name or job scheduler server host
name. If not specified, the default is
localhost.

Use -port=<port> as the ODR HTTP
Proxy address or job scheduler server
HTTP port. If not specified, the default
is 80.

.

Examples:
* Trcemd -cmd=getJobLog -jobid=MyApp:1
-port=80 -host=myodrhost.com

* Trcmd -cmd=getJoblog
-jobid=MyApp:1 -port=9080
-host=mygshost.com -userid=myname
-password=mypassword
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Table 9. Ircmd commands (continued). The table includes arguments, a description, and additional information for

the Iremd command.

Command

Arguments

Description

Additional information

Purge job log

-cmd=getJobLog -jobid=<job_id>
-TogTimeStamp=<logTimeStamp>

Removes the job log associated with the
requested job identifier and log time
stamp. A job log entry remains in, for
example: /opt/IBM/WebSphere/
AppServer/profiles/scheduler/joblogs/
PostingsSampleEar_99/
14022007_164535/part.0.log. The entry
tracks the reason why the job log was
removed.

* Use -jobid=<job_id> as the job ID
assigned to the job by the job
scheduler. The job ID is returned by
the Iremd -cmd=submit command that
initially submitted the job.

Use -logTimeStamp=<logTimeStamp to
indicate the time stamp, the
subdirectory name, which identifies the
job log to be removed. The time stamp
is returned by -cmd=getLogMetaData.

Use -userid=<user_id> to specify the
user ID required when the job
scheduler server is running in secure
mode.

Use -password=<password> to specify
the password required when the job
scheduler server is running in secure
mode.

Examples:

¢ lrcmd -cmd=getLogMetaData
-jobid=PostingsSampleEar:99 -port=80
-host=myodrhost.com -userid=myname
-password=mypassword

¢ lrcmd -cmd=purgeJoblog
-jobid=PostingsSampleEar:99 -port=80
-TogTimeStamp=14022007_164535
-host=myodrhost.com -userid=myname
-password=mypassword

Display the job log metadata for the
requested job identifier.

-cmd=getLogMetaData -jobid=<job_id>

The job log metadata indicates the log
time stamps associated with the
requested job identifier. The metadata or
time stamp identifies a unique instance of
the job. Logs from multiple different jobs
with the same job number can exist.

Use -jobid=<job_id> as the job ID
assigned to the job by the job scheduler.
The job ID is returned by the Ircmd
-cmd=submit command that initially
submitted the job.

Examples:

e Ircmd -cmd=getlLogMetaData
-jobid=MyApp:1 -port=80
-host=myodrhost.com

¢ lrcmd -cmd=getlLogMetaData
-jobid=MyApp:1 -port=9080
-host=mygshost.com

Display the job log part list.

-cmd=getLogPartList -jobid=<job_id>
-logTimeStamp=<logTimeStamp>

Displays the job log part list associated
with the requested job identifier and log
time stamp. Use the command
getLogMetaData to return a timestamp to
use with -1ogTimeStamp=<timestamp>.

Use -jobid=<job_id> as the job ID
assigned to the job by the job scheduler.
The job ID is returned by the Ircmd
-cmd=submit command that initially
submitted the job.

Examples:

e Ircmd -cmd=getlogPartlist
-jobid=MyApp:1
-logTimeStamp=20102006_155529
-port=80 -host=myodrhost.com

¢ lrcmd -cmd=getLogPartList
-jobid=MyApp:1
-logTimeStamp=20102006_155529
-port=9080 -host=myodrhost.com
-userid=myname
-password=mypassword

Display the job log part.

-cmd=getLogPart -jobid=<job_id>
-lTogTimeStamp=<logTimeStamp>
-logPart=<logPart>

Displays the job log part associated with
the requested job identifier, log time
stamp, and log part.

Use -jobid=<job_id> as the job ID
assigned to the job by the job scheduler.
The job ID is returned by the Ircmd
-cmd=submit command that initially
submitted the job.

Use -TogTimeStamp=<1logTimeStamp>to
indicate the time stamp (the subdirectory
name), which identifies the job log whose
part list information is to be returned. The
time stamp is returned by
-cmd=getLogMetaData.

Use -TogPart=<logPart> to indicate the
portion of the job log associated with the
requested job identifier and time stamp to
be returned. The log part information is
returned by -cmd=getLogPartList.

Examples:

¢ Trcmd -cmd=submit -xJCL=myxjcl.xml
-host=myhost -port=80 (returns a job
identifier of PostingsSampleEar:99)

Trcmd -cmd=getLogMetaData
-jobid=PostingsSampleEar:99 (returns
the timestamp 14022007_164535)

Trcmd -cmd=getLogPart
-jobid=PostingsSampleEar:99
-logTimeStamp=14022007_164535
-logPart=part.1l.log
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Table 9. Ircmd commands (continued). The table includes arguments, a description, and additional information for

the Iremd command.

Command

Arguments

Description

Additional information

Display the size of the job log associated
with the requested job identifier.

-cmd=getLogSize -jobid=<job_id>
-TogTimeStamp=<logTimeStamp>

This command returns the size of the job
login bytes.

Use -jobid=<job_id> as the job ID
assigned to the job by the job scheduler.
The job ID is returned by the Ircmd
-cmd=submit command that initially
submitted the job.

Use -TogTimeStamp=<logTimeStamp> to
indicate the time stamp; that is, the
subdirectory name, which identifies the
job log whose part list information is to be
returned. The time stamp is returned by
-cmd=getLogMetaData.

Examples:
* lrcmd -cmd=getLogSize -jobid=MyApp:1
-logTimeStamp=20102006_155529
-port=80 -host=myodrhost.com

¢ lrcmd -cmd=getlLogSize
-jobid=MyApp:1
-lTogTimeStamp=20102006_155529
-port=9080 -host=myodrhost.com
-userid=myname
-password=mypassword

Return the age of the job log in the
seconds since it was last modified.

-cmd=getLogAge -jobid=<job_id>
-logTimeStamp=<logTimeStamp>

Displays the age of the
¢ lrcemd -cmd=getLogAge -jobid=MyApp:1
-logTimeStamp=20102006_155529
-port=80 -host=myodrhost.com

¢ Trcmd -cmd=getLogAge
-jobid=MyApp:1
-logTimeStamp=20102006_155529
-port=9080
-host=myodrhost.com
-userid=myname -password=mypassword

Job log associated with the requested job
identifier.

Use -jobid=<jobid> as the ID assigned
to the job by the job scheduler. The job
ID is returned by the Ircmd -cmd=submit
command that initially submitted the job.
The -cmd=status command can also be
used to identify the job ID for a particular
job.

Use -TogTimeStamp=<logTimeStamp> to
indicate the time stamp; that is, the
subdirectory name, which identifies the
job log whose part list information is to be
returned. The time stamp is returned by
-cmd=getLogMetaData.

Examples:

¢ lrcmd -cmd=getLogAge -jobid=MyApp:1
-TogTimeStamp=20102006_155529
-port=80 -host=myodrhost.com

* lrcmd -cmd=getLogAge -jobid=MyApp:1
-lTogTimeStamp=20102006_155529
-port=9080 -host=myodrhost.com

-userid=myname

-password=mypassword

Example of retrieving output of a batch job:

Trcmd -cmd=output -jobid=mybatchjob:63 -host=myLRSHost -port=9081

CWLRB49401 :
CWLRB50001 :

CWLRB17401:
CWLRB17601:
CWLRB24201:
CWLRB24401:
CWLRB24601 :
CWLRB2600T :
CWLRB24201:
CWLRB24401:
CWLRB24601 :
CWLRB26001 :

\End

[Wed
[Wed
[Wed
[Wed
[Wed
[Wed
[Wed
[Wed
[Wed
[Wed

Jun 15 17:55:36
Jun 15 17:55:37
Jun 15 17:55:37
Jun 15 17:55:38
Jun 15 17:55:38
Jun 15 17:55:38
Jun 15 17:55:39
Jun 15 17:55:39
Jun 15 17:55:40
Jun 15 17:55:40

com.ibm.websphere.batch.wshatch :

Wed Jun 15 17:55:36 EDT 2005 :

com.ibm.websphere.batch.wshatch :

-cmd=output -jobid=mybatchjob:63

response to output

EDT
EDT
EDT
EDT
EDT
EDT
EDT
EDT
EDT
EDT

2005]
2005]
2005]
2005]
2005]
2005]
2005]
2005]
2005]
2005]

Job
Job
Job
Job
Job
Job
Job
Job
Job
Job

[mybatchjob:
[mybatchjob:
[mybatchjob:
[mybatchjob:
[mybatchjob:
[mybatchjob:
[mybatchjob:
[mybatchjob:
[mybatchjob:
[mybatchjob:

63]
63]
63]
63]
63]
63]
63]
63]
63]
63]

is in job setup.
is submitted

Step
Step
Step
Step
Step
Step
Step
Step

[Stepl]
[Stepl]
[Stepl]
[Stepl]
[Step2]
[Step2]
[Step2]
[Step2]

for execution.

is in step setup.

is dispatched.

is in step breakdown.
completed normally rc=0.
is in step setup.

is dispatched.

is in step breakdown.
completed normally rc=4.

Job logs

A job log is a file that contains a detailed record of the execution details of a job. System messages from
the batch container and output from the job executables are collected. By examining job logs, you can see
the life cycle of a batch job, including output from the batch applications themselves.

A job log is composed of the following three types of information:
1. xJCL - A job log contains a copy of the xJCL used to run the job, including xJCL substitution values.
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2. System messages - A set of system messages that communicate the major life cycle events
corresponding to the job. The following system events are recorded in a job log:

* Begin and end of a job

» Begin and end of a step

* Begin and end of a checkpoint

* Open, close, and checkpoint of a batch data stream
* Checkpoint algorithm invocation / results

* Results algorithm invocation / results

3. Application messages - A set of messages written to standard out and standard error by a job step
program.

Job logs are viewable through the job management console. Since information is added dynamically to the
job log while the job is running, you can view the latest information by selecting Refresh from the job log
view. Jobs logs are viewable only if the owning scheduler is active. In addition, if the endpoint running the
job is unavailable, a partial job log is the result.

Output of a job log

Job log output is collected on the job scheduler node, and on the grid execution endpoint node. The output
is collected in a directory which has the format:

${GRID_JOBLOG_ROOT}/joblogs/<job-directory>/<timeStamp-directory>
where

${GRID_JOBLOG_ROOT}/joblogs - The base directory for all job logs on the node. It is configurable through
the endpoint job log location attribute of the job scheduler panel from the administration console. The
default value for ${GRID_JOBLOG_R00T} is ${user.install.root}.

<job-directory> Is generated at run time from the job name. For example, if the job ID assigned by the
job scheduler is PostingsSampleEar:99, then the generated directory name is PostingsSampleEar 99

<timeStamp-directory>- Is generated at run time from the current date. It is in the format
ddmmyyy_hhmmss, where dd is the day of the month, mm is a month (00 - 11), and yyyy is the year. hh is
the hour of the day (00 - 23), mm is the minute of the hour (00 - 59) and ss is the seconds of the minutes
(00 - 59). For example, a timestamp directory with the name 14022007_164535 means that the job began
processing on 14 Mar 2007, at 16:45:35.

For example, job output from job PostingsSampleEar:99 might be collected in the directory
/opt/IBM/WebSphere/AppServer/profiles/scheduler/joblogs/PostingsSampleEar 99/14022007_164535.

Output on the scheduler node contains an echo of the job xJCL (before and after symbolic variable
substitution, if any, is performed) and job dispatch information. Job log output from the job scheduler is
collected in the job log directory in the file named part.0.log. Output on the execution endpoint node
contains both application output and grid endpoint runtime messages. This output includes any application
generated output directed to the System.out and System.err output streams. Job log output from the grid
endpoint is collected in the job log directory in files with names such as part.1.log and part.2.log. However,
if the job scheduler and grid endpoint are installed on the same application server, job log output from both
the scheduler and the grid endpoint is collected in the job log directory in the file named part.0.log. Each of
the log parts contains approximately 1000 records. The following example shows the contents of
part.1.log:

System.out: [03/13/07 08:25:32:708 EDT] Tue Mar 13 08:25:32 EDT 2007: SimpleCI application starting...

System.out: [03/13/07 08:25:32:708 EDT] -->Will loop processing a variety of math functions for approximately 30.0 seconds!
System.out: [03/13/07 08:26:02:752 EDT] Tue Mar 13 08:26:02 EDT 2007: SimpleCI application complete!

System.out: [03/13/07 08:26:02:753 EDT] -->Actual Processing time = 30.043 seconds!

CWLRB57641: [03/13/07 08:26:03:069 EDT] Job SimpleCIEar:44 ended

32  Administering WebSphere applications



Administrative roles and privileges
Roles and privileges vary depending on your administrative role and the component.

Administrative roles and privileges

For definitions of administrative roles in WebSphere Application Server and how to assign them, see
IAuthorizing access to administrative roles|

Table 10. Administrative roles and privileges. The table lists each component for the graphical user interface (GUI)
and what privileges the component has for the monitor, operator, configurator, and administrator privileges.

Administrator
GUI Monitor privileges Operator privileges | Configurator privileges | privileges
Job scheduler View the information. View the information. |Has all privileges. Has all

privileges.

Administrative console help

This reference information describes settings that you can view and configure on the pages of the product
administrative console and elsewhere. Custom properties are documented separately. Custom properties
are name-value pairs that you can enter on specific console pages if you know what to specify.

To open the information center table of contents to the location of this reference information, click Show in
Table of Contents () on your information center border. For example, if you found this page from the
information center search or from an internet search engine, such as Google, click Show in Table of
Contents () to make the information center show you the location of this page in the information center
navigation tree. You can then browse the contents that are indented under this navigation entry.

Custom property collection for the job scheduler
Use this page to view and manage arbitrary name-value pairs of data, where the name is a property key
and the value is a string value that is used to set internal system configuration properties.

The administrative console contains several custom properties pages that work similarly. To view one of
these administrative pages, click a custom properties link.

Name:

Specifies the name (or key) for the property.

Each property name must be unique. If the same name is used for multiple properties, the value specified
for the first property that has that name is used. Do not start your property names with was. because this
prefix is reserved for properties that are predefined in WebSphere Application Server.

Value:

Specifies the value that is paired with the specified name.

Description:

Provides information about the name and value pair.

Custom property settings for the job scheduler

Use this page to configure arbitrary name-value pairs of data, where the name is a property key and the

value is a string value that can be used to set internal system configuration properties. You can define a
new property to configure a setting beyond what is available in the administrative console.
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To view this administrative console page, click System administration > Job scheduler > Custom
Properties.

Name:

Specifies the name (or key) for the property.

Each property name must be unique. If the same name is used for multiple properties, the value specified
for the first property that has that name is used. Do not start your property names with was. because this
prefix is reserved for properties that are predefined in WebSphere Application Server.

Data type String

Value:

Specifies the value that is paired with the specified name.

Data type String

Description:

Provides information about the name and value pair.

Data type String

Job scheduler configuration

Use this page to set up persistence of job information to the external job database. Configuration settings
include the deployment target of the job scheduler, the data source, the database schema name, and the
endpoint job log location.

To view this administrative console page, click System administration > Job scheduler.

Use this page to add custom properties, map security roles to users and groups for the job scheduler, and
view the grid endpoints.

Users in the Irsubmitter role can submit and manage their own jobs. Users in the Iradmin role can perform
any action against any job.

Scheduler hosted by:

Specifies the deployment target where the grid scheduler is hosted / running.

Database schema name:

Specifics the database schema name for the grid scheduler database.

Data source JNDI name:

Specifies the data source Java Naming and Directory Interface (JNDI) where grid jobs are stored.
Endpoint job log location:

Specifies a location on the endpoints where the job log is created.

WebSphere grid endpoints

View servers or clusters that host grid applications and the data source Java Naming and Directory
Interface (JNDI) names used by the WebSphere grid endpoints.
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To view this administrative console page, click System administration > Job Scheduler > WebSphere
grid endpoints.

Name:

Specifies the name of the WebSphere grid endpoint.

Datasource JNDI name:

Specifies the data source JNDI name used by the WebSphere grid endpoint.

Welcome to the job management console
The job management console is a stand-alone web interface for users to perform job operations.

To view this job management console page, click Help from the Welcome page of the job management
console.

You must be granted the Irsubmitter role, the Iradmin role, or both roles through the administrative console
to access the job management console.

Depending on role privileges, users can perform various job operations. The job management console
provides controlled access when security is enabled.

View jobs

Use the page to view the list of all jobs submitted to the job scheduler and to view information about the
jobs.

To view this job management console page, click Job Management > View jobs.

To apply action on the jobs, select the jobs and the action, then click Apply.

Use the filter function to filter and sort jobs. Click the Show filter function icon , enter the filter criteria, then
click Go.

To refresh this panel, click View Jobs in the navigation or click the icon in the Status column.

Privileges in the job management console vary, depending on assigned roles. For this console page, a
user can do the following actions:

* Manage jobs that the user owns with the Irsubmitter role.
* Manage jobs from all users with the Iradmin role.

There are multiple types of actions to take, depending on the job type and state. From this console page,
users with the Irsubmitter or Iradmin roles can complete actions such as cancel, purge, restart, remove,
suspend, or resume a job.

Job ID:

Specifies the link to the job. To view the job log, click the link of the job ID.

Submitter:

Specifics the ID of the user who submitted the job.

Last update:

Specifies the date when the job was last updated.
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State:

Shows the state of the job.

Node:

Specifies the node where the job is located.

Application server:

Specifies the application server where the job is located.

View job log

Use this page to view job log information of all jobs submitted to the job scheduler, and to download a job
log to your local system.

To view this job management console page, click Job Management > View jobs > job name.

Use this panel to view job log information, or to download the log file to your local system.

Privileges in the job management console vary, depending on assigned roles. For this console page, a
user can do the following actions:

* Manage jobs that the user owns with the Irsubmitter role.
* Manage jobs from all users with the Iradmin role.

Refresh:

Click to refresh the screen.

Download:

Click to download this job log to your local system.
Back:

Click to return to the view job panel.

Submit a job

Use this page to submit a job by specifying the job definition. The job definition can originate from the local
file system.

To view this job management console page, click Job Management > Submit a job.

Privileges in the job management console vary, depending on assigned roles. For this console page, users
with the Irsubmitter role or the Iradmin role can submit jobs.

Local file system:

Specify the path of the job definition to submit as a new job.

Use the Browse button to locate and specify the full path of a local file.
Substitution properties:

Select to update the values of the substitution properties for the job.
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If a job has substitution properties without values, you must specify them.

Custom properties at different scopes

Custom properties are unique settings in the administrative console. They are name-value pairs that you
can enter on specific administrative console pages. Use the documentation for the specific custom
property to determine where the property must be set.

Setting cell-wide custom properties

You can configure a cell-wide custom property using the following steps:

1. In the administrative console, select System administration > Cell > Custom properties > New.
2. Provide a name and value for the custom property.

3. Click OK.

Setting custom properties at other levels

Some custom properties can be set at other levels than the cell level. If the custom property
documentation specifies another scope at which the custom property must be set, the steps are similar,
but you first go to the indicated level before you set the custom property.

1. Go to the indicated configuration object.

2. Click Custom properties > New.

3. Provide a name and value for the custom property.
4. Click OK.

Job scheduler custom properties
Custom properties modify the job scheduler configuration. You can use these settings to tune the job
scheduler behavior beyond the settings that are in the administrative console.

You can use the custom properties page to define the following job scheduler custom properties:
« [‘MaxConcurrentDispatchers’|

+ [‘UseHTTPSConnection’]

+ [‘RECORD_SMF_SUBTYPES” on page 38|

MaxConcurrentDispatchers:

Define this custom property if jobs are being dispatched slowly when large numbers of jobs are submitted.
By default, MaxConcurrentDispatchers is set to 100. MaxConcurrentDispatchers is an optional custom
property.

Table 11. MaxConcurrentDispatchers custom property values. The table includes the scope, valid values, and
default for the custom property.

Scope Valid values Default
Job scheduler Integer value greater than 0 100
UseHTTPSConnection:

Define this custom property if you want to enable HTTP SSL connections between the job scheduler and
the common batch container. By default, HTTP SSL connections are disabled. UseHTTPSConnection is an
optional custom property.
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Table 12. UseHTTPSConnection custom property values. The table includes the scope, valid values, and default for

the custom property.

Scope Valid values Default
Job scheduler . true false (disabled)
Enables HTTP SSL connections
- false

Disables HTTP SSL connections

RECORD_SMF_SUBTYPES:

Define this property to indicate which SMF 120 record subtype you want to use to record job usage data.
By default, SMF 120 subtype 20 records are used. RECORD_SMF_SUBTYPES is an optional custom

property.
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Table 13. RECORD_SMF_SUBTYPES custom property values. The table includes the scope, valid values, and

default for the custom property.

Scope

Valid values

Default

Job scheduler cell

« 20
Use SMF120 subtype 20 records.

-9
Use SMF120 subtype 9 records.
Note: SMF120 subtype 9 support
for batch jobs is available on
WebSphere® Application Server
Version 8 or later. Earlier versions
are not supported. If you specify 9
on an earlier version, the job
scheduler issues a message. The
message notifies you that SMF120
subtype 9 is not supported on the
earlier version of WebSphere
Application Server. The job
scheduler reverts to SMF120
subtype 20 records.
Note: SMF 120 subtype 9 support
for batch jobs requires that SMF
120 subtype 9 recording for
asynchronous beans is enabled on
the endpoint server. SMF 120
subtype 9 support for
asynchronous beans is available
on WebSphere Application Server
Version 8.0.0.1 or later. Earlier
versions are not supported. If you
specify RECORD_SMF_SUBTYPES=9 on
an earlier version, the job
scheduler issues a message. The
message indicates that SMF 120
subtype 9 records are not
supported on earlier versions of
WebSphere Application Server. The
job scheduler reverts to SMF 120
subtype 20 records.
Note: If you specify
RECORD_SMF_SUBTYPES=9 without
also enabling SMF 120 subtype 9
recording for asynchronous beans
in the endpoint server, the endpoint
server issues a message. The
message indicates that SMF 120
subtype 9 recording for
asynchronous beans is not
enabled. No SMF120 subtype 9 job
usage records are collected.

 ALL

Use both SMF120 subtype 20 and
SMF120 subtype 9 records.

20
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Batch administrator examples

Batch administrator examples are examples of code snippets, command syntax, and configuration values
that are relevant to performing administrative and deployment tasks in the batch environment.

The samples in this section consist of xJCL samples and XML schemas for batch jobs, native jobs, and
compute-intensive jobs.

xJCL sample for a batch job

The following sample illustrates a batch job, which demonstrates that you can invoke existing session
beans from within job steps.

<job name="PostingsSampleEar" xmIns:xsi="http://www.w3.0rg/2001/XMLSchema-instance">

<jndi-name>ejb/com/ibm/websphere/samples/PostingsJob</jndi-name>

<step-scheduling-criteria>
<scheduling-mode>sequential</scheduling-mode>
</step-scheduling-criteria>

<checkpoint-algorithm name="${checkpoint}">
<classname>com.ibm.wsspi.batch.checkpointalgorithms.${checkpoint}</classname>
<props>

<prop name="interval" value="${checkpointInterval}" />
</props>
</checkpoint-algorithm>

<results-algorithms>
<results-algorithm name="jobsum">
<classname>com.ibm.wsspi.batch.resultsalgorithms.jobsum</classname>
</results-algorithm>
</results-algorithms>

<substitution-props>

<prop name="wsbatch.count" value="5" />

<prop name="checkpoint" value="timebased" />

<prop name="checkpointInterval" value="15" />

<prop name="postingsDataStream" value="§{was.install.root}${file.separator}temp${file.separator}postings" />
</substitution-props>

<job-step name="Stepl">
<jndi-name>ejb/DataCreationBean</jndi-name>
<!-- apply checkpoint policy to stepl -->
<checkpoint-algorithm-ref name="${checkpoint}" />
<results-ref name="jobsum"/>
<batch-data-streams>
<bds>
<logical-name>myoutput</logical-name>
<impl-class>com.ibm.websphere.samples.PostingOutputStream</impl-class>

<props>
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<prop name="FILENAME" value="§{postingsDataStream}" />

</props>
</bds>
</batch-data-streams>

<props>

<prop name="wsbatch.count" value="${wsbatch.count}" />
</props>
</job-step>

<job-step name="Step2">

<step-scheduling condition="0R">
<returncode-expression step="Stepl" operator="eq" value="0" />
<returncode-expression step="Stepl" operator="eq" value="4" />
</step-scheduling>

<jndi-name>ejb/PostingAccountData</jndi-name>
<checkpoint-algorithm-ref name="${checkpoint}" />
<results-ref name="jobsum"/>

<batch-data-streams>
<bds>

<logical-name>myinput</logical-name>
<impl-class>com.ibm.websphere.samples.PostingStream</impl-class>

<props>
<prop name="FILENAME" value="${postingsDataStream}" />
</props>
</bds>

</batch-data-streams>
</job-step>

<job-step name="Step3">
<step-scheduling>
<returncode-expression step="Step2" operator="eq" value="4" />
</step-scheduling>

<jndi-name>ejb/OverdraftAccountPosting</jndi-name>
<checkpoint-algorithm-ref name="${checkpoint}" />
<results-ref name="jobsum" />

<batch-data-streams>
<bds>

<logical-name>dbread</Togical-name>
<imp1-class>com.ibm.websphere.samples.OverdraftInputStream</impl-class>
</bds>
</batch-data-streams>
</job-step>
</job>

XML schema for a compute intensive job
The following example shows the XML schema for a compute-intensive job:

<?xml version="1.0" encoding="UTF-8"?>
<xsd:schema xmIns:xsd="http://www.w3.0rg/2001/XMLSchema">
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<xsd:element name="classname" type="xsd:string" />
<xsd:element name="jndi-name" type="xsd:string" />

<xsd:element name="required-capability">
<xsd:complexType>
<xsd:attribute name="expression" type="xsd:string" use="required" />
</xsd:complexType>
</xsd:element>

<xsd:element name="substitution-props">
<xsd:complexType>
<xsd:sequence>
<xsd:element ref="prop" minOccurs="0" maxOccurs="unbounded"/>
</xsd:sequence>
</xsd:complexType>
</xsd:element>

<xsd:element name="job-scheduling-criteria">
<xsd:complexType>
<xsd:sequence>
<xsd:element maxOccurs="unbounded" minOccurs="1" ref="required-capability"
</xsd:sequence>
</xsd:complexType>
</xsd:element>

<xsd:element name="job">
<xsd:complexType>
<xsd:sequence>
<xsd:element ref="jndi-name" minOccurs="1" maxOccurs="1"/>
<xsd:element ref="job-scheduling-criteria" minOccurs="0" maxOccurs="1"/>
<xsd:element ref="substitution-props" minOccurs="0" maxOccurs="1"/>
<xsd:element ref="job-step" maxOccurs="unbounded" minOccurs="1" />
</xsd:sequence>
<xsd:attribute name="name" type="xsd:string" use="required" />
<xsd:attribute name="class" type="xsd:string" use="optional" />
<xsd:attribute name="accounting" type="xsd:string" use="optional" />
<xsd:attribute name="default-application-name" type="xsd:string" use="optional"
</xsd:complexType>
</xsd:element>

<xsd:element name="job-step">
<xsd:complexType>
<xsd:sequence>
<xsd:element ref="classname" minOccurs="1" maxOccurs="1"/>
<xsd:element ref="props" minOccurs="0" maxOccurs="1"/>
</xsd:sequence>
<xsd:attribute name="name" type="xsd:string" use="optional" />
<xsd:attribute name="application-name" type="xsd:string" use="optional" />
</xsd:complexType>
</xsd:element>

<xsd:element name="prop">
<xsd:complexType>
<xsd:attribute name="name" type="xsd:string" use="required" />
<xsd:attribute name="value" type="xsd:string" use="required" />
</xsd:complexType>
</xsd:element>

<xsd:element name="props">
<xsd:complexType>
<xsd:sequence>
<xsd:element ref="prop" maxOccurs="unbounded" minOccurs="0"/>
</xsd:sequence>
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</xsd:complexType>
</xsd:element>

</xsd:schema>

XML schema for a batch job
The following example shows the XML schema for a batch job:

<?xml version="1.0" encoding="UTF-8"?>
<xsd:schema xmlns:xsd="http://www.w3.0rg/2001/XMLSchema">

<xsd:element name="classname" type="xsd:string" />
<xsd:element name="impl-class" type="xsd:string" />
<xsd:element name="jndi-name" type="xsd:string" />
<xsd:element name="logical-name" type="xsd:string" />

<xsd:element name="scheduling-mode">
<xsd:simpleType>
<xsd:restriction base="xsd:string">
<xsd:pattern value="sequential"/>
</xsd:restriction>
</xsd:simpleType>
</xsd:element>

<xsd:element name="required" >
<xsd:simpleType>
<xsd:restriction base="xsd:string">
<xsd:pattern value="[YNyn]"/>
</xsd:restriction>
</xsd:simpleType>
</xsd:element>

<xsd:element name="batch-data-streams">
<xsd:complexType>
<xsd:sequence>
<xsd:element maxOccurs="unbounded" minOccurs="1" ref="hds" />
</xsd:sequence>
</xsd:complexType>
</xsd:element>

<xsd:element name="job-scheduling-criteria">
<xsd:complexType>
<xsd:sequence>
<xsd:element maxOccurs="unbounded" minOccurs="1" ref="required-capability" />
</xsd:sequence>
</xsd:complexType>
</xsd:element>

<xsd:element name="bds">
<xsd:complexType>
<xsd:all>
<xsd:element ref="1ogical-name" minOccurs="1" maxOccurs="1"/>
<xsd:element ref="impl-class" minOccurs="1" maxOccurs="1"/>
<xsd:element ref="props" minOccurs="0" maxOccurs="1"/>
</xsd:all>
</xsd:complexType>
</xsd:element>

<xsd:element name="checkpoint-algorithm">
<xsd:complexType>
<xsd:sequence>
<xsd:element ref="classname" minOccurs="1" maxOccurs="1"/>
<xsd:element ref="props" minOccurs="0" maxOccurs="unbounded"/>
</xsd:sequence>
<xsd:attribute name="name" type="xsd:string" use="required" />
</xsd:complexType>
</xsd:element>
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<xsd:element name="checkpoint-algorithm-ref">
<xsd:complexType>
<xsd:attribute name="name" type="xsd:string" use="required" />
</xsd:complexType>
</xsd:element>

<xsd:element name="required-capability">
<xsd:complexType>
<xsd:attribute name="expression" type="xsd:string" use="required" />
</xsd:complexType>
</xsd:element>

<xsd:element name="results-algorithm">
<xsd:complexType>
<xsd:sequence>
<xsd:element ref="classname" minOccurs="1" maxOccurs="1"/>
<xsd:element ref="props" minOccurs="0" maxOccurs="1"/>
<xsd:element ref="required" minOccurs="0" maxOccurs="1"/>
</xsd:sequence>
<xsd:attribute name="name" type="xsd:string" use="required" />
</xsd:complexType>
</xsd:element>

<xsd:element name="results-algorithms">
<xsd:complexType>
<xsd:sequence>
<xsd:element maxOccurs="unbounded" minOccurs="1" ref="results-algorithm" />
</xsd:sequence>
</xsd:complexType>
</xsd:element>

<xsd:element name="results-ref">
<xsd:complexType>
<xsd:attribute name="name" type="xsd:string" use="required" />
</xsd:complexType>
</xsd:element>

<xsd:element name="substitution-props">
<xsd:complexType>
<xsd:sequence>
<xsd:element ref="prop" minOccurs="0" maxOccurs="unbounded"/>
</xsd:sequence>
</xsd:complexType>
</xsd:element>

<xsd:element name="job">
<xsd:complexType>
<xsd:sequence>
<xsd:element ref="jndi-name" minOccurs="1" maxOccurs="1"/>
<xsd:element ref="job-scheduling-criteria" minOccurs="0" maxOccurs="1"/>
<xsd:element ref="step-scheduling-criteria" minOccurs="0" maxOccurs="1"/>
<xsd:element ref="checkpoint-algorithm" maxOccurs="unbounded" minOccurs="1"/>
<xsd:element ref="results-algorithms" maxOccurs="1" minOccurs="0"/>
<xsd:element ref="substitution-props" minOccurs="0" maxOccurs="1"/>
<xsd:element ref="job-step" maxOccurs="unbounded" minOccurs="1" />
</xsd:sequence>
<xsd:attribute name="name" type="xsd:string" use="required" />
<xsd:attribute name="class" type="xsd:string" use="optional" />
<xsd:attribute name="accounting" type="xsd:string" use="optional" />
<xsd:attribute name="default-application-name" type="xsd:string" use="optional" />
</xsd:complexType>
</xsd:element>

<xsd:element name="job-step">
<xsd:complexType>
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<xsd:sequence>
<xsd:element ref="step-scheduling" minOccurs="0" maxOccurs="1"/>
<xsd:element ref="jndi-name" minOccurs="1" maxOccurs="1"/>
<xsd:element ref="checkpoint-algorithm-ref" minOccurs="0" maxOccurs="1"/>
<xsd:element ref="results-ref" minOccurs="0" maxOccurs="unbounded"/>
<xsd:element ref="batch-data-streams" minOccurs="0" maxOccurs="1"/>
<xsd:element ref="props" minOccurs="0" maxOccurs="1"/>

</xsd:sequence>

<xsd:attribute name="name" type="xsd:string" use="optional" />

<xsd:attribute name="application-name" type="xsd:string" use="optional" />

</xsd:complexType>
</xsd:element>

<xsd:element name="prop">
<xsd:complexType>
<xsd:attribute name="name" type="xsd:string" use="required" />
<xsd:attribute name="value" type="xsd:string" use="required" />
</xsd:complexType>
</xsd:element>

<xsd:element name="props">
<xsd:complexType>
<xsd:sequence>
<xsd:element ref="prop" maxOccurs="unbounded" minOccurs="0"/>
</xsd:sequence>
</xsd:complexType>
</xsd:element>

<xsd:element name="returncode-expression">
<xsd:complexType>
<xsd:attribute name="step" type="xsd:string" use="required" />
<xsd:attribute name="operator" type="xsd:string" use="required" />
<xsd:attribute name="value" type="xsd:string" use="required" />
</xsd:complexType>
</xsd:element>

<xsd:element name="step-scheduling">
<xsd:complexType>
<xsd:sequence>

<xsd:element ref="returncode-expression" minOccurs="1" maxOccurs="unbounded"/>

</xsd:sequence>
<xsd:attribute name="condition" type="xsd:string" use="optional" />
</xsd:complexType>
</xsd:element>

<xsd:element name="step-scheduling-criteria">
<xsd:complexType>
<xsd:sequence>
<xsd:element ref="scheduling-mode" minOccurs="1" maxOccurs="1" />
</xsd:sequence>
</xsd:complexType>
</xsd:element>

</xsd:schema>
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Chapter 5. Administering Client applications

This page provides a starting point for finding information about application clients and client applications.
Application clients provide a framework on which application code runs, so that your client applications can
access information on the application server.

For example, an insurance company can use application clients to help offload work on the server and to
perform specific tasks. Suppose an insurance agent wants to access and compile daily reports. The
reports are based on insurance rates that are located on the server. The agent can use application clients
to access the application server where the insurance rates are located. More introduction...

Deploying client applications

Deploying a client application depends on installing appropriate supporting files on the client machine,
usually some configuring actions, and adding the program files for the client application. When the client
application has been deployed, the application can run.

About this task

The steps required to deploy and run a client application depend on the type of client and the
programming model used.

You can install an application client JAR file using the administrative console, wsadmin AdminApp install,
or update commands. Install the client module only on a Version 8.0 deployment target (such as server,
cluster, and so on).

Complete one or more of the following tasks:

Procedure

» Deploy the client application

* Run an ActiveX client application

* Deploy and run a Java EE client application

* Run the IBM Thin Client for Enterprise JavaBeans

Deploying applet client code

Applet clients are capable of communicating over the HTTP protocol and the RMI-IIOP protocol.
Before you begin

Applet clients have the following setup requirements:

* These clients are available on the Windows platforms. Check the prerequisites page for information on
platform support and product prerequisites.

* The browser installation precedes the client code installation.

About this task

Unlike typical applets that are on web servers or WebSphere Application Servers and can only
communicate over the HTTP protocol, applet clients can communicate over the HTTP protocol and the
RMI-IIOP protocol. This additional capability gives the applet direct access to enterprise beans.

The applet container is the web browser and the Java plug-in combination. You must first install the
Application Client for WebSphere Application Server so that the browser recognizes the IBM product Java

plug-in.
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Procedure

1.
2.

Install the Application Client for WebSphere Application Server.

Configure required Java runtime parameters.

a. Click Start > Control panel .

b. Select the IBM Control Panel for Java

c. On the Advanced tab, enter the following parameter values in the Java Runtime Parameters field.
-Xmx512M

-Djava.security.policy=<app_client_root>\properties\client.policy
-Dwas.install.root=<app_client_root>
-Djava.ext.dirs=<app_client_root>\java\jre\lib\ext;

<app_client_root>\1ib;

<app_client_root>\plugins;

<app_client_root>\1ib\ext;

<app_client_root>\installedConnectors\
-Djava.class.path=<app_client_root>\properties
-Dcom.ibm.CORBA.ConfigURL=file:<app_client_root>\properties\sas.client.props
-Dcom.ibm.SSL.ConfigURL=file:<app_client_root>\properties\ssl.client.props

Note: These parameter entries are automatically placed into the WebSphere Application Server
control panel for the Java plug-in user who installed the WebSphere Application Server
Application Client provided you are using a Java SE Development Kit (JDK) prior to JDK 1.5. If
the applet is being run by a user other than the person who installed the client, then that user
must enter the parameter entries.

For JDK 1.5 and later, this automatic parameter feature is removed.
* The Java Runtime Parameters field is similar to the command prompt when using command line
options. Therefore, you can enter most options available from the command prompt (for example,
-cp, classpath, and others) in this field as well.

Configure use of secure sockets layer (SSL) for secure access to resources. By default, the applet
client is configured to have security enabled. If you have administrative security turned on at the server
from which you are accessing resources, then you can use SSL when needed. If you decide that the
security requirements for applet client applications differ from other types of client applications, then
you can create special copies of client property files for applets to use.

Running an ActiveX client application

To run an ActiveX client application that is to use the ActiveX to Enterprise Java Beans (EJB) bridge, you
must perform some initial configuration to set appropriate environment variables and to enable the ActiveX
to EJB bridge to find its XJB.JAR file and the Java run time. This initial configuration sets up the
environment within which the ActiveX client application can run.

About this task

To perform the required configuration, complete one or more of the following tasks:

Procedure

1.
2.

Start an ActiveX application and configure service programs.
Start an ActiveX application and configuring non-service programs

Starting an ActiveX application and configuring service programs

To run an ActiveX service program such as Active Server Page (ASP) that is to use the ActiveX to the
Enterprise Java Bean (EJB) bridge, some initial configuration (to set appropriate environment variables
and to enable the ActiveX to EJB bridge to find its XJB.JAR file and the Java run time) is necessary. This
configuration sets up the environment within which the ActiveX service program can run.
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Before you begin

The XJB.JClassFactory must find the Java run time dynamic link library (DLL) when initializing. In a
service program such as Internet Information Server you cannot specify a path for its processes
independently; you must set the process paths in the system PATH variable. This limitation means that you
can only have a single Java virtual machine (JVM) version available on a machine using ASP.

About this task

To add the Java Runtime Environment (JRE) directories to your system path, complete one of the
following task.

Procedure

On Windows XP systems, complete the following steps:

1. Open the Control Panel, then double-click the System icon.

2. Click the Advanced tab on the System Properties window.

3. Click Environment Variables.

4. Edit the Path variable in the System Variables window.

5. Add the following information to the beginning of the path that is displayed in the Variable Value field:
C:

\WebSphere\AppClient\Java\jre\bin;C:\WebSphere\AppClient\Java\jre\bin\classic;

where C:\WebSphere\AppClient is the directory in which you installed the Java client in the WebSphere
product.

Click OK in the Edit System Variable window to apply the changes.

Click OK in the Environment Variables window.

Click OK in the System Properties window.

Restart Windows XP.

© N>

What to do next

After you change the system PATH variable you must reboot the Internet Information Server machine so
that Internet Information Server can see the change.

Starting an ActiveX application and configuring non-service programs

To run an ActiveX program initiated from an icon or command line (a non-service program) that is to use
the ActiveX to the Enterprise Java Beans (EJB) bridge, you must perform some initial configuration to set
appropriate environment variables and to enable the ActiveX to EJB bridge to find its XJB.JAR file and the
Java run-time environment. This uses a batch file to set up the environment within which the ActiveX
program can run.

About this task
To perform the required configuration, complete the following steps:

Procedure

1. Edit the setupCmdLineXJB.bat file to specify appropriate values for the environment variables required
by the ActiveX to EJB bridge. For more information about these environment variables, see ActiveX to
EJB bridge, environment and configuration. For more information about creating a JVM for an ActiveX
program, see ActiveX to EJB bridge, initializing the Java virtual machine (JVM). After the ActiveX
program has created an XJB.JClassFactory object and called the XJBInit() method, the JVM is
initialized and ready for use.

2. Start the ActiveX client application by using one of the following methods:
» Use the TaunchClientXJB.bat file to start the application. For example:

launchClientXJB MyApplication.exe parml parm2
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or
TaunchClientXJB MyApplication.vbp

* Use the setupCmdLineXJB.bat file to create an environment in which to run the application, then start
the application from within that environment.

setupCmdLineXJB.bat, launchClientXJB.bat and other ActiveX batch files

This topic provides reference information about the aids that client applications and client services can use
to access the ActiveX to EJB bridge. These enable the ActiveX to Enterprise JavaBeans (EJB) bridge to
find its XJB.JAR file and the Java run-time environment.

Location

The include file is located in the was _client_home\aspIncludes directory. You can include the file into your
Active Server Pages (ASP) application with the following syntax in your ASP page:

<-- #include virtual ="/WSASPIncludes/setupASPXJB.inc" -->

This syntax assumes that you have created a virtual directory in Internet Information Server called
WSASPIncludes that points to the was_client_home\aspIncludes directory.

Usage notes

The following batch files are provided for client applications to use the ActiveX to EJB bridge:
» setupCmdLineXJB.bat

Sets the client environment variables.
¢ launchClientXJB.bat

Calls the setupCmdLineXJB.bat file and launches the application you specify as its arguments; for
example:

lTaunchClientXJB.bat myapp.exe parml parm2

or

TaunchClientXJB MyApplication.vbp
* Active Server Pages (ASP) include file

An include file is provided for ASP users to automatically set the following page-level (local)

environment variables:

— com_ibm_websphere_javahome. Path to the Java run-time directory installed with the WebSphere
advanced server client.

— com_ibm_websphere_washome. Path to the WebSphere advanced server client directory.

— com_ibm_websphere_namingfactory. Sets the Java java.naming.factory.initial system property.

— com_ibm_websphere_computername. (Optional) Name of the computer where the WebSphere
Advanced Server Client is installed. If you intend to talk to a single specific computer, you are
recommended to change this value to become the server name that you intend to access.

+ System settings

To enable the ActiveX to EJB bridge to access the Java run-time dynamic link library (DLL), the
following directories must exist in the system PATH environment variable:

was_client_home\java\jre\binswas client home\java\jre\bin\classic

Where was_client_home is the name of the directory where you installed the WebSphere Application
Server client (for example, C:\WebSphere\AppClient).

Note: This technique enables only one Java run time to activate on a machine, therefore all client

services on that machine must use the same Java run time. Client applications do not have this
limitation because they each have their own private, non-system scope.
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Deploying and running a Java EE client application

You can use the launchClient command to run a Java Enterprise Edition (EE) client application in an
Application Client installation or in a WebSphere Application Server node. Alternatively, you can use Java
Web Start on a remote client machine to download and run a Java EE client application, including Thin
client application, with a single click from a web browser on that machine.

Procedure
1. Deploy and run a Java EE client application for use with the launchClient command.

After deploying a Java EE client application onto a machine with an Application Client installation or in
a WebSphere Application Server node, you can start the application by using the launchClient
command on that machine.

a. Deploy the Java EE client application
b. Start the Java EE client application
2. Deploy and run a Java EE client application by using Java Web Start.
a. Prepare the Java EE client application ready to be deployed by remote action.

b. Use Java Web Start on a remote client machine to download and run the Java EE client
application.

Deploying a Java EE client application
Deploying a Java EE client application onto the client machines where it is to run includes distributing the
EAR file for the client application and configuring resource references for use by the client application.

Before you begin

To run a deployed Java EE client application, the application needs access to a Application Client
installation or a WebSphere Application Server installation.

For information about installing the Application Client on a client machine, refer to the Installing Application
Client for WebSphere Application Server topic.

Attention: Application Client for WebSphere Application Server ships only with the 32-bit WebSphere
Application Server.

About this task

Use this topic only if you later want to use the want to launchClient command to run the Java client
application on an Application Client installation or in a WebSphere Application Server node.

If you want to download and run a Java EE client application remotely, you can use the Java Web Start to
deploy the application onto the remote client machine with a single click from a Web browser on the client
machine. For information about using Java Web Start to deploy Java EE client applications, see
“Downloading and running a Java EE client application by using Java Web Start”.

Procedure
1. Distribute the EAR file.
The client machines configured to run a client application must have access to the EAR file.

 If all the machines in your environment share the same image and platform, run the Application
Client Resource Configuration Tool (ACRCT) on one machine to configure the external resources,
then distribute the configured EAR file to the other machines.

 If your environment is set up with a variety of client installations and platforms, run the ACRCT for
each unique configuration.

* You can either distribute an EAR file to the correct client machines, or make it available on a
network drive.
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2.

 Distributing EAR files is the responsibility of the system and network administrator.

Configure the resources for the application client. This generally involves using the Application Client
Resource Configuration Tool (ACRCT) to configure references for the resources that the application is
to use, including resource adapters, resource providers, data sources, and Java Message Service
resources. These configurations are stored in the client JAR file within the application EAR file. The
client runtime uses these configurations to resolve and create an instance of the resources for the
client application.

For some types of resources, other actions are needed; for example, to install a resource adapter and
define environment variable needed to start the client application. More information about the actions
for different types of resources is given in other configuring resources topics.

If you plan to deploy the client application on z/OS, run the ACRCT on Windows. You can also run the
ACRCT for distributed platforms locally.

If the client application defines the local resources, but the resources are installed in a different
location, run the ACRCT (clientConfig command) on the local machine to change the configuration in
the EAR file. For example, the EAR file can contain a DB2 resource, configured as C:\DB2. If, however,
you installed DB2 in the D:\Program Files\DB2 directory, use the ACRCT to create a local version of
the EAR file.

What to do next

After deploying the Java EE client application, use the launchClient command to run the client application.

Starting the Application Client Resource Configuration Tool and opening an EAR file:

You can perform many tasks by starting the Application Client Resource Configuration Tool (ACRCT).
Many of these tasks also involve then opening an EAR file.

Before you begin

Attention: This task only applies to Java Platform, Enterprise Edition (Java EE) application clients.

About this task

Use these steps to start the Application Client Resource Configuration Tool. When you start the tool, one
of the most common tasks that you perform is opening and modifying the components of EAR files.

Procedure

1.
2.
3.

Open a command prompt and change to the[app server root\bin directory.
Run the clientConfig.bat file.
Open an EAR file within the Application Client Resource Configuration Tool (ACRCT):

a. Click File > Open.
b. Select the file then click Open.

Save your changes to the file and close the tool:
a. Click File > Save.
b. Click File > Exit.

Deploying a resource adapter for a Java EE client application:

A Java EE client application can use a resource adapter to connect to an enterprise information system
(EIS). To use a resource adapter, you need to install it, configure it, and configure related resources.
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About this task

The resource adapter support provided for Java EE client applications is a subset of the support provided
for application servers. A client resource adapter is used in a non-managed environment and must conform
to the J2EE Connector Architecture Specification Version 1.5 or higher. Only outbound connections to the

EIS are supported through the ManagedConnectionFactory interfaces. The inbound messaging support
(from the EIS), life cycle management, and work management aspects of the specification are not
supported on the client.

When running Java EE application clients, the launchClient script specifies a system property called
com.ibm.ws.client.installedConnector, which is set to the same value as the
CLIENT_CONNECTOR_INSTALL_ROOT variable. This is the default location for installed resource
adapters and can be overridden for each launchClient call by specifying the -CCD parameter. When the

client container is activated, all resource adapter subdirectories under the specified default location for the
resource adapters directory are added to the classpath. This action allows the client application to use the

resource adapters without using the ACRCT to specify any of the client resources.

Procedure
1. Install the resource adapter archive (RAR) file

For a client application to use a resource adapter, the RAR file must be installed in the directory
specified by the environment variable, CLIENT_CONNECTOR_INSTALL_ROOQT, defined when the
setupCmdLine script runs. The launchClient tool, Application Client Resource Configuration Tool
(ACRCT) and clientRAR tool all use this variable to find the default location of all installed resource
adapters.

To install a RAR file for a client application, use the |clientRAR tool

2. Configure the resource adapter and its resources for the client application Use the Application Client
Resource Configuration Tool (ACRCT) to define the resource adapter, connection factories, and
administered objects in the EAR file for the client application. The client application uses this
configuration to resolve and create an instance of the resource adapter and the other resources.

a. |Configure the resource adapter|
b. [Configure a connection factory|
c. [Configure administered objects|

clientRAR tool:
This topic describes the command line syntax for the client resource adapter installation tool.

If this tool is used to add or delete resource adapters on the server, then only the client can use the
resource adapter. If the resource adapter is installed on the server using the wsadmin tool or the
administrative console, then do not use the clientRAR tool remove it. Only resource adapters that are
installed using the clientRAR tool should be removed using the clientRAR tool.

The command line invocation syntax for the clientRAR tool follows:
clientRAR [-help | -?] [-CRDcom.ibm.ws.client.installedConnectors=<dir>] <task> <archive>

where

-help, -7

Print the usage information.
-CRDcom.ibm.ws.client.installedConnectors

The directory where resource adapters are installed.
This will override the system property of the same name
(com.ibm.ws.client.installedConnectors).

<task>
The task to perform: add - install, delete - uninstall.
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<archive>
if task=add then this is the fully qualified name of the resource adapter archive file.
If task=delete then this is the filename of the resource adapter archive to be uninstalled.

The following examples demonstrate correct syntax.
Configuring resource adapters for the client:

Use the Application Client Resource Configuration Tool (ACRCT) to configure resource adapters for the
client.

Procedure
1. Start the Application Client Resource Configuration Tool (ACRCT).

2. Open the EAR file for which you want to configure new resource adapters. The EAR file contents
display in a tree view.

Select the JAR file in which you want to configure the new resource adapters from the tree.
Expand the JAR file to view its contents.

Right-click the Resource Adapters folder, and click New.

Configure the resource adapter settings in the resulting property dialog.

Click OK.

Click File > Save on the menu bar to save your changes.
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Resource adapters for the client:

A resource adapter is a system-level software driver that a Java application uses to connect to an
enterprise information system (EIS). A resource adapter plugs into an application client and provides
connectivity between the EIS and the enterprise application.

Important: This topic is not relevant to the WebSphere MQ resource adapter. WebSphere MQ classes
are picked up automatically by the client container (for both stand alone and with a
WebSphere Application Server installation).

The resource adapter support for the Java EE client applications is a subset of the support for the server.
For any resource adapter installed using the clientRAR tool, the client resource adapter is used in a
non-managed environment and must conform to the Java EE Connector Architecture Specification Version
1.5 or higher. Only outbound connections to the EIS are supported through the
ManagedConnectionFactory interfaces. The inbound messaging support (from the EIS), life cycle
management, and work management aspects of the specification are not supported on the client.

For a client application to use a resource adapter, it must be installed in the directory specified by the
environment variable, CLIENT_CONNECTOR_INSTALL_ROOT, defined when the setupCmdLine script
runs. The launchClient tool, Application Client Resource Configuration Tool (ACRCT) and clientRAR tool all
use this variable to find the default location of all installed resource adapters. To install a resource adapter
in the client, use the clientRAR tool. Once the resource adapter is installed, it must be configured using
the ACRCT. The client configuration tool adds the resource adapter configuration to the EAR file. Then,
connection factories and administered objects are defined.

When running Java EE application clients, the TaunchClient script specifies a system property called
com.ibm.ws.client.instalTedConnector, which is set to the same value as the
CLIENT_CONNECTOR_INSTALL_ROOT variable. This is the default location for installed resource adapters and
can be overridden for each TaunchClient call by specifying the -CCD parameter. When the client container
is activated, all resource adapter subdirectories under the specified default location for the resource
adapters directory are added to the classpath. This action allows the client application to use the resource
adapters without using the ACRCT to specify any of the client resources.
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Using resource adapters is a new mechanism for easily extending client applications.
Resource adapter settings:

Use this panel to view or change the configuration properties of the resource adapter. These configuration
properties control how resource adapters are created.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > Resource Adapter. Right-click
Resource Adapter and click New. The following fields appear on the General tab.

Name:

The name by which this Resource Adapter is known for administrative purposes within IBM WebSphere

Application Server. The name must be unique within the Resource Adapters across the product
administrative domain.

Data type String

Description:

A description of this resource adapter for administrative purposes within IBM WebSphere Application
Server.

Data type String

Class Path:

Any additional class path. The path to the resource adapter directory is automatically added.

Data type String
Default The path to your Resource Adapter directory.

Native Path:

The native path where the Resource Adapter is located. Enter any additional native class path here.

Data type String

Resource Adapter Name:
A mandatory field that points to an installed resource adapter subdirectory. The entry does not represent

the full directory name for the resource adapter. The full directory name is the installed resource adapter
path, plus the resource adapter name.

Data type String

Installed Resource Adapter Path:

The directory where resource adapters are installed. If you do not complete this field, then the default
takes effect.
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If you specify the value, ${CONNECTOR_INSTALL ROOT}, then this value replaces the value of the
CLIENT_CONNECTOR_INSTALL_ROOT variable on the machine on which the client application runs. This action
allows the application to run easily on different machines, where the client installation might be in different
locations.

Data type String
Default ${CONNECTOR_INSTALL_ROOT}

Configuring new connection factories for resource adapters for the client:

Use the Application Client Resource Configuration Tool (ACRCT) to configure new connection factories for
resource adapters for the client.

About this task
Compilete this task to configure new connection factories for resource adapters.

Procedure
1. Start the Application Client Resource Configuration Tool (ACRCT).

2. Open the EAR file for which you want to configure new connection factories. The EAR file contents
display in a tree view.

Select the JAR file in which you want to configure the new connection factories from the tree.
Expand the JAR file to view its contents.

Click the Resource Adapters folder.

Expand the resource adapter for which you want to create connection factories.

Right-click the Connection Factories folder and click New.

Configure the connection factory properties in the resulting property dialog.

Click OK.

Click File > Save on the menu bar to save your changes.
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Resource adapter connection factory settings:

Use this panel to view or change the configuration properties of the selected resource adapter connection
factory.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > Resource Adapters. Right-click the
Connection Factories folder, and click New. The following fields appear on the General tab.

Name:
The name by which this connection factory is known for administrative purposes within WebSphere

Application Server. The name must be unique within the resource adapter connection factories across the
product administrative domain.

Data type String

Description:

An optional description of this connection factory for administrative purposes within IBM WebSphere
Application Server.

Data type String
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JNDI Name:

The JNDI name that is used to match this resource adapter connection factory definition to the deployment
descriptor. This entry should be a resource-ref name.

Data type String

User Name:

The User Name used, with the Password property, for authentication if the calling application does not
provide a userid and password explicitly when getting a connection. If this field is used, then the Properties
field UserName is ignored.

If you specify a value for the User Name property, you must also specify a value for the Password
property.

The connection factory User Name and Password properties are used if the calling application does not
provide a userid and password explicitly when getting a connection.

Data type String

Password:

Specifies an encrypted password. If you complete this field, then the Password field in the Properties box
is ignored.

If you specify a value for the UserName property, you must also specify a value for the Password
property.

Data type String

Re-Enter Password:
Confirms the password.
Type:

A drop-down list of all the connectionFactoryInterfaces as defined for the factories in the Resource
Adapter Archive.

For each Type, there is a set of properties specified in the Properties box. This set of properties is
constructed by retrieving the properties from each connection definition object. For any existing connection
factories that are displayed for updating, this list of properties is overlaid with the properties specified for
the objects. When the Type field is changed, the properties also change to reflect the correct properties for
that type.

Data type String

Configuring administered objects for resource adapters for the client:

This section helps you configure new administered objects for the client.
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Before you begin

Before you configure new administered objects, you must complete the following prerequisites:
1. Install the Resource Adapter Archive file (RAR) using the|clientRAR tool

2. |Configure the resource adapted for the .ear file, using the Application Client Resource Configuration
Tool (ACRCT) tool.

About this task
Complete this task to configure new administered objects for installed resource adapters.

Procedure
1. |Start the Application Client Resource Configuration Tool (ACRCT)|.

2. Open the EAR file for which you want to configure new administered objects. The EAR file contents
display in a tree view.

Select the JAR file in which you want to configure the new administered objects from the tree.
Expand the JAR file to view its contents.

Click the Resource Adapters folder.

Expand the resource adapter for which you want to create administered objects.

Right-click the Administered Objects folder and click New.

Configure the administered object properties in the resulting property dialog.

Click OK.

Click File > Save on the menu bar to save your changes.
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Administered objects settings:

Use this panel to view or change the configuration properties of the selected administered objects.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > Resource Adapters >
resource_adapter_instance. Right-click Administered Objects and click New. The following fields appear
on the General tab.

The settings for administered objects are handled similarly to connection factories. When updating
administered objects, use the same panels that you used to create administered objects.

Name:
The name by which this administered object is known for administrative purposes within IBM WebSphere

Application Server. The name must be unique within the resource adapter administered objects across the
product administrative domain.

Data type String

Description:

An optional description of this connection factory for administrative purposes within IBM WebSphere
Application Server.

Data type String

JNDI Name:
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This entry is a resource-env-ref name, a message-destination-ref name (if the message-destination-
ref has no link), or a message-destination link.

Data type String

Type:

A drop-down list of all the administered object class-interface pairs as defined for the admin objects in the
Resource Adapter Archive (RAR) file.

For each Type, there is a set of properties specified in the Properties box. This set of properties is
constructed by retrieving the properties from each administered object definition. For any existing
administered objects that are displayed for updating, this list of properties is overlaid with the properties
specified for the objects. When the Type field is changed, the properties also change to reflect the correct
properties for that type.

Data type String

Enabling client use of data sources:

If a Java EE client application accesses a database directly, you must provide the database drivers on the
client machine, and configure the data source provider (JDBC provider) and data sources. Instead of
accessing the database directly, it is recommended that your client application access the database
through an enterprise bean.

About this task

WebSphere Application Server and the Application Client for WebSphere Application Server do not provide
client database drivers to be used directly from a Java EE client application. You can contact your
database vendor to get client database driver code and licenses.

Data sources configured on the server and looked up on the client do not participate in global transactions.

Instead of accessing the database directly, it is recommended that your client application access the
database through an enterprise bean. This technique eliminates the need to have database drivers on the
client machine, because the database access is handled by the enterprise bean running on WebSphere
Application Server. It also enables the client application to take advantage of the pooling and additional
database functions provided by the server.

For a current list of data source providers that are supported on WebSphere Application Server, see the
[WebSphere Application Server prerequisite websitel

Procedure

1. For direct access from a client to the database, install the client database drivers on the client
machine. For information about installing database drivers, see the documentation provided by your
database vendor.

2. Configure a data source provider and a data source for the client application Use the Application Client
Resource Configuration Tool (ACRCT) to define the data source provider and a data source in the
EAR file for the client application. The client application uses this configuration to resolve and create
an instance of the data source provider and data source.

a. |Configure a new data source provided This provider describes the JDBC database implementation
for your client application.

b. [Configuring a new data source| This describes the client properties of the database your client
application uses.
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Configuring new data source providers (JDBC providers) for application clients:

You can create new data source providers, also known as JDBC providers, for your application client using
the Application Client Resource Configuration Tool (ACRCT).

Before you begin

During this task, you create new data source providers, also known as JDBC providers, for your
application client. In a separate administrative task, install the Java code for the required data source
provider on the client machine on which the application client resides.

About this task
Use this task to connect application clients to relational databases.

Procedure

1. Start the Application Client Resource Configuration Tool (ACRCT) and open the EAR file for which you
want to configure the new data source provider. The EAR file contents display in a tree view.

2. Select the JAR file in which you want to configure the new data source provider from the tree.
3. Expand the JAR file to view its contents.

4. Click the Data Source Providers folder. Do one of the following:
* Right-click the folder and click New Provider.
* Click Edit > New on the menu bar.

5. Configure the data source provider properties in the resulting property dialog.
6. Click OK when you finish.
7. Click File > Save on the menu bar to save your changes.

Example

You can configure data source provider and data source settings.
+ [Configuring data source provider and data source settings|

The following code examples illustrates how to use configure data source provider and data source
settings:

<resources.jdbc:JDBCProvider xmi:id="JDBCProvider_1" name="jdbcProvider:name"
description="jdbcProvider:description" implementationClassName="jdbcProvider:
ImplementationClass">

<classpath>jdbcProvider:classPath</classpath>

<factories xmi:type="resources.jdbc:WAS40DataSource" xmi:id="WAS40DataSource 1"
name="jdbcFactory:name" jndiName="jdbcFactory:jndiName"
description="jdbcFactory:description" databaseName="jdbcFactory:databasename">
<propertySet xmi:id="J2EEResourcePropertySet 13">

<resourceProperties xmi:id="J2EEResourceProperty 13" name="jdbcFactory:customName"
value="jdbcFactory:customValue"/>

<resourceProperties xmi:id="J2EEResourceProperty 14" name="user"
value="jdbcFactory:user"/>

<resourceProperties xmi:id="J2EEResourceProperty 15" name="password"
value="{xor}NTs9PBk+PCswLSZ1MT4y0g=="/>

</propertySet>

</factories>

<propertySet xmi:id="J2EEResourcePropertySet_ 14">

<resourceProperties xmi:id="J2EEResourceProperty 16" name="jdbcProvider:customName"
value="jdbcProvider:customeValue"/>

</propertySet>

</resources.jdbc:JDBCProvider>

* Required fields:

— Data Source Provider Properties page: name
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— Data Source Properties page: name, jndiName
* Special cases:
— The user name and password fields have no equivalent XMI tags. You must specify these fields in
the custom properties.
— The password is encrypted when you use the Application Client Resource Configuration Tool
(ACRCT). If you do not use the ACRCT the field cannot be encrypted.

Example: Configuring data source provider and data source settings:
You can configure data source provider and data source settings.

The purpose of this article is to help you to configure data source provider and data source settings.
* Required fields:

— Data Source Provider Properties page: name

— Data Source Properties page: name, jndiName
* Special cases:

— The user name and password fields have no equivalent XMl tags. You must specify these fields in

the custom properties.
— The password is encrypted when you use the Application Client Resource Configuration Tool
(ACRCT). If you do not use the ACRCT the field cannot be encrypted.

* Example:
<resources.jdbc:JDBCProvider xmi:id="JDBCProvider_ 1" name="jdbcProvider:name"
description="jdbcProvider:description" implementationClassName="jdbcProvider:
ImplementationClass">
<classpath>jdbcProvider:classPath</classpath>
<factories xmi:type="resources.jdbc:WAS40DataSource" xmi:id="WAS40DataSource 1"
name="jdbcFactory:name" jndiName="jdbcFactory:jndiName"
description="jdbcFactory:description" databaseName="jdbcFactory:databasename">
<propertySet xmi:id="J2EEResourcePropertySet 13">
<resourceProperties xmi:id="J2EEResourceProperty 13" name="jdbcFactory:customName"
value="jdbcFactory:customValue"/>
<resourceProperties xmi:id="J2EEResourceProperty 14" name="user"
value="jdbcFactory:user"/>
<resourceProperties xmi:id="J2EEResourceProperty 15" name="password"
value="{xor}NTs9PBk+PCswLSZ1MT4y0g=="/>
</propertySet>
</factories>
<propertySet xmi:id="J2EEResourcePropertySet 14">
<resourceProperties xmi:id="J2EEResourceProperty 16" name="jdbcProvider:customName"
value="jdbcProvider:customeValue"/>
</propertySet>
</resources.jdbc:JDBCProvider>

Data source provider settings for application clients:

Use this page to create a data source under a JDBC provider which provides the specific JDBC driver
implementation class.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file. Right-click Data Source Providers >
and click New. The following fields appear on the General tab:

Name:

Specifies the display name for the data source.

For example you can set this field to Test Data Source.

Data type String
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Description:

Specifies a text description for the resource.

Data type String

Class Path:
A list of paths or . jar file names which together form the location for the resource provider classes.
Implementation class:

Use this setting to perform database specific functions.

Data type String
Default Dependent on JDBC driver implementation class

Custom Properties:

Specifies name-value pairs for setting additional properties on the object that is created at run time for this
resource.

You must enter a name that is a public property on the object and a value that can be converted from a
string to the type required by the set method of the property. The acceptable properties and values depend
on the object that is created. Refer to the object documentation for a list of valid properties and values.

Configuring new data sources for application clients:

Learn how to create date sources for application clients.

About this task

During this task, you create new data sources for your application client.

Procedure

1. Click the data source provider for which you want to create a data source in the tree. Take one of the
following actions as needed:
« |Configure a new data source provider
» Click an existing data source provider.

2. Expand the data source provider to view its Data Sources folder.

3. Click the data source folder. Take one of the following actions as needed:
* Right click the data source folder and click New Factory.
» Click Edit > New on the menu bar.

4. Configure the data source properties in the displayed fields.
5. Click OK when you finish.
6. Click File > Save on the menu bar to save your changes.

Data source properties for application clients:

Use this page to create or modify the data sources.
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To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > Data Source Providers > Data source
provider instance. Right-click Data Sources and click New. The following fields are displayed on the
General tab:

Name:

Specifies the display name of this data source.

Data type String

Description:

Specifies a text description of the data source.

Data type String

JNDI Name:

The application client run time uses this field to retrieve configuration information.
Database Name:

The name of the database to which you want to connect.

User:

Use the user ID with the Password property, for authentication if the calling application does not provide a
user ID and password explicitly.

If you specify a value for the User ID property, then you must also specify a value for the Password
property. The connection factory User ID and Password properties are used if the calling application does
not provide a user ID and password explicitly.

Password:

Use the password with the User ID property, for authentication if the calling application does not provide a
user ID and password explicitly.

If you specify a value for the Password property, then you must also specify a value for the User ID
property.

Re-Enter Password:
Confirms the password.

Custom Properties:

Specifies name-value pairs for setting additional properties on the object that is created at run time for this
resource.

You must enter a name that is a public property on the object and a value that can be converted from a
string to the type required by the set method of the property. The acceptable properties and values depend
on the object that is created. Refer to the object documentation for a list of valid properties and values.

Configuring mail providers and sessions for application clients:
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You can edit the configurations of mail sessions and providers for your application clients using the
Application Client Resource Configuration Tool (ACRCT).

About this task

Use the Application Client Resource Configuration Tool (ACRCT) to edit the configurations of mail sessions
and providers for your application clients to use.

Procedure
1. Start the ACRCT.
2. Open an EAR file.

3. Locate the mail objects in the tree that is displayed for the EAR file. For example, if your file contains
mail sessions, expand Resources > application.jar > Mail Providers >
java_mail_provider_instance > Mail Sessions.

In this example, java_mail_provider_instance is a particular mail provider.
Results
The mail session instances are located in the JavaMail Sessions folder.
Example

You can configure mail provider and mail session settings.
+ [Configuring mail provider and mail session settings for application clients|

The following code examples illustrates how to configure mail provider and mail session settings for
application clients:

<resources.mail:MailProvider xmi:id="builtin_mailprovider" name="Built-in Mail Provider" description="The built-in mail provider">
<factories xmi:type="resources.mail:MailSession"
xmi:id="MailSession_1207766754834" name="MailSession"
jndiName="mail/session" description="Sample mail session" category="Sample"
mailTransportHost="smtp.coldmail.com" mailTransportUser="transportUser"
mailTransportPassword="{xor}Lz4sLChvLTs="
mailFrom="smith@coldmail.com" mailStoreHost="1imap.coldmail.com" mailStoreUser="storeUser"
mailStorePassword="{xor}Lz4sLChvLTs="
debug="true" strict="true"
mailTransportProtocol="builtin_smtp" mailStoreProtocol="builtin_imap">
<propertySet xmi:id="J2EEResourcePropertySet_1207766778585">
<resourceProperties xmi:id="J2EEResourceProperty_1207766778585" name="key" type="java.lang.String" value="value" required="false"/>
</propertySet>
</factories>
<protocolProviders xmi:id="builtin_smtp" protocol="smtp" classname="com.sun.mail.smtp.SMTPTransport" type="TRANSPORT"/>
<protocolProviders xmi:id="builtin_pop3" protocol="pop3" classname="com.sun.mail.pop3.POP3Store" type="STORE"/>
<protocolProviders xmi:id="builtin_imap" protocol="imap" classname="com.sun.mail.imap.IMAPStore" type="STORE"/>
<protocolProviders xmi:id="builtin_smtps" protocol="smtps" classname="com.sun.mail.smtp.SMTPSSLTransport" type="TRANSPORT"/>
<protocolProviders xmi:id="builtin_pop3s" protocol="pop3s" classname="com.sun.mail.pop3.POP3SSLStore" type="STORE"/>
<protocolProviders xmi:id="builtin_imaps" protocol="imaps" classname="com.sun.mail.imap.IMAPSSLStore" type="STORE"/>
</resources.mail:MailProvider>

* Required fields:
— Mail Provider Properties page: name, and at least one protocol provider
— Mail Session Properties page: name, jndiName, outgoing server and protocol, and/or incoming server
and protocol
» Special cases:
— If you use the ACRCT tool, the password field will be encrypted. You cannot encrypt the password
field if you do not use the ACRCT tool.

Mail provider settings for application clients:

Use this page to implement the JavaMail API and create mail sessions.
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To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file. Right-click Mail Providers > and click
New. The following fields appear on the General tab:

Name:

The name of the JavaMail resource provider.

Description:

An optional description for the resource provider.

Class Path:

Specifies a list of paths or JAR file names which together form the location for the resource provider
classes.

Protocol:
Specifies the name of the protocol.
Classname:

Specifies the name of the class implementing the protocol. Leave this field blank if you want to use the
default implementation.

Type:
This menu contains the following two values: TRANSPORT or STORE.
Custom Properties:

Specifies name-value pairs for setting additional properties on the object that is created at run time for this
resource.

You must enter a name that is a public property on the object and a value that can be converted from a
string to the type required by the set method of the property. The acceptable properties and values depend
on the object that is created. Refer to the object documentation for a list of valid properties and values.
Mail session settings for application clients:

Use this page to configure mail session properties.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > Mail Providers > mail provider
instance. Right-click Mail Sessions and click New. The following fields appear on the General tab:
Name:

Represents the administrative name of the JavaMail session object.

Description:

Provides an optional description for your administrative records.

JNDI Name:
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The application client run time uses this field to retrieve configuration information.
Mail Transport Host:

Specifies the server to connect to when sending mail.

Mail Transport Protocol:

Specifies the transport protocol to use when sending mail.

Mail Transport User:

Specifies the user ID to use when the mail transport host requires authentication.
Mail Transport Password:

Specifies the password to use when the mail transport host requires authentication.
Enable strict Internet address parsing:

Specifies whether the recipient addresses must be parsed strictly in compliance with RFC 822, which is a
specifications document issued by the Internet Architecture Board.

This setting is not generally used for most mail applications. RFC 822 syntax for parsing addresses
effectively enforces a strict definition of a valid email address. If you select this setting, JavaMail will
adhere to RFC 822 syntax and reject recipient addresses that do not parse into valid email addresses (as
defined by the specification). If you do not select this setting, JavaMail will not adhere to RFC 822 syntax
and will accept recipient addresses that do not comply with the specification. By default, this setting is
deselected. You can view the RFC 822 specification at the following URL for the World Wide Web
Consortium (W3C): http://www.w3.org/Protocols/rfc822/.

Re-Enter Password:

Confirms the password.

Mail From:

Specifies the mail originator.

Mail Store Host:

Specifies the mail account host (or "domain") name.

Mail Store User:

Specifies the user ID of the mail account.

Mail Store Password:

Specifies the password of the mail account.

Re-Enter Password:

Confirms the password.

Mail Store Protocol:
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Specifies the protocol to be used when receiving mail.
Mail Debug:

When true, JavaMail interaction with mail servers, along with these mail session properties are printed to
the stdout file.

Custom Properties:

Specifies name-value pairs for setting additional properties on the object that is created at run time for this
resource.

You must enter a name that is a public property on the object and a value that can be converted from a
string to the type required by the set method of the property. The acceptable properties and values depend
on the object that is created. Refer to the object documentation for a list of valid properties and values.

Example: Configuring mail provider and mail session settings for application clients:

You can configure mail provider and mail session settings. This topic provides the required fields, special
cases, and an example.

The purpose of this topic is to help you configure mail provider and mail session settings.
* Required fields:
— Mail Provider Properties page: name, and at least one protocol provider
— Mail Session Properties page: name, jndiName, outgoing server and protocol, and/or incoming server
and protocol
* Special cases:
— If you use the ACRCT tool, the password field will be encrypted. You cannot encrypt the password
field if you do not use the ACRCT tool.
* Example:

<resources.mail:MailProvider xmi:id="builtin_mailprovider" name="Built-in Mail Provider" description="The built-in mail provider">
<factories xmi:type="resources.mail:MailSession"
xmi:id="MailSession_1207766754834" name="MailSession"
jndiName="mail/session" description="Sample mail session" category="Sample"
mailTransportHost="smtp.coldmail.com" mailTransportUser="transportUser"
mailTransportPassword="{xor}Lz4sLChvLTs="
mailFrom="smith@coldmail.com" mailStoreHost="imap.coldmail.com" mailStoreUser="storeUser"
mailStorePassword="{xor}Lz4sLChvLTs="
debug="true" strict="true"
mailTransportProtocol="builtin_smtp" mailStoreProtocol="builtin_imap">
<propertySet xmi:id="J2EEResourcePropertySet_1207766778585">
<resourceProperties xmi:id="J2EEResourceProperty 1207766778585" name="key" type="java.lang.String" value="value" required="false"/>
</propertySet>
</factories>
<protocolProviders xmi:id="builtin_smtp" protocol="smtp" classname="com.sun.mail.smtp.SMTPTransport" type="TRANSPORT"/>
<protocolProviders xmi:id="builtin_pop3" protocol="pop3" classname="com.sun.mail.pop3.POP3Store" type="STORE"/>
<protocolProviders xmi:id="builtin_imap" protocol="imap" classname="com.sun.mail.imap.IMAPStore" type="STORE"/>
<protocolProviders xmi:id="builtin_smtps" protocol="smtps" classname="com.sun.mail.smtp.SMTPSSLTransport" type="TRANSPORT"/>
<protocolProviders xmi:id="builtin_pop3s" protocol="pop3s" classname="com.sun.mail.pop3.POP3SSLStore" type="STORE"/>
<protocolProviders xmi:id="builtin_imaps" protocol="imaps" classname="com.sun.mail.imap.IMAPSSLStore" type="STORE"/>
</resources.mail:MailProvider>

Configuring new mail sessions for application clients:

You can use the Application Client Resource Configuration Tool (ACRCT) to configure new mail sessions
for your application client.

Before you begin

During this task, you configure new mail sessions for your application client. The mail sessions are
associated with the pre-configured default mail provider supplied by the product.
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Procedure

1. [Start the Application Client Resource Configuration Tool (ACRCT) and open the EAR filel The EAR file
contents are displayed in a tree view.

2. Select the JAR file in which you want to configure the new JavaMail session.
3. Expand the JAR file to view its contents.

4. Click Mail Providers > Mail Provider > Mail Sessions. Complete one of the following actions:
* Right click the Mail Sessions folder and select New Factory.
* Click Edit > New on the menu bar.

5. Configure the Mail Session properties in the displayed fields.
6. Click OK.
7. Click File > Save on the menu bar to save your changes.

Configuring new URL providers for application clients:

You can create URL providers and URLs for your client application using the Application Client Resource
Configuration Tool (ACRCT).

Before you begin

During this task, you create URL providers and URLs for your client application. In a separate
administrative task, you must install the Java code for the required URL provider on the client machine on
which the client application resides.

About this task

Procedure
1. Start the Application Client Resource Configuration Tool (ACRCT).

2. Open the EAR file for which you want to configure the new URL provider. The EAR file contents
display in a tree view.

3. Select the JAR file in which you want to configure the new URL provider from the tree.
4. Expand the JAR file to view the contents.

5. Click the folder called URL Providers. Complete one of the following actions:
* Right click the folder and select New.
» Click Edit > New on the menu bar.

6. Configure the URL provider properties in the resulting property dialog.
7. Click OK.
8. Click File > Save on the menu bar to save your changes.

Example
Configuring URL and URL provider settings for application clients|

This code example illustrates how to configure URL and URL provider settings for application clients:

<resources.url:URLProvider xmi:id="URLProvider 1" name="urlProvider:name"
description="urlProvider:description"
streamHandTerClassName="ur1Provider:streamHandlerClass"
protocol="ur1Provider:protocol">
<classpath>urlProvider:classpath</classpath>

<factories xmi:type="resources.url:URL" xmi:id="URL_1" name="urlFactory:name"
jndiName="url1Factory:jndiName" description="urlFactory:description"
spec="urlFactory:url">

<propertySet xmi:id="J2EEResourcePropertySet 18">

<resourceProperties xmi:id="J2EEResourceProperty 20" name="urlFactory:customName"
value="urlFactory:customValue"/>

</propertySet>
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</factories>
<propertySet xmi:id="J2EEResourcePropertySet 19">
<resourceProperties xmi:id="J2EEResourceProperty 21" name="urlProvider:customName"
value="ur1Provider:customValue"/>
</propertySet>
</resources.url:URLProvider>
* Required fields:
— URL Properties page: name, jndiName, url
— URL Provider Properties page: name

URLs for application clients:

A Uniform Resource Locator (URL) is an identifier that points to an electronically accessible resource, such
as a directory file on a machine in a network, or a document stored in a database.

URLs appear in the format scheme:scheme_information.

You can represent a scheme as http, ftp, file, or another term that identifies the type of resource and
the mechanism by which you can access the resource.

In a web browser location or address box, a URL for a file available using HyperText Transfer Protocol
(HTTP) starts with http:. An example is http://www.ibm.com. Files available using File Transfer Protocol
(FTP) start with ftp:. Files available locally start with file:.

The scheme_information commonly identifies the Internet machine making a resource available, the path
to that resource, and the resource name. The scheme_information for HTTP, FTP and File generally starts
with two slashes (//), then provides the Internet address separated from the resource path name with one
slash (/). For example,

http://www.ibm.com/software/webservers/appserv/Tibrary.html.

For HTTP and FTP, the path name ends in a slash when the URL points to a directory. In such cases, the
server generally returns the default index for the directory.

URL providers for the Application Client Resource Configuration Tool:

A URL provider implements the function for a particular URL protocol, such as HyperText Transfer Protocol
(HTTP). This provider, comprised of a pair of classes, extends the java.net.URLStreamHandler and
java.net.URLConnection classes.

Configuring URL providers and sessions using the Application Client Resource Configuration Tool:

You can edit the configurations of URL providers and URLs to be used by your application clients using
the Application Client Resource Configuration Tool (ACRCT).

Before you begin

Use the Application Client Resource Configuration Tool (ACRCT) to edit the configurations of URL
providers and URLs to be used by your application clients.

About this task

Procedure
1. [Start the ACRCT]
2. Open an EAR file.
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3. Locate the URL objects in the tree that displays. For example, if your file contains URL providers and
URLs, expand Resources > application > .jar > URL Providers > url_provider_instance

where url_provider_instance is a particular URL provider.

4. If you expand the tree further, you will also see the URLs folders containing the URL instances for
each URL provider instance.

URL settings for application clients:

Use this page to implement the function for a particular URL protocol, such as Hyper Text Transfer
Protocol (HTTP).

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > URL Providers > URL provider
instance. Right-click URLs and click New. The following fields appear on the General tab.

This provider, comprised of classes, extends the java.net.URLStreamHandler and java.net.URLConnection
classes.

Name:

The administrative name for the URL.

Description:

This is an optional description of the URL for your administrative records.

JNDI Name:

The application client run time uses this field to retrieve configuration information.
URL:

A Uniform Resource Locator (URL) name that points to an Internet or intranet resource. For example:
http://www.ibm.com.

Custom Properties:

Specifies name-value pairs for setting additional properties on the object that is created at run time for this
resource.

You must enter a hame that is a public property on the object and a value that can be converted from a
string to the type required by the set method of the property. The acceptable properties and values depend
on the object that is created. Refer to the object documentation for a list of valid properties and values.
URL provider settings for application clients:

Use this page create new URL providers.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file. Right click URL Providers, and click
New. The following fields appear on the General tab.

A URL provider implements the function for a particular URL protocol, such as Hyper Text Transfer

Protocol (HTTP). This provider, comprised of classes, extends the java.net.URLStreamHandler and
java.net.URLConnection classes.
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Name:

Administrative name for the URL.

Description:

Optional description of the URL, for your administrative records.

Class Path:

A list of paths or JAR file names which together form the location for the resource provider classes.
Protocol:

Protocol supported by this stream handler. For example, nntp, smtp, ftp, and so on.

To use the default protocol, leave this field blank.

Stream handler class:

Fully qualified name of a User-defined Java class that extends the java.net.URLStreamHandler for a
particular URL protocol, such as FTP.

To use the default stream handler, leave this field blank.
Custom Properties:

Specifies name-value pairs for setting additional properties on the object that is created at run time for this
resource.

You must enter a name that is a public property on the object and a value that can be converted from a
string to the type required by the set method of the property. The acceptable properties and values depend
on the object that is created. Refer to the object documentation for a list of valid properties and values.

Example: Configuring URL and URL provider settings for application clients:
You can configure URL and URL provider settings. This topic provides the required fields and an example.

The purpose of this article is to help you to configure URL and URL provider settings.
* Required fields:

— URL Properties page: name, jndiName, url

— URL Provider Properties page: name
* Example:

<resources.url:URLProvider xmi:id="URLProvider_1" name="urlProvider:name"
description="urlProvider:description"
streamHandTerClassName="ur1Provider:streamHandlerClass"
protocol="urlProvider:protocol">
<classpath>urlProvider:classpath</classpath>

<factories xmi:type="resources.url:URL" xmi:id="URL_1" name="urlFactory:name"
jndiName="ur1Factory:jndiName" description="urlFactory:description"
spec="urlFactory:url">

<propertySet xmi:id="J2EEResourcePropertySet 18">

<resourceProperties xmi:id="J2EEResourceProperty 20" name="urlFactory:customName"
value="urlFactory:customValue"/>

</propertySet>

</factories>

<propertySet xmi:id="J2EEResourcePropertySet 19">
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<resourceProperties xmi:id="J2EEResourceProperty 21" name="urlProvider:customName"
value="ur1Provider:customValue"/>

</propertySet>

</resources.url:URLProvider>

Configuring new URLs with the Application Client Resource Configuration Tool:

You can use URLs for your client application using the Application Client Resource Configuration Tool
(ACRCT).

Before you begin
During this task, you create URLs for your client application.
About this task

Procedure

1. Click the URL provider for which you want to create a URL in the tree. Complete one of the following:
+ |Configure a new URL provider]
* Click an existing URL provider.

2. Expand the URL provider to view the URLs folder.

3. Click the URL folder. Complete one of the following actions:
* Right click the folder and click New.
* Click Edit -> New on the menu bar.

4. Configure the URL properties in the displayed fields.
5. Click OK when you finish.
6. Click File > Save in the menu bar to save your changes.

Configuring Java messaging client resources:

To configure Java messaging client resources, you create new JMS provider configurations for your
application client. The application client can use a messaging service through the Java Message Service
APls. A JMS provider provides two kinds of J2EE factories. One is a JMS connection factory, and the
other is a JMS destination factory.

Before you begin

In a separate administrative task, install the Java Message Service (JMS) client on the client machine
where the application client resides. The messaging product vendor must provide an implementation of the
JMS client. For more information, see your messaging product documentation.

Attention: When completing this task, you can either create a new messaging provider, or you can use
an existing one.

Procedure
1. Start the Application Client Resource Configuration Tool (ACRCT).

2. Open the EAR file for which you want to configure the new JMS provider. The EAR file contents are in
the displayed tree view.

3. Select the JAR file in which you want to configure the new JMS provider from the tree.
4. Expand the JAR file to view its contents.

5. Optionally right-click Messaging Providers and select New, if you want to create and use a new
messaging provider.

6. Configure the JMS provider properties in the resulting property dialog.
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7. Click OK.
8. Click File > Save.

Asynchronous messaging in WebSphere Application Server using JMS:

WebSphere Application Server supports asynchronous messaging as a method of communication based
on the Java Message Service (JMS) programming interface. The JMS interface provides a common way
for Java programs (clients and Java Platform, Enterprise Edition (Java EE) applications) to create, send,
receive, and read asynchronous requests as JMS messages.

This topic provides a generic overview of asynchronous messaging using the JMS support provided by
WebSphere Application Server.

The base support for asynchronous messaging using the JMS API provides the common set of JMS
interfaces and associated semantics that define how a JMS client can access the facilities of a JMS
provider. This support enables WebSphere product Java EE applications, as JMS clients, to exchange
messages asynchronously with other JMS clients, by using JMS destinations (queues or topics). A Java
EE application can use JMS queue destinations for point-to-point messaging and JMS topic destinations
for publish and subscribe messaging. A Java EE application can explicitly poll for messages on a
destination, and then retrieve messages for processing by business logic beans (enterprise beans).

With the base JMS and XA support, the Java EE application uses standard JMS calls to process
messages, including any responses or outbound messaging. An enterprise bean can handle responses
acting as a sender bean, or within the enterprise bean that receives the incoming messages. Optionally,
this process can use two-phase commit within the scope of a transaction. This level of function for
asynchronous messaging is called bean-managed messaging, and gives an enterprise bean complete
control over the messaging infrastructure, for example, connection and session pool management. The
common container has no role in bean-managed messaging.

WebSphere Application Server also supports automatic asynchronous messaging using message-driven
beans (a type of enterprise bean defined in the Enterprise JavaBeans (EJB) 2.0 specification) and JMS
listeners (part of the JMS application server facilities). Messages are automatically retrieved from JMS
destinations, optionally within a transaction, then sent to the message-driven bean in a Java EE
application, without the application having to explicitly poll JMS destinations.

Java Message Service providers for clients:

Client applications can use messaging resources from three main types of Java Message Service (JMS)
providers in WebSphere Application Server: The WebSphere Application Server default messaging
provider (which uses service integration as the provider), the WebSphere MQ messaging provider (which
uses your WebSphere MQ system as the provider) and third-party messaging providers (which use
another company's product as the provider).

IBM WebSphere Application Server supports asynchronous messaging through the use of a JMS provider
and its related messaging system. JMS providers must conform to the JMS specification version 1.1. To
use message-driven beans the JMS provider must support the optional Application Server Facility (ASF)
function defined within that specification, or support an inbound resource adapter as defined in the JCA
specification version 1.5.

Default messaging provider
If you mainly want to use messaging between applications in WebSphere Application Server,
perhaps with some interaction with a WebSphere MQ system, the default messaging provider is
the natural choice. This provider is based on service integration technologies and is fully integrated
with the WebSphere Application Server runtime environment.

WebSphere MQ messaging provider
If your business also uses WebSphere MQ, and you want to integrate WebSphere Application
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Server messaging applications into a predominately WebSphere MQ network, choose the
WebSphere MQ messaging provider, which allows you to define resources for connecting to any
queue manager on the WebSphere MQ network.

Third-party messaging provider

You can configure any third-party messaging provider that supports the JMS Version 1.1 unified
connection factory. You might want to do this, for example, because of existing investments.

Note: In WebSphere Application Server 7.0, the Version 5 default messaging provider is deprecated.

Note: For backwards compatibility with earlier releases, WebSphere Application Server Version 7 supports
the (deprecated) Version 5 default messaging provider and the Version 6 WebSphere MQ
messaging provider. This support enables your applications that still use these resources to
communicate with Version 5 and Version 6 nodes in Version 7 mixed cells.

WebSphere applications can use messaging resources provided by any of these JMS providers. However
the choice of provider is most often dictated by requirements to use or integrate with an existing
messaging system. For example, you may already have a messaging infrastructure based on WebSphere
MQ. In this case you may either connect directly using the included support for WebSphere MQ as a JMS
provider, or configure a service integration bus with links to a WebSphere MQ network and then access
the bus through the default messaging provider.

Configuring new JMS providers with the Application Client Resource Configuration Tool:

You can create new Java Message Service (JMS) provider configurations for the Application Client. The
Application Client makes use of a messaging service through the JMS interfaces.

About this task

During this task, you create new Java Message Service (JMS) provider configurations for the Application
Client. The Application Client makes use of a messaging service through the JMS interfaces. A JMS
provider provides two kinds of Java Platform, Enterprise Edition (Java EE) resources. One is a JMS
connection factory, and the other is a JMS destination.

In a separate administrative task, you must install the JMS client on the client machine where your
particular application client resides. The messaging product vendor must provide an implementation of the
JMS client. For more information, see your messaging product documentation.

Procedure

1. Start the Application Client Resource Configuration Tool and open the EAR file for which you want to
configure the new JMS provider. The EAR file contents are displayed in a tree view.

2. From the tree, select the JAR file in which you want to configure the new JMS provider.
3. Expand the JAR file to view its contents.

4. Right-click Messaging Providers. Complete one of the following actions:
* Right click the folder and select New.
* On the menu bar, click Edit > New.

5. In the resulting property dialog, configure the JMS provider properties.
6. Click OK when finished.
7. Click File > Save on the menu bar to save your changes.

Example

The following code example illustrates how to configure JMS Provider, JMS Connection Factory and JMS
Destination settings for application clients.
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<resources.jms:JMSProvider xmi:id="JMSProvider_3" name="genericJMSProvider:name"
description="genericJMSProvider:description"
externallnitialContextFactory="genericJMSProvider:contextFactoryClass"
externalProviderURL="genericJMSProvider:providerUrl">
<classpath>genericJMSProvider:classpath</classpath>

<factories xmi:type="resources.jms:GenericJMSDestination"
xmi:id="GenericJMSDestination_1" name="jmsDestination:name"
jndiName="jmsDestination:jndiName" description="jmsDestination:description"
externalJNDIName="jmsDestination:externaldndiName" type="QUEUE">

<propertySet xmi:id="J2EEResourcePropertySet 15">

<resourceProperties xmi:id="J2EEResourceProperty 17" name="jmsDestination:customName"
value="jmsDestination:customValue"/>

</propertySet>

</factories>

<factories xmi:type="resources.jms:GenericJMSConnectionFactory"
xmi:id="GenericJMSConnectionFactory 1" name="jmsCF:name" jndiName="jmsCF:jndiName"
description="jmsCF:description" userID="jmsCF:user" password="{xor}NTIsHB11MT4y0g=="
externalJNDIName="jmsCF:externalJdndiName" type="QUEUE">

<propertySet xmi:id="J2EEResourcePropertySet_16">

<resourceProperties xmi:id="J2EEResourceProperty 18" name="jmsCF:customName"
value="jmsCF:customValue"/>

</propertySet>

</factories>

<propertySet xmi:id="J2EEResourcePropertySet 17">

<resourceProperties xmi:id="J2EEResourceProperty 19"
name="genericJMSProvider:customName" value="genericJMSProvider:customValue"/>
</propertySet>

</resources.jms:IJMSProvider>

Required fields include:

» JMS Provider Properties page: name, and at least one protocol provider

* JMS Connection Factory Properties page: name, jndiName, destination type
» JMS Destination Properties page: name, jndiName, destination type

Special cases:
* The destination type must be QUEUE, or TOPIC.

JMS provider settings for application clients:

Use this page to configure properties of the Java Message Service (JMS) provider, if you want to use a
JMS provider other than the default messaging provider or the WebSphere MQ as a JMS provider.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file. Right click Messaging Providers, and
click New. The following fields appear on the General tab.

Name:

The name by which the JMS provider is known for administrative purposes.

Data type String

Description:

A description of the JMS provider, for administrative purposes.

Data type String

Class Path:
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A list of paths or . jar file names which together form the location for the resource provider classes.
Context factory class:
The Java class name of the initial context factory for the JMS provider.

For example, for an LDAP service provider the value has the form: com.sun.jndi.1dap.LdapCtxFactory.

Data type String

Provider URL:
The JMS provider URL for external JNDI lookups.

For example, an LDAP URL for a JMS provider has the form: 1dap://hostname.company.com/contextName.

Data type String

Custom Propetrties:

Specifies name-value pairs for setting additional properties on the object that is created at run time for this
resource.

You must enter a name that is a public property on the object and a value that can be converted from a
string to the type required by the set method of the property. The acceptable properties and values depend
on the object that is created. Refer to the object documentation for a list of valid properties and values.

Default Provider connection factory settings:

Use this panel to view or change the configuration properties of the selected JMS connection factory for
use with the internal product Java Message Service (JMS) provider that is installed with WebSphere
Application Server. These configuration properties control how connections are created between the JMS
provider and the service integration bus that it uses

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > Messaging Providers > Default
Provider. Right-click Connection Factories and click New. The following fields appear on the General
tab.

Settings that have a default value display the appropriate value. Any settings that have fixed values have a
drop down menu.

Name:

The name of the connection factory.

Data type String

Description:

A description of this connection factory for administrative purposes within IBM WebSphere Application
Server.

Data type String
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JNDI Name:

The JNDI name that is used to match this Resource Adapter connection factory definition to the
deployment descriptor. This entry is a resource-ref name.

Data type String

User Name:
The User Name used with the Password property for connecting to an application.

If you specify a value for the User Name property, you must also specify a value for the Password
property.

The connection factory User ID and Password properties are used if the calling application does not

provide a userid and password explicitly. If a user name and password are specified, then an
authentication alias is created for the factory where the password is encrypted.

Data type String

Password:
The password used to authenticate connection to an application.

If you specify a value for the User Name property, you must also specify a value for the Password
property.

Data type String

Re-Enter Password:
Confirms the password.
Bus Name:

The name of the bus to which the connection factory connects.

Data type String

Client Identifier:

The name of the client. Required for durable topic subscriptions.

Data type String

Nonpersistent Messaging Reliability:
The reliability applied to nonpersistent JMS messages sent using this connection factory.
If you want different reliability delivery options for individual JMS destinations, you can set this property to

As bus destination. The reliability is then defined by the Reliability property of the bus destination to which
the JMS destination is assigned.
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Default ReliablePersistent

Range . - .
9 None There is no message reliability for nonpersistent

messages. If a nonpersistent message cannot be
delivered, it is discarded.

Best effort nonpersistent
Messages are never written to disk, and are
thrown away if memory cache overruns.

Express nonpersistent
Messages are written asynchronously to
persistent storage if memory cache overruns, but
are not kept over server restarts.

Reliable nonpersistent
Messages can be lost if a messaging engine
fails, and can be lost under normal operating
conditions.

Reliable persistent
Messages can be lost if a messaging engine
fails, but are not lost under normal operating
conditions.

Assured persistent
Highest degree of reliability where assured
message delivery is supported.

As Bus destination
Use the delivery option configured for the bus
destination.

Persistent Message Reliability:
The reliability applied to persistent JMS messages sent using this connection factory.
If you want different reliability delivery options for individual JMS destinations, you can set this property to

As bus destination. The reliability is then defined by the Reliability property of the bus destination to
which the JMS destination is assigned.

Default ReliablePersistent
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Range . - .
9 None There is no message reliability for nonpersistent

messages. If a nonpersistent message cannot be
delivered, it is discarded.

Best effort nonpersistent
Messages are never written to disk, and are
thrown away if memory cache overruns.

Express nonpersistent
Messages are written asynchronously to
persistent storage if memory cache overruns, but
are not kept over server restarts.

Reliable nonpersistent
Messages can be lost if a messaging engine
fails, and can be lost under normal operating
conditions.

Reliable persistent
Messages can be lost if a messaging engine
fails, but are not lost under normal operating
conditions.

Assured persistent
Highest degree of reliability where assured
message delivery is supported.

As Bus destination
Use the delivery option configured for the bus
destination.

Durable Subscription Home:

The name of the durable subscription home.

Data type String

Share durable subscriptions:

Controls whether or not durable subscriptions are shared across connections with members of a server
cluster.

Normally, only one session at a time can have a TopicSubscriber for a particular durable subscription. This
property enables you to override this behavior, to enable a durable subscription to have multiple
simultaneous consumers.

Data type Selection list
Default In cluster
Range In cluster

Allows sharing of durable subscriptions when
connections are made from within a server
cluster.

Always shared
Durable subscriptions can be shared across
connections.

Never shared
Durable subscriptions are never shared across
connections.
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Read Ahead:

Controls the read-ahead optimization during message delivery.

Default Default
Range Default, AlwaysOn and AlwaysOff
Target:

The name of the Workload Manager target group containing the messaging engine.

Data type String

Target Type:

The type of Workload Manager target group that contains the messaging engine.

Default BusMember
Range BusMember, Custom, ME

Target Significance:

The priority of significance for the target specified.

Default Preferred
Range Preferred, Required

Target Inbound Transport Chain:

The name of the protocol that resolves to a group of messaging engines.

Data type String

Provider Endpoints:
The list of comma separated endpoints used to connect to a bootstrap server.

Type a comma-separated list of endpoint triplets with the syntax: host:port:protocol.

Example merlin:7276:BootstrapBasicMessaging,Gandalf:
5557 :BootstrapSecureMessaging where

BootstrapBasicMessaging corresponds to the remote
protocol InboundBasicMessaging (JFAP-TCP/IP).

Default + If the host name is not specified, then the default
Tocalhost is used as a default value.

» If the port number is not specified, then 7276 is used as
a default value.

 If the chain name is not specified, a predefined chain,
such as BootstrapBasicMessaging, is used as a default
value.

Connection Proximity:
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The proximity that the messaging engine should have to the requester.

Default Bus
Range Bus, Host, Cluster, Server
Temporary Queue Name Prefix:

The prefix to apply to the names of temporary queues. This name is a maximum of 12 characters.

Data type String

Temporary Topic Name Prefix:

The prefix to apply to the names of temporary topics. This name is a maximum of 12 characters.

Data type String

Default Provider queue connection factory settings:

Use this panel to view or change the configuration properties of the selected JMS queue connection
factory for use with the internal product Java Message Service (JMS) provider that is installed with
WebSphere Application Server. These configuration properties control how connections are created
between the JMS provider and the service integration bus that it uses

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > Messaging Providers > Default
Provider. Right-click Queue Connection Factories and click New. The following fields appear on the
General tab.

Settings that have a default value display the appropriate value. Any settings that have fixed values have a
drop down menu.

Name:

The name of the queue connection factory.

Data type String

Description:

A description of this queue connection factory for administrative purposes within WebSphere Application
Server.

Data type String

JNDI Name:

The JNDI name that is used to match this queue connection factory definition to the deployment
descriptor. This entry is a resource-ref name.

Data type String

User Name:
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The User Name used, with the Password property, for authentication if the calling application does not
provide a userid and password explicitly. If this field is used, then the Properties field UserName is ignored.

If you specify a value for the User Name property, you must also specify a value for the Password
property.
The connection factory User Name and Password properties are used if the calling application does not

provide a userid and password explicitly. If a user name and password are specified, then an
authentication alias is created for the factory where the password is encrypted.

Data type String

Password:

The password used to create an encrypted. If you complete this field, then the Password field in the
Properties box is ignored.

If you specify a value for the User Name property, you must also specify a value for the Password
property.

Data type String

Re-Enter Password:
Confirms the password.
Bus Name:

The name of the bus to which the queue connection factory connects.

Data type String

Client Identifier:

The client identifier. Required for durable topic subscriptions.

Data type String

Nonpersistent Messaging Reliability:
The reliability applied to nonpersistent JMS messages sent using this connection factory.
If you want different reliability delivery options for individual JMS destinations, you can set this property to

As bus destination. The reliability is then defined by the Reliability property of the bus destination to which
the JMS destination is assigned.

Default ReliablePersistent
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Range . - .
9 None There is no message reliability for nonpersistent

messages. If a nonpersistent message cannot be
delivered, it is discarded.

Best effort nonpersistent
Messages are never written to disk, and are
thrown away if memory cache overruns.

Express nonpersistent
Messages are written asynchronously to
persistent storage if memory cache overruns, but
are not kept over server restarts.

Reliable nonpersistent
Messages can be lost if a messaging engine
fails, and can be lost under normal operating
conditions.

Reliable persistent
Messages can be lost if a messaging engine
fails, but are not lost under normal operating
conditions.

Assured persistent
Highest degree of reliability where assured
message delivery is supported.

As Bus destination
Use the delivery option configured for the bus
destination.

Persistent Message Reliability:
The reliability applied to persistent JMS messages sent using this connection factory.
If you want different reliability delivery options for individual JMS destinations, you can set this property to

As bus destination. The reliability is then defined by the Reliability property of the bus destination to
which the JMS destination is assigned.

Default ReliablePersistent
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Range . - .
9 None There is no message reliability for nonpersistent

messages. If a nonpersistent message cannot be
delivered, it is discarded.

Best effort nonpersistent
Messages are never written to disk, and are
thrown away if memory cache overruns.

Express nonpersistent
Messages are written asynchronously to
persistent storage if memory cache overruns, but
are not kept over server restarts.

Reliable nonpersistent
Messages can be lost if a messaging engine
fails, and can be lost under normal operating
conditions.

Reliable persistent
Messages can be lost if a messaging engine
fails, but are not lost under normal operating
conditions.

Assured persistent
Highest degree of reliability where assured
message delivery is supported.

As Bus destination
Use the delivery option configured for the bus
destination.

Read Ahead:

Controls the read-ahead optimization during message delivery.

Default Default
Range Default, AlwaysOn and AlwaysOff
Target:

The name of the Workload Manager target group containing the messaging engine.

Data type String

Target Type:

The type of Workload Manager target group that contains the messaging engine.

Default BusMember
Range BusMember, Custom, Destination, ME

Target Significance:

The priority of significance for the target specified.

Default Preferred
Range Preferred, Required
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Target Inbound Transport Chain:

The name of the protocol that resolves to a group of messaging engines.

Data type String

Provider Endpoints:
The list of comma separated endpoints used to connect to a bootstrap server.

Type a comma-separated list of endpoint triplets with the syntax: host:port:protocol.

Example localhost:7777:BootstrapBasicMessaging

where

BootstrapBasicMessaging corresponds to the remote
protocol InboundBasicMessaging (JFAP-TCP/IP).

Default « If the host name is not specified, then the default
Tocalhost is used as a default value.

 If the port number is not specified, then 7276 is used as
a default value.

 If the chain name is not specified, a predefined chain,
such as BootstrapBasicMessaging, is used as a default
value.

Connection Proximity:

The proximity that the messaging engine should have to the requester.

Default Bus, Cluster, Server
Range Bus, Host

Temporary Queue Name Prefix:

The prefix to apply to the names of temporary queues. This name is a maximum of 12 characters.

Data type String

Default Provider topic connection factory settings:

Use this panel to view or change the configuration properties of the selected JMS topic connection factory
for use with the internal product Java Message Service (JMS) provider that is installed with WebSphere
Application Server. These configuration properties control how connections are created between the JMS
provider and the service integration bus that it uses.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > Messaging Providers > Default
Provider. Right-click Topic Connection Factories and click New. The following fields appear on the
General tab.

Settings that have a default value display that appropriate value. Any settings that have fixed values have
a drop down menu.
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Name:

The name of the topic connection factory.

Data type String

Description:

A description of this topic connection factory for administrative purposes within IBM WebSphere Application
Server.

Data type String

JNDI Name:

The JNDI name that is used to match this topic connection factory definition to the deployment descriptor.
This entry is a resource-ref name.

Data type String

User Name:

The User Name used, with the Password property, for authentication if the calling application does not
provide a userid and password explicitly. If this field is used, then the Properties field UserName is ignored.

If you specify a value for the User Name property, you must also specify a value for the Password
property.

The connection factory User Name and Password properties are used if the calling application does not

provide a userid and password explicitly. If a user name and password are specified, then an
authentication alias is created for the factory where the password is encrypted.

Data type String

Password:

The password used to create an encrypted. If you complete this field, then the Password field in the
Properties box is ignored.

If you specify a value for the User Name property, you must also specify a value for the Password
property.

Data type String

Re-Enter Password:
Confirms the password.

Bus Name:

The name of the bus to which the topic connection factory connects.

Data type String
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Client Identifier:

The name of the client. This field is required for durable topic subscriptions.

Data type String

Nonpersistent Messaging Reliability:
The reliability applied to nonpersistent JMS messages sent using this connection factory.

If you want different reliability delivery options for individual JMS destinations, you can set this property to
As bus destination. The reliability is then defined by the Reliability property of the bus destination to which
the JMS destination is assigned.

Default ReliablePersistent

Range . I .
9 None There is no message reliability for nonpersistent

messages. If a nonpersistent message cannot be
delivered, it is discarded.

Best effort nonpersistent
Messages are never written to disk, and are
thrown away if memory cache overruns.

Express nonpersistent
Messages are written asynchronously to
persistent storage if memory cache overruns, but
are not kept over server restarts.

Reliable nonpersistent
Messages can be lost if a messaging engine
fails, and can be lost under normal operating
conditions.

Reliable persistent
Messages can be lost if a messaging engine
fails, but are not lost under normal operating
conditions.

Assured persistent
Highest degree of reliability where assured
message delivery is supported.

As Bus destination
Use the delivery option configured for the bus
destination.

Persistent Message Reliability:
The reliability applied to persistent JMS messages sent using this connection factory.
If you want different reliability delivery options for individual JMS destinations, you can set this property to

As bus destination. The reliability is then defined by the Reliability property of the bus destination to
which the JMS destination is assigned.

Default ReliablePersistent
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Range

Durable Subscription Home:

The name of the durable subscription home.

Data type

Share durable subscriptions:

None There is no message reliability for nonpersistent
messages. If a nonpersistent message cannot be
delivered, it is discarded.

Best effort nonpersistent
Messages are never written to disk, and are
thrown away if memory cache overruns.

Express nonpersistent
Messages are written asynchronously to
persistent storage if memory cache overruns, but
are not kept over server restarts.

Reliable nonpersistent
Messages can be lost if a messaging engine
fails, and can be lost under normal operating
conditions.

Reliable persistent
Messages can be lost if a messaging engine
fails, but are not lost under normal operating
conditions.

Assured persistent
Highest degree of reliability where assured
message delivery is supported.

As Bus destination
Use the delivery option configured for the bus
destination.

String

Controls whether or not durable subscriptions are shared across connections with members of a server

cluster.

Normally, only one session at a time can have a TopicSubscriber for a particular durable subscription. This
property enables you to override this behavior, to enable a durable subscription to have multiple

simultaneous consumers.

Data type
Default
Range

88  Administering WebSphere applications

Selection list
In cluster

In cluster
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Durable subscriptions can be shared across
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Durable subscriptions are never shared across
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Read Ahead:

Controls the read-ahead optimization during message delivery.

Default Default
Range Default, AlwaysOn and AlwaysOff
Target:

The name of the Workload Manager target group containing the messaging engine.

Data type String

Target Type:

The type of Workload Manager target group that contains the messaging engine.

Default BusMember
Range BusMember, Custom, ME

Target Significance:

The priority of significance for the target specified.

Default Preferred
Range Preferred, Required

Target Inbound Transport Chain:

The name of the protocol that resolves to a group of messaging engines.

Data type String

Provider Endpoints:
The list of comma separated endpoints used to connect to a bootstrap server.

Type a comma-separated list of endpoint triplets with the syntax: host:port:protocol.

Example localhost:7777:BootstrapBasicMessaging

where

BootstrapBasicMessaging corresponds to the remote
protocol InboundBasicMessaging (JFAP-TCP/IP).

Default « If the host name is not specified, then the default
localhost is used as a default value.

 If the port number is not specified, then 7276 is used as
a default value.

 If the chain name is not specified, a predefined chain,
such as BootstrapBasicMessaging, is used as a default
value.
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Connection Proximity:

The proximity that the messaging engine should have to the requester.

Default Bus
Range Bus, Host, Cluster, Server

Temporary Topic Name Prefix:

The prefix to apply to the names of temporary topics. This name is a maximum of 12 characters.

Data type String

Default Provider queue destination settings:

Use this panel to view or change the configuration properties of the selected JMS queue destination for
use with the internal product Java Message Service (JMS) provider that is installed with WebSphere
Application Server.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > Messaging Providers > Default
Provider. Right-click Queue Destinations. Click New. The following fields appear on the General tab.
Name:

The name of the queue destination factory. You must complete this field.

Data type String

Description:

A description of this queue destination for administrative purposes within WebSphere Application Server.

Data type String

JNDI Name:

The JNDI name used to match this definition to a deployment descriptor resource-env-ref name.

Data type String

Queue Name:

The name of the queue.

Data type String

Delivery Mode:

The delivery mode for messages sent to this destination.

Data type String
Range Application, Persistent or NonPersistent
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Default Application

Time to Live:

The default length of time from its dispatch time that a message sent to this destination should be retained
by the system, where 0 indicates that time to live value does not expire. Value from the producer is used if
the Time to Live field is not completed.

Data type Integer
Units Milliseconds
Priority:

The priority for messages sent to this destination. The value from the producer is used if not completed.

Data type Integer

Range 0 to 9 with 0 as the lowest priority and 9 as the highest
priority

Read Ahead:

Used to control read-ahead optimization during message delivery.

Data type String
Range AsConnection, AlwaysOn and AlwaysOff
Default AsConnection

Default Provider topic destination settings:

Use this panel to view or change the configuration properties of the selected JMS topic destination for use
with the internal product Java Message Service (JMS) provider that is installed with WebSphere
Application Server.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > Messaging Providers > Default
Provider. Right-click Topic Destinations, and click New. The following fields appear on the General tab.
Name:

The name of the topic destination entry.

Data type String

Description:

A description of the entry.

Data type String

JNDI Name:

The JNDI name used to match this definition to a deployment descriptor resource-env-ref name.
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Data type String

Topic Space:

The name of the topic space. This field is required.

Data type String
Default DEFAULT_TOPIC_SPACE
Topic Name:

The name of the topic. This field is required.

Data type String

Delivery Mode:

The default mode for messages sent to this destination.

Data type String
Range Application, Persistent or NonPersistent
Default Application

Time to Live:

The default length of time from its dispatch time that a message sent to this destination should be retained
by the system, where 0 indicates that time to live value does not expire. Value from the producer is used if
not completed.

Data type Long
Units Milliseconds
Priority:

The priority for messages sent to this destination. Value from producer is used if not completed.

Data type Integer

Range 0 to 9 with 0 as the lowest priority and 9 as the highest
priority

Read Ahead:

Used to control read-ahead optimization during message delivery.

Data type String
Range AsConnection, AlwaysOn and AlwaysOff
Default AsConnection

V5 default messaging provider queue connection factory settings for application clients:
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Use this panel to browse or change the configuration properties of the selected JMS queue connection
factory for point-to-point messaging for use by WebSphere Application Server version 5 applications.
These configuration properties control how connections are created between the JMS provider and the
default messaging system that it uses.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > Messaging Provider > Version 5
Default Provider. Right-click Queue Connection Factories and click New. The following fields appear on
the General tab.

A queue connection factory is used to create JMS connections to queue destinations. The queue
connection factory is created by the internal WebSphere Application Server product JMS provider. A V5
default messaging provider queue connection factory has the following properties:

Name:

The name by which this queue connection factory is known for administrative purposes within IBM
WebSphere Application Server. The name must be unique within the JMS connection factories across the
WebSphere administrative domain.

Data type String

Description:

A description of this connection factory for administrative purposes within IBM WebSphere Application
Server.

Data type String
Default Null
JNDI Name:

The application client run time uses this field to retrieve configuration information.

User ID:

The User ID used, with the Password property, for authentication if the calling application does not
provide a userid and password explicitly.

If you specify a value for the User ID property, you must also specify a value for the Password property.
The connection factory User ID and Password properties are used if the calling application does not

provide a User ID and password explicitly, for example, if the calling application uses the method
createQueueConnection(). The JMS client flows the userid and password to the JMS server.

Data type String

Password:

The password used, with the User ID property, for authentication if the calling application does not provide
a userid and password explicitly.

If you specify a value for the User ID property, you must also specify a value for the Password property.
Re-Enter Password:
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Confirms the password.
Node:

The WebSphere node name of the administrative node where the JMS server runs for this connection
factory. Connections created by this factory connect to that JMS server.

Data type String

Application Server:

Enter the name of the application server. This name is not the host name of the machine, but the name of
the configured application server.

Custom Properties:

Specifies name-value pairs for setting additional properties on the object that is created at run time for this
resource.

You must enter a name that is a public property on the object and a value that can be converted from a
string to the type required by the set method of the property. The acceptable properties and values depend
on the object that is created. Refer to the object documentation for a list of valid properties and values.
V5 default messaging provider topic connection factory settings for application clients:

Use this panel to view or change the configuration properties of the selected topic connection factory for
use with the internal product Java Message Service (JMS) provider. These configuration properties control
how connections are created between the JMS provider and the messaging system that it uses.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > Messaging Providers > Version 5
Default Provider. Right click Topic Connection Factories and click New. The following fields appear on
the General tab.

A V5 default messaging provider topic connection factory has the following properties.

Name:

The name by which this queue connection factory is known for administrative purposes within WebSphere

Application Server. The name must be unique within the JMS connection factories across the WebSphere
Application Server administrative domain.

Data type String

Description:

A description of this topic connection factory for administrative purposes within WebSphere Application
Server.

Data type String

JNDI Name:

The application client run time uses this field to retrieve configuration information.
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User ID:

The user ID used, with the Password property, for authentication if the calling application does not provide
a userid and password explicitly.

If you specify a value for the User ID property, you must also specify a value for the Password property.

The connection factory User ID and Password properties are used if the calling application does not
provide a userid and password explicitly, for example, if the calling application uses the method
createTopicConnection(). The JMS client flows the userid and password to the JMS server.

Data type String

Password:

The password used, with the User ID property, for authentication if the calling application does not provide
a userid and password explicitly.

If you specify a value for the User ID property, you must also specify a value for the Password property.

Data type String

Re-Enter Password:
Confirms the password.

Node:

The WebSphere Application Server node name of the administrative node where the JMS server runs for
this connection factory. Connections created by this factory connect to that JMS server.

Data type Enum
Range Pull-down list of nodes in the WebSphere Application
Server administrative domain.

Application Server:

Enter the name of the application server. This name is not the host name of the machine, but the name of
the configured application server.

Port:

Which of the two ports that connections use to connect to the JMS Server. The QUEUED port is for
full-function JMS publish/subscribe support, the DIRECT port is for nonpersistent, nontransactional,
nondurable subscriptions only.

Note: Message-driven beans cannot use the direct listener port for publish or subscribe support.
Therefore, any topic connection factory configured with the Port set to Direct cannot be used with
message-driven beans.

Data type Enum
Default QUEUED
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Range QUEUED
The listener port used for full-function JMS
compliant, publish or subscribe support.

DIRECT

The listener port used for direct TCP/IP
connection (nontransactional, nonpersistent, and
nondurable subscriptions only) for publish or
subscribe support.

The TCP/IP port numbers for these ports are defined on
the product internal JMS server.

Client ID:

The JMS client identifier used for connections to the MQSeries® queue manager.

Data type String

Custom Properties:

Specifies name-value pairs for setting additional properties on the object that is created at run time for this
resource.

You must enter a name that is a public property on the object and a value that can be converted from a
string to the type required by the set method of the property. The acceptable properties and values depend
on the object that is created. Refer to the object documentation for a list of valid properties and values.

V5 default messaging provider queue destination settings for application clients:

Use this panel to view or change the configuration properties of the selected queue destination for use
with product Java Message Service (JMS) provider.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > Messaging Providers > Version 5
Default Provider. Right click Queue Destinations and click New. The following fields are displayed on
the General tab.

A queue destination is used to configure the properties of a JMS queue. A V5 default messaging provider
queue destination has the following properties.

Name:

The name by which the queue is known for administrative purposes within WebSphere Application Server.

Data type String

Description:

A description of the queue, for administrative purposes.

Data type String

JNDI Name:

The application client run time uses this field to retrieve configuration information.
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Persistence:

Whether all messages sent to the destination are persistent, nonpersistent, or have their persistence
defined by the application.

Data type Enum
Default APPLICATION_DEFINED
Range Application defined

Messages on the destination have their
persistence defined by the application that put
them onto the queue.
Queue defined
[WebSphere MQ destination only] Messages on
the destination have their persistence defined by
the WebSphere MQ queue definition properties.
Persistent
Messages on the destination are persistent.
Nonpersistent
Messages on the destination are not persistent.

Priority:

Whether the message priority for this destination is defined by the application or the Specified priority
property.

Data type Enum
Default APPLICATION_DEFINED
Range Application defined

The priority of messages on this destination is
defined by the application that put them onto the
destination.
Queue defined
[WebSphere MQ destination only] Messages on
the destination have their persistence defined by
the WebSphere MQ queue definition properties.
Specified
The priority of messages on this destination is
defined by the Specified priority property. If you
select this option, you must define a priority on
the Specified priority property.

Specified Priority:

If the Priority property is set to Specified, type here the message priority for this queue, in the range 0
(lowest) through 9 (highest).

If the Priority property is set to Specified, messages sent to this queue have the priority value specified
by this property.

Data type Integer

Units Message priority level

Range 0 (lowest priority) through 9 (highest priority)
Expiry:
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Whether the expiry timeout for this queue is defined by the application or the Specified expiry property, or
whether messages on the queue expire (have an unlimited expiry timeout).

Data type Enum
Default APPLICATION_DEFINED
Range Application defined
The expiry timeout for messages in this queue is
defined by the application that put them onto the
queue.
Specified

The expiry timeout for messages in this queue is
defined by the Specified expiry property.If you
select this option, you must define a time out on
the Specified expiry property.

Unlimited
Messages in this queue have no expiry timeout,
and those messages never expire.

Specified Expiry:

If the Expiry timeout property is set to Specified, specify the number of milliseconds (greater than 0)
after which messages on this queue expire.

Data type Integer
Units Milliseconds
Range Greater than or equal to 0

» 0 indicates that messages never timeout.
» Other values are an integer number of milliseconds.
Custom Properties:

Specifies name-value pairs for setting additional properties on the object that is created at run time for this
resource.

You must enter a name that is a public property on the object and a value that can be converted from a
string to the type required by the set method of the property. The acceptable properties and values depend
on the object that is created. Refer to the object documentation for a list of valid properties and values.

V5 default messaging provider topic destination settings for application clients:

Use this panel to view or change the configuration properties of the selected topic destination for use with
the internal product Java Message Service (JMS) provider.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > Messaging Providers > Version 5
Default Provider. Right click Topic Destinations and click New. The following fields appear on the
General tab.

A topic destination is used to configure the properties of a JMS topic for the associated JMS provider. A V5
default messaging provider topic has the following properties.

Name:

The name by which the topic is known for administrative purposes.

Data type String
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Description:

A description of the topic, for administrative purposes within WebSphere Application Server.

Data type String

JNDI Name:
The application client run-time environment uses this field to retrieve configuration information.

Topic Name: The name of the topic as defined to the JMS provider.

Data type String

Persistence:

Whether all messages sent to the destination are persistent, nonpersistent, or have their persistence
defined by the application.

Data type Enum
Default APPLICATION_DEFINED
Range Application defined

Messages on the destination have their
persistence defined by the application that put
them onto the queue.
Queue defined
[WebSphere MQ destination only] Messages on
the destination have their persistence defined by
the WebSphere MQ queue definition properties.
Persistent
Messages on the destination are persistent.
Nonpersistent
Messages on the destination are not persistent.

Priority:

Whether the message priority for this destination is defined by the application or the Specified priority
property.

Data type Enum
Default APPLICATION_DEFINED
Range Application defined

The priority of messages on this destination is
defined by the application that put them onto the
destination.
Queue defined
[WebSphere MQ destination only] Messages on
the destination have their persistence defined by
the WebSphere MQ queue definition properties.
Specified
The priority of messages on this destination is
defined by the Specified priority property./f you
select this option, you must define a priority on
the Specified priority property.

Specified Priority:
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If the Priority property is set to Specified, specify the message priority for this queue, in the range 0
(lowest) through 9 (highest).

If the Priority property is set to Specified, messages sent to this queue have the priority value specified
by this property.

Data type Integer

Units Message priority level

Range 0 (lowest priority) through 9 (highest priority)
Expiry:

Whether the expiry timeout for this queue is defined by the application or the Specified expiry property, or
messages on the queue never expire (have an unlimited expiry timeout).

Data type Enum
Default APPLICATION_DEFINED
Range Application defined
The expiry timeout for messages on this queue is
defined by the application that put them onto the
queue.
Specified

The expiry timeout for messages on this queue is
defined by the Specified expiry property. If you
select this option, you must define a timeout on
the Specified expiry property.

Unlimited
Messages on this queue have no expiry timeout,
so those messages never expire.

Specified Expiry:

If the Expiry timeout property is set to Specified, type here the number of milliseconds (greater than 0)
after which messages on this queue expire.

Data type Integer
Units Milliseconds
Range Greater than or equal to 0

» 0 indicates that messages never time out.
» Other values are an integer number of milliseconds.
Custom Propetrties:

Specifies name-value pairs for setting additional properties on the object that is created at run time for this
resource.

You must enter a name that is a public property on the object and a value that can be converted from a
string to the type required by the set method of the property. The acceptable properties and values depend
on the object that is created. Refer to the object documentation for a list of valid properties and values.
WebSphere MQ Provider queue connection factory settings for application clients:

Use this panel to view or change the configuration properties of the selected queue connection factory for

use with the WebSphere MQ Java Message Service (JMS) provider. These configuration properties control
how connections are created between the JMS provider and WebSphere MQ.
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To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file and click Messaging Providers >
WebSphere MQ Provider. Right click Queue Connection Factories, and click New. The following fields
are displayed on the General tab.

Note:
* The property values that you specify must match the values that you specified when configuring
WebSphere MQ for JMS resources. For more information about configuring WebSphere MQ for
JMS resources, see the Using Java section of the WebSphere MQ information center.
* In WebSphere MQ, names can have a maximum of 48 characters, except for channels which
have a maximum of 20 characters.

A queue connection factory for the JMS provider has the following properties.
Name:
The name by which this queue connection factory is known for administrative purposes within WebSphere

Application Server. The name must be unique within the JMS connection factories across the WebSphere
administrative domain.

Data type String

Description:

A description of this connection factory for administrative purposes within WebSphere Application Server.

Data type String
Default Null
JNDI Name:

The application client run time uses this field to retrieve configuration information.

User ID:

The user ID used, with the password property, for authentication if the calling application does not provide
a user ID and password explicitly.

If you specify a value for the user ID property, you must also specify a value for the password property.
The connection factory user ID and password properties are used if the calling application does not

provide a user ID and password explicitly; for example, if the calling application uses the method
createQueueConnection(). The JMS client flows the user ID and password to the JMS server.

Data type String

Password:

The password used, with the user ID property, for authentication if the calling application does not provide
a user ID and password explicitly.

If you specify a value for the user ID property, you must also specify a value for the password property.

Data type String
Default Null
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Re-Enter Password:

Confirms the password.

Queue Manager:

The name of the WebSphere MQ queue manager for this connection factory.

Connections created by this factory connect to that queue manager.

Data type String

Enter Hostname and Port Information:

This radio button is selected by default and, if selected, enables the host and port properties and disables
the connection name list property.

Data type Radio button
Default Selected
Host:

The name of the host on which the WebSphere MQ queue manager runs for client connection only.

Data type String

Default Null

Range A valid TCP/IP host name
Port:

The TCP/IP port number used for connection to the WebSphere MQ queue manager, for client connection
only.

This port must be configured on the WebSphere MQ queue manager.

Data type Integer
Default Null
Range A valid TCP/IP port number, configured on the WebSphere

MQ queue manager.

Enter Connection Name List Information:

If selected, this radio button enables the connection name list property and disables the host and port
name properties. Select this radio button if you want to connect to a multi-instance queue manager.

Data type Radio button
Default Cleared

Connection Name List:

A comma-separated list of host and port information which can be used to connect to a multi-instance
gueue manager.
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The format of the list is:
host[ (port)], [host[(port)]]

where port is optional and defaults to 1414 if it is not set. For example:
hostnamel,hostname2(1415)

For further information about multi-instance queue managers, see the WebSphere MQ information center.

This property must only be used for connecting to a multi-instance queue manager. It must not be used for
connecting to a list of distinct queue managers as that can result in transaction integrity issues.

Channel:

The name of the channel used for connection to the WebSphere MQ queue manager, for client connection
only.

Data type String

Default Null

Range 1 through 20 ASCII characters
Transport type:

Specifies whether the WebSphere MQ client connection or JNDI bindings are used for connection to the
WebSphere MQ queue manager. The external JMS provider controls the communication protocols
between JMS clients and JMS servers. Tune the transport type when you are using non-ASF
nonpersistent, nondurable, nontransactional messaging or when you want to satisfy security issues and
the client is local to the queue manager node.

Data type Enum

Units Not applicable
Default BINDINGS
Range BINDINGS

JNDI bindings are used to connect to the queue manager. BINDINGS is a
shared memory protocol and can only be used when the queue manager is on
the same node as the JMS client and poses security risks that must be
addressed through the use of EJB roles.

CLIENT
WebSphere MQ client connection is used to connect to the queue manager.
CLIENT is a typical TCP-based protocol.

DIRECT
For WebSphere MQ Event Broker using DIRECT mode. DIRECT is a
lightweight sockets protocol used in nontransactional, nondurable, and
nonpersistent Publish/Subscribe messaging. DIRECT only works for clients
and message-driven beans using the non-ASF protocol.

QUEUED
QUEUED is a standard TCP protocol.
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Recommended Queue connection factory transport type

BINDINGS is faster by 30% or more, but it requires correctly set up EJB roles
to guarantee security. If you have security concerns and need to use CLIENT
then you should make appropriate use of SSL to secure the connection to the
queue manager.

Topic connection factory transport type

DIRECT is the fastest type and must be used where possible. Use BINDINGS
when you want to satisfy additional security tasks and the queue manager is
local to the JMS client. QUEUED is the fallback for all other cases.
WebSphere MQ 5.3 before CSD2 with the DIRECT setting can lose messages
when used with message-driven beans and under load. This loss also
happens with client-side applications unless the broker maxClientQueueSize is
set to 0. You can set this value to 0 with the command:
#wempschangeproperties WAS_nodeName_serverl

-e default -o DynamicSubscriptionEngine -n

maxClientQueueSize -v 0 -x executionGroupUUID

where executionGroupUUID can be found by starting the broker and looking in
the Event Log/Applications for event 2201. This value is usually
ffffffff-0000-0000-000000000000.

Note: The WebSphere MQ 5.3 JMS cannot be used within WebSphere Application
Server Version 6.1 because WebSphere Application Server Version 6.1 has a Java 5
runtime. Therefore, cross-memory connections cannot be established with WebSphere
MQ 5.3 queue managers. This can result in a performance degradation if you were

previously using WebSphere MQ 5.3 and BINDINGS for your connections and move to
CLIENT network connections in migrating to WebSphere Application Server Version 6.1.

Client ID:

The JMS client identifier used for connections to the WebSphere MQ queue manager.

Data type String

CCSID:
The coded character set identifier for use with the WebSphere MQ queue manager.

This coded character set identifier (CCSID) must be one of the CCSIDs supported by WebSphere MQ.

Data type String

For more information about supported CCSIDs, and about converting between message data from one
coded character set to another, see the System Administration and Application Programming Reference
sections of the WebSphere MQ information center.

Message Retention:

Select this check box to specify that unwanted messages are to be left on the queue. Otherwise,
unwanted messages are handled according to their disposition options.

Data type Enum
Units Not applicable
Default Cleared
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Range Selected
Unwanted messages are left on the queue.
Cleared
Unwanted messages are handled according to
their disposition options.

Temporary model:

The name of the model definition used to create temporary connection factories if a connection factory
does not already exist.

Data type String
Range 1 through 48 ASCII characters

Temporary queue prefix:

The prefix used for dynamic queue naming.

Data type String

Fail if quiesce:

Specifies whether applications return from a method call if the queue manager has entered a controlled
failure.

Data type Check box
Default Selected

Local Server Address:

Specifies the local server address.

Data type String

Polling Interval:

Specifies the interval, in milliseconds, between scans of all receivers during asynchronous message
delivery

Data type Integer
Units Milliseconds
Default 5000

Rescan interval:

Specifies the interval in milliseconds between which a topic is scanned to look for messages that have
been added to a topic out of order.

This interval controls the scanning for messages that have been added to a topic out of order with respect
to a WebSphere MQ browse cursor.

Data type Integer
Units Milliseconds
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Default 5000

SSL cipher suite:
Specifies the cipher suite to use for SSL connection to WebSphere MQ.

Set this property to a valid cipher suite provided by your JSSE provider. The value must match the
CipherSpec specified on the SVRCONN channel as the |Channe| propertyl

You must set this property, if you set the |SSL Peer Name propertyl

SSL certificate store:

Specifies a list of zero or more Certificate Revocation List (CRL) servers used to check for SSL certificate
revocation. If you specify a value for this property, you must use WebSphere MQ JVM at Java 2 version
1.4.

The value is a space-delimited list of entries of the form:
1dap://hostname: [port]

A single slash (/) follows this value. If port is omitted, the default LDAP port of 389 is assumed. At
connect-time, the SSL certificate presented by the server is checked against the specified CRL servers.
For more information about CRL security, see the information about “Working with Certificate Revocation
Lists” in the Security section of the WebSphere MQ information center.

SSL peer name:
For SSL, a distinguished name skeleton that must match the name provided by the WebSphere MQ queue
manager. The distinguished name is used to check the identifying certificate presented by the server at

connection time.

If this property is not set, such certificate checking is performed.

The SSL peer name property is ignored if |SSL Cipher Suite property| is not specified.

This property is a list of attribute name and value pairs separated by commas or semicolons. For example:
CN=QMGR.*, 0U=IBM, OU=WEBSPHERE

The example given checks the identifying certificate presented by the server at connect-time. For the
connection to succeed, the certificate must have a Common Name beginning QMGR., and must have at
least two Organizational Unit names, the first of which is IBM and the second WEBSPHERE. Checking is
not case-sensitive.

For more details about distinguished names and their use with WebSphere MQ, see the information about
“Distinguished Names” in the WebSphere MQ information center.

Connection pool:
Specifies an optional set of connection pool settings.

Connection pool properties are common to all J2C connectors.
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The application server pools connections and sessions with the JMS provider to improve performance.
This connection pooling is independent from any WebSphere MQ connection pooling. You must configure
the connection and session pool properties appropriately for your applications, otherwise you might not get
the connection and session behavior that you want.

Change the size of the connection pool if concurrent server-side access to the JMS resource exceeds the
default value. The size of the connection pool is set on a per queue or topic basis.

Data type Check box
Default Selected

Client reconnect options:

Specifies whether a client mode connection reconnects automatically, or not, in the event of a
communications or queue manager failure. This property is ignored unless the connection factory is being
used in a thin or managed client environment.

Data type Drop-down list

Default DISABLED

Range DISABLED
The client reconnection does not automatically
occur.

ASDEF The value from the DefRecon attribute from the
channels stanza of the client configuration file is
used. If there is no DefRecon value specified
then this setting has the same effect as a value
of DISABLED.

RECONNECT
Reconnection occurs to any queue manager
consistent with the value of the queue manager
attribute, which might be a different queue
manager from that to which the connection was
originally connected.

QMGR Reconnection only occurs to the queue manager
to which the connection was originally connected.

For more information about automatic client reconnection, see the WebSphere MQ information center.
Client reconnect timeout:

The maximum number of seconds that a client mode connection spends attempting to automatically
reconnect to a queue manager after a communications or queue manager failure. This parameter is

ignored unless the connection factory is being used in a thin or managed client environment. Whether this
parameter is used or not depends on the value of the client reconnect options parameter.

Data type Integer

Units Seconds

Default 1800

Range A value greater than zero and up to 2147483647

For more information about automatic client reconnection, see the WebSphere MQ information center.

WebSphere MQ Provider topic connection factory settings for application clients:
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Use this panel to view or change the configuration properties of the selected topic connection factory for
use with the WebSphere MQ Java Message Service (JMS) provider. These configuration properties control
how connections are created between the JMS provider and WebSphere MQ.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > Messaging Providers > WebSphere
MQ Provider. Right-click Topic Connection Factories and click New.

Note:
* The property values that you specify must match the values that you specified when configuring
WebSphere MQ product JMS resources. For more information about configuring WebSphere MQ
JMS resources, see the Using Java section of the WebSphere MQ information center.
* In WebSphere MQ, names can have a maximum of 48 characters, except for channels which
have a maximum of 20 characters.

MAOC broker: When creating a WebSphere Application Server Version 6 topic connection factory
for the MAOC broker, consider the following attribute values:

BrokerControlQueue
This value is fixed at SYSTEM.BROKER.CONTROL.QUEUE for the MAOC broker and is
the queue the broker reads from.

BrokerVersion
Set this value to BASIC for the MAOC broker.

ClientID
Set this value to whatever you like for the MAOC broker (the value is string and is merely
an identifier for your client application).

XA Enabled
Set this value to TRUE or FALSE for the MAOC broker (the setting you use is a
performance enhancement flag - you probably want to set this value to 'true' most of the
time).

BrokerMessage Selection
This value is fixed at CLIENT for the MAOC broker because the broker relies on client side
message selection.

Direct Broker Authorization Type
This value is not required by the MAOC broker.

A topic connection factory for the WebSphere MQ JMS provider has the following properties.
Name:

The name by which this topic connection factory is known for administrative purposes within WebSphere
Application Server. The name must be unique within the JMS provider.

Data type String

Description:

A description of this topic connection factory for administrative purposes within WebSphere Application
Server.

Data type String

JNDI Name:
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The Java Naming and Directory Interface (JNDI) name that is used to bind the topic connection factory
into the application server name space.

As a convention, use the fully qualified JNDI name; for example, in the form jms/Name, where Name is the
logical name of the resource.

This name is used to link the platform binding information. The binding associates the resources defined
by the deployment descriptor of the module to the actual (physical) resources bound into JNDI by the
platform.

Data type String

Units En_US ASCII characters
Range 1 through 45 ASCII characters
User ID:

The user ID used, with the password property, for authentication if the calling application does not provide
a user ID and password explicitly.

If you specify a value for the user ID property, you must also specify a value for the password property.
The connection factory user ID and password properties are used if the calling application does not

provide a user ID and password explicitly, for example, if the calling application uses the method
createTopicConnection(). The JMS client flows the user ID and password to the JMS server.

Data type String

Password:

The password used, with the user ID property, for authentication if the calling application does not provide
a user ID and password explicitly.

If you specify a value for the user ID property, you must also specify a value for the password property.

Data type String

Re-Enter Password:
Confirms the password.
Queue Manager:

The name of the WebSphere MQ queue manager for this connection factory. Connections created by this
connection factory connect to this queue manager.

Data type String

Enter Hostname and Port Information:

This radio button is selected by default and, if selected, enables the host and port properties and disables
the connection name list property.

Data type Radio button
Default Selected
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Host:

The name of the host on which the WebSphere MQ queue manager runs for client connections only.

Data type String
Range A valid TCP/IP host name
Port:

The TCP/IP port number used for connection to the WebSphere MQ queue manager, for client connection
only.

This port must be configured on the WebSphere MQ queue manager.

Data type Integer
Range A valid TCP/IP port number, configured on the WebSphere
MQ queue manager.

Enter Connection Name List Information:

If selected, this radio button enables the connection name list property and disables the host and port
name properties. Select this radio button if you want to connect to a multi-instance queue manager.

Data type Radio button
Default Cleared

Connection Name List:

A comma-separated list of host and port information which can be used to connect to a multi-instance
gueue manager.

The format of the list is:
host[(port)], [host[(port)]]

where port is optional and defaults to 1414 if it is not set. For example:
hostnamel,hostname2(1415)

For further information about multi-instance queue managers, see the WebSphere MQ information center.

This property must only be used for connecting to a multi-instance queue manager. It must not be used for
connecting to a list of distinct queue managers as that can result in transaction integrity issues.

Channel:

The name of the channel used for client connections to the WebSphere MQ queue manager, for client
connection only.

Data type String
Range 1 through 20 ASCII characters

Transport Type:
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Whether WebSphere MQ client connection or JNDI bindings are used for connection to the WebSphere
MQ queue manager.

Data type Enum
Default BINDINGS
Range CLIENT

WebSphere MQ client connection is used to

connect to the WebSphere MQ queue manager.
BINDINGS

JNDI bindings are used to connect to the

WebSphere MQ queue manager.

Client ID:

The JMS client identifier used for connections to the WebSphere MQ queue manager.

Data type String

CCSID:
The coded character set identifier to use with the WebSphere MQ queue manager.

This coded character set identifier (CCSID) must be one of the CCSIDs that WebSphere MQ supports.
See the properties for the topic destination for more details.

Data type String
Units Integer
Range 1 through 65535

Broker Control Queue:

The name of the broker control queue to which all command messages (except publications and requests
to delete publications) are sent.

Data type String
Units En_US ASCII characters
Range 1 through 48 ASCII characters

Broker Queue Manager:

The name of the WebSphere MQ queue manager that provides the Publisher and Subscriber message
broker.

Data type String
Units En_US ASCII characters
Range 1 through 48 ASCII characters

Broker Publish Queue:

The name of the broker input queue that receives all publication messages for the default stream.
The name of the broker's input queue (stream queue) that receives all publication messages for the
default stream. Applications can also send requests to delete publications on the default stream to this

queue.
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Data type String
Units En_US ASCII characters
Range 1 through 48 ASCII characters

Broker Subscribe Queue:
The name of the broker queue from which nondurable subscription messages are retrieved.

The name of the broker queue from which nondurable subscription messages are retrieved. The
subscriber specifies the name of the queue when it registers a subscription.

Data type String

Units En_US ASCII characters
Range 1 through 48 ASCII characters
Broker CCSubQ:

The name of the broker queue from which nondurable subscription messages are retrieved for a
ConnectionConsumer request. This property applies only for use of the web container.

Data type String
Units En_US ASCII characters
Range 1 through 48 ASCII characters

Broker Version:

Whether the message broker is provided by the WebSphere MQ MAOC SupportPac or newer versions of
WebSphere family message broker products.

Data type Enum
Default Advanced
Range Advanced

The message broker is provided by newer
versions of WebSphere family message broker
products (WebSphere MQ Integrator and
WebSphere MQ Publish and Subscribe).

Basic The message broker is provided by the
WebSphere MQ MAOC SupportPac (WebSphere
MQ - Publish and Subscribe).

Cleanup level:

The level of cleanup provided by the publish or subscribe cleanup utility.

Data type Enum

Default SAFE

Range ASPROP
NONE
STRONG

Cleanup interval:
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The interval, in milliseconds, between background executions of the publish/subscribe cleanup utility.

Data type Integer
Units Milliseconds
Default 6000

Message selection:

Where broker message selection is performed.

Data type Enum

Default BROKER

Range BROKER
Message selection is performed at the broker
location.

Message CLIENT
Message selection is performed at the client
location.

Publish acknowledge interval:

The interval, in number of messages, between publish requests that require acknowledgment from the
broker.

Data type Integer
Default 25

Sparse subscriptions:

Enables sparse subscriptions.

Data type Check box
Default Cleared

Status refresh interval:

The interval, in milliseconds, between transactions to refresh the publish or subscribe status.

Data type Integer
Default 6000

Subscription store:

Where WebSphere MQ stores data relating to active JMS subscriptions.

Data type Enum

Default MIGRATE

Range MIGRATE
QUEUE
BROKER
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Multicast:

Whether this connection factory uses multicast transport.

Data type Enum
Default NOT USED
Range NOT USED
This connection factory does not use multicast
transport.
ENABLED
This connection factory always uses multicast
transport.

ENABLED_IF_AVAILABLE
This connection factory uses multicast transport.

ENABLED_RELIABLE
This connection factory uses reliable multicast
transport.

ENABLED_RELIABLE_IF_AVAILABLE
This connection factory uses reliable multicast
transport if available.

Direct authentication:

Whether to use direct broker authorization.

Data type Enum
Default NONE
Range NONE Direct broker authorization is not used.
PASSWORD
Direct broker authorization is authenticated with a
password.
CERTIFICATE
Direct broker authorization is authenticated with a
certificate.

Proxy Host Name:

The host name of a proxy to be used for communication with WebSphere MQ.

Data type String

Proxy Port:

The port number of a proxy to be used for communication with WebSphere MQ.

Data type Integer
Default 0

Fail if quiesce:

Whether applications return from a method call if the queue manager has entered a controlled failure.
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Data type Check box
Default Selected

Local Server Address:

The local server address.

Data type String

Polling Interval:

The interval, in milliseconds, between scans of all receivers during asynchronous message delivery.

Data type Integer
Units Milliseconds
Default 5000

Rescan interval:

The interval in milliseconds between which a topic is scanned to look for messages that have been added
to a topic out of order.

The rescan interval controls the scanning for messages that have been added to a topic out of order with
respect to a WebSphere MQ browse cursor.

Data type Integer
Units Milliseconds
Default 5000

SSL cipher suite:
The cipher suite to use for SSL connection to WebSphere MQ.

Set this property to a valid cipher suite provided by your JSSE provider. The value must match the
CipherSpec specified on the SVRCONN channel as the [Channel propertyl

You must set this property, if you set the |[SSL Peer Name property}

SSL certificate store:

A list of zero or more Certificate Revocation List (CRL) servers that are used to check for SSL certificate
revocation. If you specify a value for this property, you must use WebSphere MQ JVM at Java 2 version
1.4.

The value is a space-delimited list of entries of the form:

1dap://hostname: [port]

A single slash (/) follows this value. If port is omitted, the default LDAP port of 389 is assumed. At
connect-time, the SSL certificate presented by the server is checked against the specified CRL servers.
For more information about CRL security, see the information about “Working with Certificate Revocation
Lists” in the Security section of the WebSphere MQ information center.

SSL peer name:
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For SSL, a distinguished name skeleton that must match the name provided by the WebSphere MQ queue
manager. The distinguished name is used to check the identifying certificate presented by the server at
connection time.

If this property is not set, such certificate checking is performed.

The SSL peer name property is ignored if |SSL Cipher Suite property| is not specified.

This property is a list of attribute name and value pairs separated by commas or semicolons. For example:
CN=QMGR.*, 0OU=IBM, OU=WEBSPHERE

The example given checks the identifying certificate presented by the server at connect-time. For the
connection to succeed, the certificate must have a Common Name beginning QMGR., and must have at
least two Organizational Unit names, the first of which is IBM and the second WEBSPHERE. Checking is
not case-sensitive.

For more details about distinguished names and their use with WebSphere MQ, see the information about
“Distinguished Names” in the Security section of the WebSphere MQ information center.

Connection pool:
An optional set of connection pool settings.
Connection pool properties are common to all J2C connectors.

The application server pools connections and sessions with the JMS provider to improve performance.
This connection pooling is independent from any WebSphere MQ connection pooling. You must configure
the connection and session pool properties appropriately for your applications, otherwise you might not get
the connection and session behavior that you want.

Change the size of the connection pool if concurrent server-side access to the JMS resource exceeds the
default value. The size of the connection pool is set on a per queue or topic basis.

Data type Check box
Default Selected

Client reconnect options:

Specifies whether a client mode connection reconnects automatically, or not, in the event of a
communications or queue manager failure. This property is ignored unless the connection factory is being
used in a thin or managed client environment.

Data type Drop-down list
Default DISABLED
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Range DISABLED

The client reconnection does not automatically
occur.

ASDEF The value from the DefRecon attribute from the
channels stanza of the client configuration file is
used. If there is no DefRecon value specified
then this setting has the same effect as a value
of DISABLED.

RECONNECT
Reconnection occurs to any queue manager
consistent with the value of the queue manager
attribute, which might be a different queue
manager from that to which the connection was
originally connected.

QMGR Reconnection only occurs to the queue manager
to which the connection was originally connected.

For more information about automatic client reconnection, see the WebSphere MQ information center.
Client reconnect timeout:

The maximum number of seconds that a client mode connection spends attempting to automatically
reconnect to a queue manager after a communications or queue manager failure. This parameter is

ignored unless the connection factory is being used in a thin or managed client environment. Whether this
parameter is used or not depends on the value of the client reconnect options parameter.

Data type Integer

Units Seconds

Default 1800

Range A value greater than zero and up to 2147483647

For more information about automatic client reconnection, see the WebSphere MQ information center.
WebSphere MQ Provider queue destination settings for application clients:

Use this panel to view or change the configuration properties of the selected queue destination for use
with the WebSphere MQ product Java Message Service (JMS) provider.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file and click Messaging Providers >
WebSphere MQ Provider. Right-click Queue Destinations and click New. The following fields are
displayed on the General tab.

Note:
* The property values that you specify must match the values that you specified when configuring
JMS resources for WebSphere MQ. For more information about configuring JMS resources for
WebSphere MQ, see Using Java in the WebSphere MQ information center.
* In WebSphere MQ, names can have a maximum of 48 characters.
A queue for use with the WebSphere MQ product JMS provider has the following properties.
Name:

The name by which the queue is known for administrative purposes within WebSphere Application Server.
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Data type String

Description:

A description of the queue, for administrative purposes within WebSphere Application Server.

Data type String

JNDI Name:
The application client runtime environment uses this field to retrieve configuration information.
Persistence:

Whether all messages sent to the destination are persistent, nonpersistent or have their persistence
defined by the application.

Data type Enum
Default APPLICATION_DEFINED
Range Application defined

Messages on the destination have their persistence defined by the
application that put them onto the queue.

Queue defined
[WebSphere MQ destination only] Messages on the destination have
their persistence defined by the WebSphere MQ queue definition
properties.

Persistent
Messages on the destination are persistent.

Nonpersistent
Messages on the destination are not persistent.

Priority:

Whether the message priority for this destination is defined by the application or the Specified priority
property.

Data type Enum

Units Not applicable

Default APPLICATION_DEFINED
Range Application defined

The priority of messages on this destination is defined by the
application that put them onto the destination.

Queue defined
[WebSphere MQ destination only] Messages on the destination have
their persistence defined by the WebSphere MQ queue definition
properties.

Specified
The priority of messages on this destination is defined by the
Specified priority property. If you select this option, you must define
a priority on the Specified priority property.

Specified Priority:

If the Priority property is set to Specified, specify the message priority for this queue, in the range 0
(lowest) through 9 (highest).
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Data type Integer

Units Message priority level
Range 0 (lowest priority) through 9 (highest priority)
Expiry:

Whether the expiry timeout value for this queue is defined by the application or the by Specified expiry
property or whether messages on the queue never expire (have an unlimited expiry time out).

Data type Enum

Units Not applicable

Default APPLICATION_DEFINED
Range Application defined

The expiry timeout for messages on this queue is defined by the
application that put them onto the queue.

Specified
The expiry timeout for messages on this queue is defined by the
Specified expiry property. If you select this option, you must define
a timeout on the Specified expiry property.

Unlimited
Messages on this queue have no expiry timeout and those
messages never expire.

Specified Expiry:

If the Expiry timeout property is set to Specified, type here the number of milliseconds (greater than 0)
after which messages on this queue expire.

Data type Integer
Units Milliseconds
Range Greater than or equal to 0

* 0 indicates that messages never time out
» Other values are an integer number of milliseconds

Base Queue Name:

The name of the queue to which messages are sent, on the queue manager specified by the Base queue
manager name property.

Data type String

Base Queue Manager Name:
The name of the WebSphere MQ queue manager to which messages are sent.

This queue manager provides the queue specified by the Base queue nhame property.

Data type String

Units En_US ASCII characters

Range A valid WebSphere MQ Queue Manager name, as 1 through 48 ASCII
characters

CCSID:
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The coded character set identifier to use with the WebSphere MQ queue manager.
This coded character set identifier (CCSID) must be one of the CCSIDs supported by WebSphere MQ

gueue manager. See the WebSphere MQ messaging provider queue and topic advanced properties
settings for more details.

Data type String

Integer encoding:

If native encoding is not enabled, select whether integer encoding is normal or reversed.

Data type Enum
Default NORMAL
Range NORMAL
Normal integer encoding is used.
REVERSED

Reversed integer encoding is used.

For more information about encoding properties, see Using Java in the
WebSphere MQ information center.

Decimal encoding:

If native encoding is not enabled, select whether decimal encoding is normal or reversed.

Data type Enum
Default NORMAL
Range NORMAL
Normal decimal encoding is used.
REVERSED

Reversed decimal encoding is used.

For more information about encoding properties, see Using Java in the
WebSphere MQ information center.

Floating point encoding:

If native encoding is not enabled, select the type of floating point encoding.

Data type Enum
Default IEEENORMAL
Range IEEENORMAL
IEEE normal floating point encoding is used.
IEEEREVERSED

IEEE reversed floating point encoding is used.
S390 S390 floating point encoding is used.

For more information about encoding properties, see Using Java in the
WebSphere MQ information center.

Native encoding:

Indicates that the queue destination uses native encoding (appropriate encoding values for the Java
platform) when you select this check box.
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Data type Enum
Default Cleared
Range Cleared
Native encoding is not used, so specify the following properties for
integer, decimal and floating point encoding.
Selected
Native encoding is used (to provide appropriate encoding values for
the Java platform).

For more information about encoding properties, see Using Java in the
WebSphere MQ information center.

Target client:

Whether the receiving application is JMS compliant or is a traditional WebSphere MQ application.

Data type Enum
Default WebSphere MQ
Range WebSphere MQ

The target is a traditional WebSphere MQ application that does not
support JMS.
JMS The target application supports JMS.

Message body:

Specifies whether an application processes the RFH version 2 header of a WebSphere MQ message as
part of the JMS message body.

Data type Drop-down list
Default UNSPECIFIED
Range UNSPECIFIED

When sending messages, the WebSphere MQ messaging provider
does or does not generate and include an RFH version 2 header,
depending on the value of the Append RFH version 2 headers to
messages sent to this destination property. When receiving
messages, the WebSphere MQ messaging provider acts as if the
value is set to JMS.

JMS When sending messages, the WebSphere MQ messaging provider
automatically generates an RFH version 2 header and includes it in
the WebSphere MQ message. When receiving messages, the
WebSphere MQ messaging provider sets the JMS message
properties according to values in the RFH version 2 header (if these
value are present); it does not present the RFH version 2 header as
part of the JMS message body.

MQ When sending messages, the WebSphere MQ messaging provider
does not generate an RFH version 2 header. When receiving
messages, the WebSphere MQ messaging provider presents the
RFH version 2 header as part of the JMS message body.

ReplyTo destination style:

Specifies the format of the JMSReplyTo field.

Data type Drop-down list
Default DEFAULT
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Range DEFAULT
The default value is equivalent to the information in the RFH version
2 header.

MQMD Use the value supplied in the MQMD. This populates the reply to
queue manager field with the value from the MQMD, equivalent to
the default behaviour of WebSphere MQ Version 6.0.2.4 and 6.0.2.5.

RFH2 Use the value supplied in the RFH version 2 header. If the sending
application set a JMSReplyTo value, then that value is used.

MQMD read enabled:

Specifies whether an application can read the values of MQMD fields from JMS messages that have been
sent or received using the WebSphere MQ messaging provider.

Data type Check box
Default Cleared
Range Cleared
Applications cannot read the values of the MQMD fields.
Selected

Applications can read the values of the MQMD fields.

MQMD write enabled:

Specifies whether an application can write the values of MQMD fields to JMS messages that will be sent
or received using the WebSphere MQ messaging provider.

Data type Check box
Default Cleared
Range Cleared
Applications cannot write the values of the MQMD fields.
Selected

Applications can write the values of the MQMD fields.

MQMD message context:

Defines the message context options specified when sending messages to a destination.

Data type Drop-down list
Default DEFAULT
Range DEFAULT

The MQOPEN API call and the MQPMO structure specify no explicit
message context options.
SET_IDENTITY_CONTEXT
The MQOPEN API call specifies the message context option
MQOO_SET_IDENTITY_CONTEXT, and the MQPMO structure
specifies MQPMO_SET_IDENTITY_CONTEXT.
SET_ALL_CONTEXT
The MQOPEN API call specifies the message context option
MQOO_SET_ALL_CONTEXT, and the MQPMO structure specifies
MQPMO_SET_ALL_CONTEXT.

Custom Properties:

Specifies name-value pairs for setting additional properties on the object that is created at run time for this
resource.
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You must enter a name that is a public property on the object and a value that can be converted from a
string to the type required by the set method of the property. The acceptable properties and values depend
on the object that is created. Refer to the object documentation for a list of valid properties and values.

WebSphere MQ Provider topic destination settings for application clients:

Use this panel to view or change the configuration properties of the selected topic destination for use with
the WebSphere MQ product Java Message Service (JMS) provider.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > Messaging Providers > WebSphere
MQ Provider. Right click Topic Destinations, and click New. The following fields are displayed on the
General tab.

Note:
* The property values that you specify must match the values that you specified when configuring
JMS resources for WebSphere MQ. For more information about configuring JMS resources for
WebSphere MQ, see Using Java in the WebSphere MQ information center.
* In WebSphere MQ, names can have a maximum of 48 characters.

A topic destination is used to configure the properties of a JMS topic for the associated JMS provider. A
topic for use with the WebSphere MQ product JMS provider has the following properties.

Name:

The name by which the topic is known for administrative purposes within WebSphere Application Server.

Data type String

Description:

A description of the topic for administrative purposes within WebSphere Application Server.

Data type String

JNDI Name:

The application client runtime environment uses this field to retrieve configuration information.

Persistence:

Whether all messages sent to the destination are persistent, nonpersistent, or have their persistence
defined by the application.

Data type Enum
Default APPLICATION_DEFINED
Range Application defined

Messages on the destination have their persistence defined by the application
that put them in the queue.
Queue defined
[WebSphere MQ destination only] Messages on the destination have their
persistence defined by the WebSphere MQ queue definition properties.
Persistent
Messages on the destination are persistent.
Nonpersistent
Messages on the destination are not persistent.
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Priority:

Whether the message priority for this destination is defined by the application or the Specified priority
property.

Data type Enum
Default APPLICATION_DEFINED
Range Application defined

The priority of messages on this destination is defined by the application that
put them in the destination.
Queue defined
[WebSphere MQ destination only] Messages on the destination have their
persistence defined by the WebSphere MQ queue definition properties.
Specified
The priority of messages on this destination is defined by the Specified
priority property. If you select this option, you must define a priority for the
Specified priority property.

Specified Priority:

If the Priority property is set to Specified, specify the message priority for this queue, in the range 0
(lowest) through 9 (highest).

If the Priority property is set to Specified, messages sent to this queue have the priority value specified
by this property.

Data type Integer

Units Message priority level

Range 0 (lowest priority) through 9 (highest priority)
Expiry:

Whether the expiry timeout for this queue is defined by the application or by the Specified expiry
property, or whether messages on the queue never expire (have an unlimited expiry timeout).

Data type Enum
Default APPLICATION_DEFINED
Range Application defined

The expiry timeout for messages on this queue is defined by the application
that put them in the queue.

Specified
The expiry timeout for messages in this queue is defined by the Specified
expiry property. If you select this option, you must define a timeout value for
the Specified expiry property.

Unlimited
Messages on this queue have no expiry timeout, and these messages never
expire.

Specified Expiry:

If the Expiry timeout property is set to Specified, type the number of milliseconds (greater than 0) after
which messages on this queue expire.

Data type Integer
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Units Milliseconds
Range Greater than or equal to 0
* 0 indicates that messages never time out.
» Other values are an integer number of milliseconds.

Base Topic Name:

The name of the topic to which messages are sent.

Data type String

CCSID:
The coded character set identifier to use with the WebSphere MQ queue manager.

This coded character set identifier (CCSID) must be one of the CCSIDs that WebSphere MQ supports.

Data type String
Units Integer
Range 1 through 65535

Integer encoding:

If native encoding is not enabled, select whether integer encoding is normal or reversed.

Data type Enum
Default NORMAL
Range NORMAL
Normal integer encoding is used.
REVERSED

Reversed integer encoding is used.

For more information about encoding properties, see Using Java in the WebSphere MQ
information center.

Decimal encoding:

If native encoding is not enabled, select whether decimal encoding is normal or reversed.

Data type Enum
Default NORMAL
Range NORMAL
Normal decimal encoding is used.
REVERSED

Reversed decimal encoding is used.

For more information about encoding properties, see Using Java in the information
WebSphere MQ center.

Floating point encoding:

If native encoding is not enabled, select the type of floating point encoding.

Data type Enum
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Default IEEENORMAL
Range IEEENORMAL
IEEE normal floating point encoding is used.
IEEEREVERSED
IEEE reversed floating point encoding is used.
S390  S/390° floating point encoding is used.

For more information about encoding properties, see Using Java in the WebSphere MQ
information center.

Native encoding:

Indicates that the queue destination uses native encoding (appropriate encoding values for the Java
platform) when you select this check box.

Data type Enum
Default Cleared
Range Cleared
Native encoding is not used, so specify the previous properties for integer,
decimal and floating point encoding.
Selected
Native encoding is used (to provide appropriate encoding values for the Java
platform).

For more information about encoding properties, see Using Java in the WebSphere MQ
information center.

BrokerDurSubQueue:
The name of the broker queue from which durable subscription messages are retrieved.

The subscriber specifies the name of the queue when it registers a subscription.

Data type String

Units En_US ASCII characters
Range 1 through 48 ASCII characters
BrokerCCDurSubQueue:

The name of the broker queue from which durable subscription messages are retrieved for a
ConnectionConsumer. This property applies only for use of the web container.

Data type String
Units En_US ASCII characters
Range 1 through 48 ASCII characters

Target Client:

Whether the receiving application is JMS compliant or is a traditional WebSphere MQ application.

Data type Enum
Default WebSphere MQ
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Range WebSphere MQ
The target is a traditional WebSphere MQ application that does not support
JMS.
JMS The target application supports JMS.

Message body:

Specifies whether an application processes the RFH version 2 header of a WebSphere MQ message as
part of the JMS message body.

Data type Drop-down list
Default UNSPECIFIED
Range UNSPECIFIED

When sending messages, the WebSphere MQ messaging provider does or
does not generate and include an RFH version 2 header, depending on the
value of the Append RFH version 2 headers to messages sent to this
destination property. When receiving messages, the WebSphere MQ
messaging provider acts as if the value is set to JMS.

JMS When sending messages, the WebSphere MQ messaging provider
automatically generates an RFH version 2 header and includes it in the
WebSphere MQ message. When receiving messages, the WebSphere MQ
messaging provider sets the JMS message properties according to values in
the RFH version 2 header (if these value are present); it does not present the
RFH version 2 header as part of the JMS message body.

MQ When sending messages, the WebSphere MQ messaging provider does not
generate an RFH version 2 header. When receiving messages, the
WebSphere MQ messaging provider presents the RFH version 2 header as
part of the JMS message body.

ReplyTo destination style:

Specifies the format of the JMSReplyTo field.

Data type Drop-down list
Default DEFAULT
Range DEFAULT

The default value is equivalent to the information in the RFH version 2 header.
MQMD Use the value supplied in the MQMD. This populates the reply to queue
manager field with the value from the MQMD, equivalent to the default
behaviour of WebSphere MQ Version 6.0.2.4 and 6.0.2.5.
RFH2 Use the value supplied in the RFH version 2 header. If the sending application
set a JMSReplyTo value, then that value is used.

Muilticast:

Whether this connection factory uses multicast transport.

Data type Enum
Default AS_CF
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Range

MQMD read enabled:

AS_CF This connection factory uses multicast transport.

DISABLED
This connection factory does not use multicast transport.

NOT_RELIABLE
This connection factory always uses multicast transport.

RELIABLE
This connection factory uses multicast transport when the topic destination is
not reliable.

ENABLED
This connection factory uses reliable multicast transport.

Specifies whether an application can read the values of MQMD fields from JMS messages that have been
sent or received using the WebSphere MQ messaging provider.

Data type
Default
Range

MQMD write enabled:

Check box
Cleared
Cleared
Applications cannot read the values of the MQMD fields.
Selected
Applications can read the values of the MQMD fields.

Specifies whether an application can write the values of MQMD fields to JMS messages that will be sent
or received using the WebSphere MQ messaging provider.

Data type
Default
Range

MQMD message context:

Check box
Cleared
Cleared
Applications cannot write the values of the MQMD fields.
Selected
Applications can write the values of the MQMD fields.

Defines the message context options specified when sending messages to a destination.

Data type
Default
Range

Drop-down list

DEFAULT

DEFAULT
The MQOPEN API call and the MQPMO structure specify no explicit message
context options.

SET_IDENTITY_CONTEXT
The MQOPEN API call specifies the message context option
MQOO_SET_IDENTITY_CONTEXT, and the MQPMO structure specifies
MQPMO_SET_IDENTITY_CONTEXT.

SET_ALL_CONTEXT
The MQOPEN API call specifies the message context option
MQOO_SET_ALL_CONTEXT, and the MQPMO structure specifies
MQPMO_SET_ALL_CONTEXT.
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Generic JMS connection factory settings for application clients:

Use this panel to view or change the configuration properties of the selected Java Message Service (JMS)
connection factory for use with the associated JMS provider. These configuration properties control how
connections are created between the JMS provider and the messaging system that it uses.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > Messaging Providers >
new_JMS_Provider_instance. Right-click Connection Factories, and click New. The following fields are
displayed on the General tab.

A Java Message Service (JMS) connection factory creates connections to JMS destinations. The JMS
connection factory is created by the associated JMS provider. A JMS connection factory for a generic JMS
provider (other than the internal default messaging provider or WebSphere MQ as a JMS provider) has the
following properties:

Name:

The name by which this JMS connection factory is known for administrative purposes within IBM
WebSphere Application Server. The name must be unique within the associated JMS provider.

Data type String

Description:

A description of this connection factory for administrative purposes within IBM WebSphere Application
Server.

Data type String
Default Null
JNDI Name:

The application client run time uses this field to retrieve configuration information.
User ID:

Indicates the user ID used with the Password property, for authentication if the calling application does
not provide a userid and password explicitly.

If you specify a value for the User ID property, you must also specify a value for the Password property.
The connection factory User ID and Password properties are used if the calling application does not

provide a userid and password explicitly; for example, if the calling application uses the method
createQueueConnection(). The JMS client flows the userid and password to the JMS server.

Data type String

Password:

The password used with the User ID property for authentication if the calling application does not provide
a userid and password explicitly.

If you specify a value for the User ID property, you must also specify a value for the Password property.
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Data type String
Default Null

Re-Enter Password:

Confirms the password entered in the Password field.

External JNDI Name:
The JNDI name that is used to bind the queue into the application server name space.

As a convention, use the fully qualified JNDI name, for example, jms/Name, where Name is the logical
name of the resource.

This name is used to link the platform binding information. The binding associates the resources defined
by the deployment descriptor of the module to the actual (physical) resources bound into JNDI API by the
platform.

Data type String

Connection Type:
Whether this JMS destination is a queue (for point-to-point) or topic (for publication or subscription).

Select one of the following options:
Queue

A JMS queue destination for point-to-point messaging.
Topic A JMS topic destination for publish subscribe messaging.

Custom Propetrties:

Specifies name-value pairs for setting additional properties on the object that is created at run time for this
resource.

You must enter a name that is a public property on the object and a value that can be converted from a
string to the type required by the set method of the property. The acceptable properties and values depend
on the object that is created. Refer to the object documentation for a list of valid properties and values.

Generic JMS destination settings for application clients:

Use this panel to view or change the configuration properties of the selected JMS destination for use with
the associated JMS provider.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > Messaging Providers > new JMS
Provider instance. Right-click Destinations, and click New. The following fields are displayed on the
General tab.

A JMS destination is used to configure the properties of a JMS destination for the associated generic JMS
provider. Connections to the JMS destination are created by the associated JMS connection factory. A
JMS destination for use with a generic JMS provider (not the default messaging provider or WebSphere
MQ as a JMS provider) has the following properties.

Name:
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The name by which the queue is known for administrative purposes within WebSphere Application Server.

Data type String

Description:

A description of the queue, for administrative purposes.

JNDI Name:

The JNDI name of the actual (physical) name of the JMS destination bound into JNDI.
External JNDI Name:

The JNDI name that is used to bind the queue into the application server name space.

As a convention, use the fully qualified JNDI name; for example, in the form jms/Name, where Name is the
logical name of the resource.

This name is used to link the platform binding information. The binding associates the resources defined
by the deployment descriptor of the module to the actual (physical) resources bound into JNDI by the
platform.

Data type String

Destination Type:
Whether this JMS destination is a queue (for point-to-point) or topic (for publishing or subscribing).

Select one of the following options:
Queue

A JMS queue destination for point-to-point messaging.
Topic A JMS topic destination for pub/sub messaging.

Custom Properties:

Specifies name-value pairs for setting additional properties on the object that is created at run time for this
resource.

You must enter a name that is a public property on the object and a value that can be converted from a
string to the type required by the set method of the property. The acceptable properties and values depend
on the object that is created. Refer to the object documentation for a list of valid properties and values.

Example: Configuring JMS provider, JMS connection factory and JMS destination settings for application
clients:

You can configure JMS Provider, JMS Connection Factory and JMS Destination settings. This topic
provides the required fields, special cases, and an example.

The purpose of this article is to help you to configure JMS Provider, JMS Connection Factory and JMS
Destination settings.
* Required fields include:

— JMS Provider Properties page: name, and at least one protocol provider

— JMS Connection Factory Properties page: name, jndiName, destination type

— JMS Destination Properties page: name, jndiName, destination type
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* Special cases:
— The destination type must be QUEUE, or TOPIC.
* Example:

<resources.jms:JMSProvider xmi:id="JMSProvider_3" name="genericJMSProvider:name"
description="genericJMSProvider:description"
externalInitialContextFactory="genericJMSProvider:contextFactoryClass"
externalProviderURL="genericJMSProvider:providerUrl">
<classpath>genericJMSProvider:classpath</classpath>

<factories xmi:type="resources.jms:GenericJMSDestination"
xmi:id="GenericJMSDestination_1" name="jmsDestination:name"
jndiName="jmsDestination:jndiName" description="jmsDestination:description"
externalJNDIName="jmsDestination:externaldndiName" type="QUEUE">

<propertySet xmi:id="J2EEResourcePropertySet_15">

<resourceProperties xmi:id="J2EEResourceProperty 17" name="jmsDestination:customName"
value="jmsDestination:customValue"/>

</propertySet>

</factories>

<factories xmi:type="resources.jms:GenericJMSConnectionFactory"
xmi:id="GenericJMSConnectionFactory 1" name="jmsCF:name" jndiName="jmsCF:jndiName"
description="jmsCF:description" userID="jmsCF:user" password="{xor}NTIsHB11MT4y0Og=="
externalJNDIName="jmsCF:externalJdndiName" type="QUEUE">

<propertySet xmi:id="J2EEResourcePropertySet 16">

<resourceProperties xmi:id="J2EEResourceProperty 18" name="jmsCF:customName"
value="jmsCF:customValue"/>

</propertySet>

</factories>

<propertySet xmi:id="J2EEResourcePropertySet_17">

<resourceProperties xmi:id="J2EEResourceProperty 19"
name="genericJMSProvider:customName" value="genericJMSProvider:customValue"/>
</propertySet>

</resources.jms:JMSProvider>

Configuring new JMS connection factories for application clients:

Use this task to create a new Java Message Service (JMS) connection factory configuration for your
application client.

Procedure

1. Click the JMS provider for which you want to create a connection factory in the tree. Complete one of
the following actions:
« |Configure a new JMS provider.|
« Click an existing JMS provider.
2. Expand the JMS provider to view its Connection Factories folder.
3. Click the connection factory folder, and complete one of the following actions:
* Right-click the folder and selectNew.
» Click Edit > New on the menu bar.
4. Configure the JMS connection factory properties in the displayed fields.
5. Click OK when you finish.

6. Click File > Save on the menu bar to save your changes.

Configuring new JMS destinations for application clients:

Use this task to create a new Java Message Service (JMS) destination configuration for your application
client.

Procedure

1. Click the JMS provider in the tree for which you want to create a destination. Complete one of the
following actions:
+ |Configure a new JMS provider.|
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» Click an existing JMS provider.
2. Expand the JMS provider to view its Destinations folder.

3. Click the provider folder, and complete one of the following actions:
» Right-click the folder and select New.
» Click Edit > New on the menu bar.

4. Configure the JMS destination properties in the displayed fields.
5. Click OK when you finish.
6. Click File > Save on the menu bar to save your changes.

Configuring new resource environment providers for application clients:

You can create new resource environment provider configurations for your application client using the
Application Client Resource Configuration Tool (ACRCT).

Before you begin

During this task, you create new resource environment provider configurations for your application client.
About this task

To configure a new resource environment provider, perform the following steps:

Procedure

1. [Start the Application Configuration Resource Tool and open the EAR file| for which you want to
configure the new Java Message Service (JMS) provider. The EAR file contents display in a tree view.

2. Select from the tree the JAR file in which you want to configure the new JMS provider.
3. Expand the JAR file to view its contents.

4. Click the Resource Environment Providers folder. Take one of the following actions:
* Right-click the provider folder, and click New.
» Click Edit > New on the menu bar.

5. Configure the JMS provider properties in the displayed fields.
6. Click OK when you finish.
7. Click File > Save on the menu bar to save your changes.

Resource environment provider settings for application clients:
Use this page to specify resource environment entry properties.
To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you

browse for an EAR file, click Open. Expand the selected Java Archive (JAR) file. Right-click Resource
Environment Providers, and click New. The following fields are displayed on the General tab:

Name:
Specifies the administrative name for the resource environment provider.
Description:

Specifies a description of the resource environment provider for your administrative records.

Class Path:
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Specifies the path to the JAR file that contains the implementation classes for the resource environment
provider.

Custom Properties:

Specifies name-value pairs for setting additional properties on the object that is created at run time for this
resource.

You must enter a name that is a public property on the object and a value that can be converted from a
string to the type required by the set method of the property. The acceptable properties and values depend
on the object that is created. Refer to the object documentation for a list of valid properties and values.

Configuring new resource environment entries for application clients:

You can create new resource environment entries for your client application using the Application Client
Resource Configuration Tool (ACRCT).

Before you begin
During this task, you create new resource environment entries for your client application.
About this task

Procedure
1. Start the Application Client Resource Configuration Tool (ACRCT).

2. Open the EAR file for which you want to configure the new resource environment entry. The EAR file
contents are in the displayed tree view.

3. Click the desired resource environment provider, and complete the following action to configure new
providers:
+ |Configure a new resource environment provider]

4. Expand the resource environment provider to view the Resource Environment Entries folder.

5. Click the resource environment entries folder, and complete one of the following actions:
* Right-click the folder and select New.
* Click Edit > New on the menu bar.

6. Configure the resource environment entry properties in the displayed fields.
7. Click OK.
8. Click File > Save on the menu bar to save your changes.

Resource environment entry settings for application clients:

Use this page to specify resource environment entry properties.

To view this Application Client Resource Configuration Tool (ACRCT) page, click File > Open. After you
browse for an EAR file, click Open. Expand the selected JAR file > Resource Environment Providers >
resource environment instance. Right-click Resource Environment Entries, and click New. The following
fields appear on the General tab:

Name:

Specifies the administrative name for the resource environment entry.

Description:

Specifies a description of the URL for your administrative records.
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JNDI Name:

Specifies the Java Naming and Directory Interface (JNDI) name for the resource, including any naming
subcontexts.

Use this name to link to the binding information of the platform. The binding associates the resources
defined in the deployment descriptor of the module to the actual (or physical) resources bound into JNDI
by the platform.

Custom Properties:

Specifies name-value pairs for setting additional properties on the object that is created at run time for this
resource.

You must enter a name that is a public property on the object and a value that can be converted from a
string to the type required by the set method of the property. The acceptable properties and values depend
on the object that is created. Refer to the object documentation for a list of valid properties and values.

Example: Configuring Resource Environment settings:
You can configure Resource Environment settings. This topic provides the required fields and an example.

The purpose of this topic is to help you configure Resource Environment settings.
* Required fields:

— Resource Environment Provider page: Name

— Resource Environment Entry page: Name, JNDI Name
* Example:

<resources.env:ResourceEnvironmentProvider xmi:id="ResourceEnvironmentProvider 1"
name="resourceEnvProvider:name" description="resourceEnvProvider:description">
<classpath>resourcekEnvProvider:classpath</classpath>

<factories xmi:type="resources.env:ResourceEnvEntry" xmi:id="ResourceEnvEntry 1"
name="resourceEnvEntry:name" jndiName="resourceEnvEntry:jndiName"
description="resourceEnvEntry:description">

<propertySet xmi:id="J2EEResourcePropertySet 20">

<resourceProperties xmi:id="J2EEResourceProperty 22"
name="resourceEnvEntry:customName" value="resourceEnvEntry:customValue"/>
</propertySet>

</factories>

<propertySet xmi:id="J2EEResourcePropertySet 21">

<resourceProperties xmi:id="J2EEResourceProperty 23"
name="resourcekEnvProvider:customName" value="resourceEnvProvider:customValue"/>
</propertySet>

</resources.env:ResourceEnvironmentProvider>

Example: Configuring resource environment custom settings for application clients:
You can configure resource environment custom settings.

The purpose of this topic is to help you configure resource environment custom settings.

» The custom page applies to every resource type. You can specify as many custom names and values
as you need.

* Example:

<propertySet xmi:id="J2EEResourcePropertySet 20">

<resourceProperties xmi:id="J2EEResourceProperty 22"

name="resourceEnvEntry:customName" value="resourceEnvEntry:customValue"/>
</propertySet>
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Running a Java EE client application with launchClient

After deploying a Java EE client application onto a machine with an Application Client installation or in a
WebSphere Application Server node, you can start the application by using the launchClient command on
that machine.

Before you begin

Before you can use the launchclient command to run a Java EE client application, you must have
deployed the application.

This task only applies to Java EE client applications.
About this task

The Java Platform, Enterprise Edition (Java EE) specification requires support for a client container that
runs Java applications (known as Java EE client applications) and provides Java EE services to the
applications. Java EE services include naming, security, and resource connections.

Procedure

1. Start the Qshell environment.
On the CL command line, type the command:
STRQSH

2. Enter the following command to launch Java EE application clients:
app_client_root/bin/launchClient

where app_client_root is /QIBM/ProdData/WebSphere/AppServer/V8/Base or /QIBM/ProdData/WebSphere/
AppServer/V8/ND.

3. Pass parameters to the TaunchClient command or to your application client program as well. The
TaunchClient command allows you to do both. The TaunchClient command requires that the first
parameter is either:

* An EAR file specifying the application client to launch.

* Arequest for TaunchCTient usage information.

The following example illustrates the command line invocation syntax for the launchClient tool:

TaunchClient [-profileName pName | -JVMOptions options | -help | -?] userapp [-CCname=value] [app args]

where

* userapp is the path and the name of the EAR file that contains the application client.

e -CCname=value is the client container name-value pair parameter. See the client container
parameters section, for supported name-value pair arguments.

* app args are arguments that pass to the application client.

» -profileName defines the profile of the Application Server process in a multi-profile installation. The
-profileName option is not required for running in a single profile environment or in an Application
Clients installation.

« -JVMOptions is a valid Java standard or non-standard option string. Insert quotation marks around
the string.

* -help, -? prints the usage information.

All other parameters intended for the TaunchClient command must begin with the -CC prefix.
Parameters that are not EAR files, or usage requests, or that do not begin with the -CC prefix, are
ignored by the application client run time, and are passed directly to the application client program.

The TaunchClient command retrieves parameters from three places:
* The command line

* A properties file

» System properties
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The parameters are resolved in the order listed above, with command line values having the highest
priority and system properties the lowest. Using this prioritization you can set and override default
values.

4. Specify the server name.
By default, the launchClient command uses your_server_name for the BootstrapHost property value.

This setting is effective for testing your application client when it is installed on the same computer as
the server. However, in other cases override this value with the name of your server. You can override
the BootstrapHost value by invoking TaunchClient command with the following parameters:

launchClient myapp.ear -CCBootstrapHost=abc.midwest.mycompany.com

You can also override the default by specifying the value in a properties file and passing the file name
to the launchClient shell.

Security is controlled by the server. You do not need to configure security on the client because the
client assumes that security is enabled. If server security is not enabled, then the server ignores the
security request, and the application client functions as expected.

Example

You can store launchClient values in a properties file, which is a good method for distributing default
values. You can then override one or more values on the command line. The format of the file is one
launchClient -CC parameter per line without the -CC prefix. For example:

verbose=true classpath=/usr/1pp/mydir/util.jar;/usr/1pp/mydir/harness.jar;/usr/1pp
/production/G19/global.jar BootstrapHost=abc.westcoast.mycompany.com tracefile=/usr
/1pp/WebSphere/mylog. txt

launchClient tool:

This topic describes the Java Platform, Enterprise Edition (Java EE) command line syntax for the
launchClient tool for WebSphere Application Server.

Important: All users who run commands from a specific profile must have authority to modify files that are
created by other users that use the same profile. Otherwise, you might see a permission
denied error in the log files. To avoid this issue, consider one of the following policies:

» Use specific profiles for distinct user authorities
* Always use the same user for all of the commands that are run in a given profile

« Ensure that all users of a specific profile belong to the same group. In addition, ensure that
each user of a group has the read and write authority to the files that are created by other
members in the same profile.

The following example illustrates the command line invocation syntax for the launchClient tool:
lTaunchClient [-profileName pName | -JVMOptions options | -help | -?] userapp [-CCname=value] [app args]

where
* userapp is the path and the name of the EAR file that contains the application client.

» -CCname=value is the client container name-value pair parameter. See the client container parameters
section, for supported name-value pair arguments.

* app args are arguments that pass to the application client.

» -profileName defines the profile of the Application Server process in a multi-profile installation. The
-profileName option is not required for running in a single profile environment or in an Application
Clients installation.

» -JVMOptions is a valid Java standard or nonstandard option string, except -cp or -classpath. Insert
quotation marks around the string.

* -help, -? prints the usage information.
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The first parameter must be -help, -? or contain no parameter at all. The -profileName pName and
-JVMOptions options are optional parameters. If used, they must appear before the <userapp> parameter.
All other parameters are optional and can appear in any order after the userapp parameter. The Java EE
Application client run time ignores any optional parameters that do not begin with a -CC prefix and passes
those parameters to the application client.

Client container parameters

Supported arguments include:

-CCadminConnectorHost
Specifies the host name of the server from which configuration information is retrieved.

The default is the value of the -CCBootstrapHost parameter or the value, your.server.name, if the
-CCBootstrapHost parameter is not specified.

-CCadminConnectorPort
Indicates the port number for the administrative client function to use. The default value is 8880 for
SOAP connections and 2809 for Remote Method Invocation (RMI) connections.

-CCadminConnectorType
Specifies how the administrative client connects to the server. Specify RMI to use the RMI connection
type, or specify SOAP to use the SOAP connection type. The default value is SOAP.

-CCadminConnectorUser
Administrative clients use this user name when a server requires authentication. If the connection type
is SOAP, and security is enabled on the server, this parameter is required.

-CCadminConnectorPassword
The password for the user name that the -CCadminConnectorUser parameter specifies.

-CCaltDD
The name of an alternate deployment descriptor file. This parameter is used with the -CCjar parameter
to specify the deployment descriptor to use. Use this argument when a client JAR file is configured
with more than one deployment descriptor. Set the value to null to use the client JAR file standard
deployment descriptor.

-CCBootstrapHost
The name of the host server you want to connect to initially. The format is:
your_server_of choice.com

-CCBootstrapPort
The server port number. If you do not specify this argument, the WebSphere Application Server default
value is used.

-CCclassLoaderMode
Specifies the class loader mode. If PARENT_LAST is specified, the class loader loads classes from
the local class path before delegating the class loading to its parent. The classes loaded for the
following are affected:

» Classes defined for the Java EE application client

* Resources defined in the Java EE application

» Classes specified on the manifest of the Java EE client JAR file

» Classes specified using the -CCclasspath option

If PARENT_LAST is not specified, then the default mode, PARENT_FIRST, causes the class loader to

delegate the loading of classes to its parent class loader before attempting to load the class from its
local class path.

-CCclasspath
A class path value. When you launch an application, the system class path is used. If you want to
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access classes that are not in the EAR file or part of the system class paths, specify the appropriate
class path here. Multiple paths can be concatenated.

-ccp
Use this option to have the WebSphere Application Server set the specified system property during
initialization. Do not use the equals (=) character after the -CCD. For example:
-CCDcom.ibm.test.property=testvalue. You can specify multiple -CCD parameters. The general format
of this parameter is -CCD<property key>=<property value>. For example,
-CCDI18NService.enable=true

-CCdumpJavaNameSpace
Controls generation of a dump of the java: name space for the application that is launched, which can
be used for debugging purposes. A value of true generates a dump in short format, and includes the
name and object type for each binding. A value of long generates a dump in long format, and includes
additional information for each binding over short format, such as the local object type and string
representation of the local object. The default value is false, and does not generate a dump.

-CCexitVM
Use this option to have the WebSphere Application Server call the System.exit() method after the
client application completes. The default is false.

-CCinitonly
Use this option to initialize application client run time for ActiveX application clients without launching
the client application. The default is false.

-CCjar
The name of the client Java Archive (JAR) file that resides within the EAR file for the application you
wish to launch. Use this argument when you have multiple client JAR files in the EAR file.

-CCpropfile
Indicates the name of a properties file that contains launchClient properties. Specify the properties
without the -CC prefix in the file, with the exception of the securityManager, securityMgrClass and
securityMgrPolicy properties. See the following example: verbose=true.

-CCproviderURL
Provides bootstrap server information that the initial context factory can use to obtain an initial context.
WebSphere Application Server initial context factory can use either a Common Object Request Broker
Architecture (CORBA) object URL or an Internet Inter-ORB Protocol (IIOP) URL. CORBA object URLs
are more flexible than IIOP URLs and are the recommended URL format to use. This value can
contain more than one bootstrap server address. This feature can be used when attempting to obtain
an initial context from a server cluster. You can specify bootstrap server addresses, for all servers in
the cluster, in the URL. The operation will succeed if at least one of the servers is running, eliminating
a single point of failure. The address list does not process in a particular order. For naming operations,
this value overrides the -CCBootstrapHost and -CCBootstrapPort parameters. A CORBA object URL
specifying multiple systems is illustrated in the following example:

-CCproviderURL=corbaloc:iiop:myserver.mycompany.com:9810, :mybackupserver.mycompany.com:2809

This value is mapped to the java.naming.provider.url system property.

-CCsecurityManager
Enables and runs the WebSphere Application Server with a security manager. The default is disable.

-CCsecurityMgrClass
Indicates the fully qualified name of a class that implements a security manager. Only use this
argument if the -CCsecurityManager parameter is set to enable. The default is
java.lang.SecurityManager.

-CCsecurityMgrPolicy
Indicates the name of a security manager policy file. Only use this argument if the -CCsecurityManager
parameter is set to enable. When you enable this parameter, the java.security.policy system
property is set. The default is app_server_root/properties/client.policy.
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-CCsoapConnectorPort
The Simple Object Access Protocol (SOAP) connector port. If you do not specify this argument, the
WebSphere Application Server default value is used.

-CCtrace
Use this option to obtain debug trace information. You might need this information when reporting a
problem to IBM customer support. The default is false. For more information, read the Enabling trace
topic.

-CCtracefile
Indicates the name of the file to which trace information is written. The default is to write output to the
console.

-CCtraceMode
Specifies the trace format to use for tracing. If the valid value, basic, is not specified the default is
advanced. Basic tracing format is a more compact form of tracing.

For more information on basic and advanced trace formatting, refer to the Interpreting trace output
topic.

-CCverbose
This option displays additional information messages. The default is false.

If you are using an EJB client application with security enabled, edit the sas.client.props file, which is
located in the profile_root/properties directory. Within the file, change the com.ibm.CORBA.1oginSource
value to none.

For more information on the sas.client.props utility, refer to the Manually encoding passwords in
properties files and the PropFilePasswordEncoder command reference topics.

RMI connection with security. Used with the EJB and administrative client application.
Using Jacl:
wsadmin -conntype RMI -port rmiportnumber -user userid
-password password
Using Jython:
wsadmin -lang jython -conntype RMI -port rmiportnumber -user userid
-password password
rmiportnumber for your connection displays in the administrative console as
BOOTSTRAP_ADDRESS.

Attention:  On the AIX®, HP-UX, Linux, IBM i, Solaris, and z/OS operating systems, the use of
-password option may result in security exposure as the password information becomes visible to
the system status program, such as ps command, which can be invoked by other users to display
all of the running processes. Do not use this option if security exposure is a concern. Instead,
specify user and password information in the soap.client.props file for SOAP connector or
sas.client.props file for RMI connector. The soap.client.props and sas.client.props files are
located in the properties directory of your WebSphere Application Server profile.

If Kerberos (KRB5) is enabled for administrative authentication, the authentication target supports
BasicAuth and KRB5. To use KRB5, update the sas.client.props, soap.client.props, and
ipc.client.props files, according to the connector type.

Attention: When using Kerberos authentication, the user password does not flow across the
wire. A one-way hash of password is used to identify the client.

The following examples demonstrate correct syntax.

/QIBM/ProdData/WebSphere/AppServer/V61/Base/bin/TaunchClient /home/earfiles/myapp.ear
-profileName myprofile -CCBootstrapHost=myWASServer -CCverbose=true app_parml app_parm2
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Specifying the directory for an expanded EAR file:

You can archive the Manifest.mf client Java Archive (JAR) files instead of automatically cleaning them up
after the application exits.

Before you begin

Each time the launchClient tool is called, it extracts the Enterprise Archive (EAR) file to a random directory
name in the temporary directory on your hard drive. Then the tool sets up the thread ClassLoader to use
the extracted EAR file directory and JAR files included in the Manifest.mf client Java Archive (JAR) file. In
a normal J2EE Java client, these files are automatically cleaned up after the application exits. This
cleanup occurs when the client container shutdown hook is called. To avoid extracting the EAR file (and
removing the temporary directory) each time the launchClient tool is called, complete the following steps:

Procedure

1. Specify a directory to extract the EAR file by setting the
com.ibm.websphere.client.applicationclient.archivedir Java system property. If the directory does
not exist or is empty, the EAR file is extracted normally. If the EAR file was previously extracted, the
launchClient tool reuses the directory.

2. Delete the directory before running the launchClient tool again, if you need to update your EAR file.
When you call the TaunchClient command, it extracts the new EAR file to the directory. If you do not
delete the directory or change the system property value to point to a different directory, the
launchClient tool reuses the currently extracted EAR file and does not use your changed EAR file.
When specifying the com.ibm.websphere.client.applicationclient.archivedir property, make sure
that the directory you specify is unique for each EAR file you use. For example, do not point the
MyEarl.ear and the MyEar2.ear files to the same directory.

Downloading and running a Java EE client application using Java Web Start

Learn about the Java Web Start technology that is provided by the Java Standard Edition runtime
environment to deploy Java Enterprise Edition application clients, including Thin application clients, on the
remote client machine with a single click from a web browser on the client machine.

Before you begin

The supported client platforms for deploying application clients using the Java Web Start are the same as
the IBM Application Client for WebSphere Application Server supported platforms, except Linux on Power®
and 0S/400° operating systems.

Before you begin this task, see the following topics to understand Java Web Start technology and its
components:

- [‘Java Web Start architecture for deploying application clients” on page 143
« [“Client application Java Network Launcher Protocol deployment descriptor file” on page 144]
* |“ClientLauncher class” on page 147|

Note: The Sun Java Web Start, which is available from Sun Microsystems, is not compatible with the IBM
Runtime Environment, Java 2 Technology Edition, which is provided by WebSphere Application
Server and the IBM Application Client. The IBM Runtime Environment contains some additional
functionality that is not supported in the Sun Java Web Start. Also, the IBM Runtime Environment
uses a different packaging structure than the Sun Java Web Start. Use the IBM Runtime
Environment.

About this task

To deploy application clients using Java Web Start, the client machine must have at least a Java SE
runtime environment installed. The Java SE runtime environment includes the Java Web Start, which
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implements the JSR 56: Java Network Launching Protocol and API. The application clients Enterprise
Archive (EAR) file is a Java archive (JAR) resource in a JNLP descriptor file that resides on a central
server. The JNLP descriptor file also specifies the runtime environment requirement for running the
application.

WebSphere Application Server provides a launcher class to launch the Java EE application client in the
application client container inside of Java Web Start. The client machine might not have the IBM
Application Client for WebSphere Application Server installed. If this is the case, create and install an
application client container and runtime package as a runtime environment through Java Web Start. The
JNLP descriptor file specifies this runtime environment as the required runtime environment for running the
Java EE application client.

WebSphere Application Server also provides command-line utility programs to create this application client
container and runtime package from an existing IBM Application Client for WebSphere Application Server
installation, as well as an installer class to install this package as a runtime environment for the application
client container and also the Java Runtime Environment (JRE) in the IBM Application Client for
WebSphere Application Server installation. To run the Java EE application client, the EAR file is deployed
as a JAR resource that is described in the JNLP descriptor file.

Procedure

1. Identify the client machine operating system, and install the corresponding IBM Application Client for
WebSphere Application Server on a development machine. For example, if the Java EE application
clients are targeted to run on Windows operating systems, install the IBM Application Client for
WebSphere Application Server for Windows.

2. Run the utility programs to create the application client container and runtime package.
a. Use the|[buildClientRuntime tool” on page 152| utility to create the package.

b. Use the[*buildClientLibJars tool” on page 144 utility to create the JAR files containing the launcher
and the installer class. This utility also zips up the properties files in the <app_client_root>/
properties directory.

3. Create the runtime installer JNLP descriptor file. The JNLP response must be included in the JNLP
version ID to indicate the current runtime version in the response header, for example,
x-java-jnlp-version-id=1.6.0. Using a servlet of a JavaServer Pages (JSP) file to provide a dynamic
JNLP response.

4. Create the Java EE application client launch JNLP descriptor file.

5. Package the application client container runtime environments and the Java EE application in an
Enterprise Archive (EAR) file. Depending on your preferred deployment strategy, the files can be in two
separate Web modules, or combined into one.

6. All JAR resources must be Java signed, including the Java EE application client EAR file.

7. Deploy the Enterprise Archive file on an application server, and start the application. The Java EE
application client is ready to be deployed.

Example

A Java Web Start deployment Sample is included in the client samples. This Sample demonstrates the
steps to deploy a Java EE application client with an automated ANT script. The Sample has a servlet to
generate the runtime installer JNLP response with JNLP version ID, for example, x-java-jnlp-version-id.

Important: When the application client initially launches using Java Web Start from Sun Microsystems
Java SE Runtime Environment 6.0, it installs the Application Client runtime, which includes the
IBM JRE. An null pointer exception (NPE) is thrown from the
com.sun.deploy.services.WPlatformService.getSecureRandom() method. This is a known bug
in Sun Java SE 6 (http://bugs.sun.com/bugdatabase/view_bug.do?bug_id=6505528). If you
experience this exception, relaunch the application. The NPE only occurs on the first launch of
the application client.
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Java Web Start architecture for deploying application clients:

Java Web Start is an application-deployment technology that includes the portability of applets, the
maintainability of servlets and JavaServer Pages (JSP) file technology, and the simplicity of mark-up
languages such as XML and HTML. It is a Java application that allows full-featured Java EE client
applications to be launched, deployed and updated from a standard Web server. The Java Web Start client
is used with platforms that support a web browser.

Java Web Start is not supported.

Upon launching Java Web Start for the first time, you might download new client applications from the
Web. Each time you launch JWS thereafter, you can initiate applications either through a link on a web
page or (in Windows) from desktop icons or the Start menu. You can deploy applications quickly using
Java Web Start, cache applications on the client machine, and launch applications remotely offline.
Additionally, because Java Web Start is built from the Java Platform, Enterprise Edition (Java EE)
infrastructure, the technology inherits the complete security architecture of the Java EE platform.

The technology underlying Java Web Start is the Java Network Launching Protocol & APl (JNLP). Java
Web Start is a JNLP client and it reads and parses a JNLP descriptor file (JNLP file). Based on the JNLP
descriptor, it downloads appropriate pieces of a client application and any of its dependencies. If any of the
pieces of the application are already cached on the client machine, then those components are not
downloaded again, unless they have been updated on the server machine. After you download and cache
the client application, JWS launches it natively on the client machine.

The following diagram shows an overview of launching a client application, include the Application Client
for WebSphere Application Server as a dependent resource, using Java Web Start.

L~ —> WebSpl ClientL. her.jar
Web A ﬂ application-desc

il o
browser INLP —> EAR file for a Java EE apphcatlonl -
or JAR file for a non-Java EE application

Java Network
Launching Protocol
(JNLP) files

l

Java Web Start installer-desc
(JWS) JNLP —> WebSphereClientRuntimelnstaller.jar

P

—> WASClient7.0_runtime.jar

The web browser running on a client machine connects to a web application located on a server machine.
The client application JNLP descriptor file is downloaded and processed by Java Web Start on the client
machine.

In this diagram, there are two JNLP descriptor files:
 Client application JNLP descriptor (application-desc in the diagram)
» Application Clients run-time installer JNLP descriptor (installer-desc in the diagram)

Each of these JNLP descriptor files, the client application (JAR or EAR) and the dependent resource JAR
files are packaged as web applications in an EAR file. This EAR file is deployed to an Application server.
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The client machine with JWS installed uses a web browser to connect to the URL of the client application
JNLP descriptor file to download and run the client application.

Using Java Web Start from Java SE Runtime Environment 6.0 or later is highly recommended. All the
platforms supported by the application client for WebSphere Application Server are supported with the
exception Linux on Power and OS/400 platforms.

You can use the following:

« Java Web Start on the Java Standard Edition Developer Kits that IBM provides, packaged in Application
Client for WebSphere Application Server

» Java Web Start on Sun Microsystems Java SE 6 Development Kit or Java SE Runtime Environment
6.0, which you can download from the [Sun Microsystems website|for Windows, Linux and Solaris
operating systems

» Java Web Start on HP-UX JDK or JRE for Java Platform, Standard Edition, Version 6, which you can

download from the [HP website

buildClientLibJars tool:

For a Java Platform, Enterprise Edition (Java EE) application client application and or Thin application
client application to be launched using Java Web Start (JWS), the properties files bundled in Application
Client for WebSphere Application Server must be installed in the Java Web Start. Use this tool to create
those property JAR files. The Java Web Start client is used with platforms that support a web browser.

Java Web Start is not supported on WebSphere Application Server for IBM i.

The buildClientLibJars tool copies the JAR files from the Application Client for WebSphere Application
Server installation and creates a properties.jar file, which contains the properties files from the
Application Clients installation properties directory to a specified location. When this property is created,
the tool uses the value of keystore, storepass, alias and storetype to sign all of the JAR files in the
specified location.

Windows usage: buildClientLibJars.bat [-help] [-verbose] destdir keystore storepass alias storetype

Unix usage: buildClientLibJars.sh [-help] [-verbose] destdir keystore storepass alias storetype

where:

* -help will display the message

» -verbose will turn on verbose message

» destdir will output the destination directory name
» keystore is the key store file

* storepass is the key store password

* alias key is the alias name

* storetype is the key store type

Client application Java Network Launcher Protocol deployment descriptor file:

The deployment descriptor file is the main Java Network Launcher Protocol (JNLP) descriptor file for the
client application.

Location

The client application has an Application Clients runtime dependency that provides the following:
« Java SE Runtime Environment from IBM
» Application Clients run-time properties
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» SSL KeyStore and TrustStore file
» Application Clients run-time library JAR files (optional for Thin Application client applications)

If the Application Clients run-time dependency is not met, it is downloaded and installed in Java Web Start
(JWS), as described by the Application Clients run-time installer JNLP descriptor file. For example:

<j2se version="1.6" href="http://your_server.com/jws/wasappclient/download.jnlp"/>
Usage notes

The client application must also include the WebSphereClientLauncher. jar file, which contains the launcher
class, com.ibm.websphere.client.launcher.ClientLauncher, that completes one of the following actions:

« If it is a Java Platform, Enterprise Edition (Java EE) Application client application (that is the resources
for the application contain an EAR file with a client application), the EAR file must be specified as a JAR
resource so that it can be downloaded to JWS and specified in the system property,
com.ibm.websphere.client.launcher.ear. See['JNLP descriptor file for a Java EE Application client|
[application” on page 146 for an example.

» If it is a Thin Application client application, the Thin Application client application JAR file must be
specified as a JAR resource so that it can be downloaded to JWS and the name of the class containing
main method entry point is specified in the system property, com. ibm.websphere.launcher.main. See
[‘UNLP descriptor file for a Thin Application client application” on page 146|for an example.

The JNLP specification requires all the resource (JAR or EAR) files used in a JNLP file to be signed.

You can specify the —CC arguments defined in the launchClient tool for a J2EE Application client
application in application arguments section of the JNLP descriptor files. However, only —CCD is supported
for a Thin Application client application to define system properties and the JNLP <property> tag can also
be used to define system properties. See the following example for details:

<property name="java.naming.provider.url" value="corbaloc:iiop:myserver.com:9089"/>

For a J2EE Application client application, specify the following application arguments as defined in the

JNLP.

1. Specify your target server provider URL, as shown in the following example:
<argument> >-CCDjava.naming.provider.url =corbaloc:iiop:myserver.mydomain.com:9080 </argument>

2. Specify the SSL Key File and SSL Trust File location. These files are expected to be available in the
client machine. To use the ones in the Application Clients run-time dependency installed in JWS cache,
specify these application arguments:

<argument> -CCDcom.ibm.ss1.keyStore=${WAS_R0OOT}/etc/key.pl2 </argument>
<argument> -CCDcom.ibm.ss1.trustStore=${WAS_ROOT}/etc/trust.pl2 </argument>

3. Specify the initial naming context factor, as shown in the following example:
<argument>-CCDjava.naming.factory.initial=com.ibm.websphere.naming.WsnInitialContextFactory </argument>
For a Thin Application client application, you also need to specify the actual location of the

sas.client.props and ss1.client.props files located in the Application Clients runtime dependency
that is installed in the JWS cache.

<argument>-CCDcom. ibm.CORBA.ConfigURL=file:${WAS_ROOT}/properties/sas.client.props </argument>
<argument>-CCDcom. ibm.SSL.ConfigURL=file:${WAS_ROOT}/properties/ssl.client.props </argument>

If any of the default settings in the sas.client.props and sas.client.props file need modifying, use
the —CCD to change the settings through the system properties, as shown in the following example:

<argument>-CCDjavacom.ibm.CORBA.securityEnabled=false </argument>

Important: The ${WAS_ROOT]} token used in the JNLP file is replaced by the launcher class,
com.ibm.websphere.client.launcher.ClientLauncher, to the actual location of the Application
Clients run-time dependency installation in the JWS cache. If you are using JSP to
dynamically create this JNLP description file, you must escape this token because it has a
different meaning in JSP 2.0. See the following example for details:
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<argument>-CCDcom. ibm.ss1.keyStore=\${WAS_ROOT}/etc/key.pl2 </argument>
<argument>-CCDcom. ibm.ss1.trustStore=\${WAS_ROOT}/etc/trust.pl2 </argument>

JNLP descriptor file for a Java EE Application client application:

The deployment descriptor file is the main Java Network Launcher Protocol (JNLP) descriptor file for the
client application.

Here is an example of the client application JNLP descriptor file for a Java EE Application client
application:

<?xml version="1.0" encoding="utf-8"?>

<l--

This sample program is provided AS IS and may be used, executed, copied and modified
without royalty payment by customer (a) for its own instruction and study, (b) in order

to develop applications designed to run with an IBM WebSphere product, either for customer's
own internal use or for redistribution by customer, as part of such an application, in
customer's own products.

Licensed Materials - Property of IBM
5724-163, 5724-H88, 5724-H89, 5655-N02, 5724-J08
Copyright IBM Corp. 2008 ATl Rights Reserved.

US Government Users Restricted Rights - Use, duplication or
disclosure restricted by GSA ADP Schedule Contract with
IBM Corp.

-2

<jnlp spec="1.0+" codebase="http://your_server:port_number/jws/wasappclient/apps/">
<information>
<title>Java EE Client Example</title>
<vendor>IBM</vendor>
<homepage href="null"/>
<description>Java WebStart example: Launching Java EE Application Client</description>
<description kind="short">Java EE Applicaiton Client</description>
<description kind="tooltip">Java EE Application Client</description>
</information>

<security>
<all-permissions/>
</security>

<resources>

<j2se href="http://your_server:port number/jws/wasappclient/JREDownload.xjnlp" version="1.6"/>
<jar href="../1ib/WebSphereClientLauncher.jar" download="eager" main="false"/>

<jar href="../1ib/properties.jar" download="eager" main="false"/>

<jar href="SwingCalculator.ear" download="eager" main="false"/>

<property name="com.ibm.websphere.client.launcher.ear" value="SwingCalculator.ear"/>
</resources>

<application-desc main-class="com.ibm.websphere.client.Tauncher.ClientLauncher">
<argument>-CCproviderURL=corbaloc:iiop:tiu03.torolab.ibm.com:2809</argument>
</application-desc>
</jnlp>
JNLP descriptor file for a Thin Application client application:

The deployment descriptor file is the main Java Network Launcher Protocol (JNLP) descriptor file for the
client application. If it is a Thin Application client application, then the launcher class uses the current JVM
from the Application Clients run-time dependency and invokes the Thin Application client application main
method.
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Here is an example of the JNLP descriptor file for a Thin Application client application.

This sample program is provided AS IS and may be used, executed, copied and modified
without royalty payment by customer (a) for its own instruction and study, (b) in order

to develop applications designed to run with an IBM WebSphere product, either for customer's
own internal use or for redistribution by customer, as part of such an application, in
customer's own products.

Licensed Materials - Property of IBM
5724-163, 5724-H88, 5724-H89, 5655-N02, 5724-J08
Copyright IBM Corp. 2008 ATl Rights Reserved.

US Government Users Restricted Rights - Use, duplication or
disclosure restricted by GSA ADP Schedule Contract with
IBM Corp.

Licensed Materials - Property of IBM
5724-163, 5724-H88, 5724-H89, 5655-N02, 5724-J08
Copyright IBM Corp. 2008 ATl Rights Reserved.

US Government Users Restricted Rights - Use, duplication or
disclosure restricted by GSA ADP Schedule Contract with
IBM Corp.

-

-

<?xml version="1.0" encoding="utf-8"?>

<jnlp spec="1.0+"

codebase="http://your_server:port_number/jws/wasappclient/apps">
<information>
<title>Thin Base Calculator Client Samples</title>
<vendor>IBM</vendor>
<description>Thin Base Calculator Client Samples</description>
<offline-allowed/>

</information>

<security>
<all-permissions/>
</security>
<resources>
<j2se version="1.6" href="http://your_server:port_number/jws/wasappclient/JREDownload.xjnlp"/>

<jar href="/jws/wasappclient/1ib/WebSphereClientLauncher.jar" main="true"/>
<jar href="BasicCalculatorClientCommon.jar"/>

<jar href="BasicCalculatorEJB.jar"/>

<jar href="BasicCalculatorThinClient.jar"/>

<property name="com.ibm.websphere.client.launcher.main"
value="com.ibm.websphere.samples.technologysamples.basiccalcthinclient.BasicCalculatorClientThinMain"/>
<property name="java.naming.factory.initial"
value="com.ibm.websphere.naming.WsnInitialContextFactory" />
<property name="java.naming.provider.url"
value="corbaloc:iiop:tiu03:2809"/>

</resources>
<add</argument>
<argument>1</argument>
<argument>2</argument>
</application-desc>
</jnlp>
ClientLauncher class:
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The class, com.ibm.websphere.client.installer.ClientLauncher, contains a main() method that is called by
Java Web Start (JWS) to launch the client application. The Java Web Start client is used with platforms
that support a web browser.

Java Web Start is not supported.

This client is packaged in the WebSphereClientLauncher.jar file that is located in the Application Client for
WebSphere Application Server installation under the qapp_client_root>/ lib/webstart directory.

The launcher class requires that the following properties are defined. These properties are not defined in a

separate properties file. Instead, the properties are defined as part of the Java Network Launching
Protocol (JNLP) files.

com.ibm.websphere.client.launcher.main
If the client application is a Thin Application client, then this property should be specified. It
specifies the class where the main entry point of the client application resides.

com.ibm.websphere.client.launcher.ear
If the client application is a Java Platform, Enterprise Edition (Java EE) Application client, then this
property should be specified. It specifies the name of the EAR file to be executed. This property
takes precedence over com.ibm.websphere.client.launcher.main. However, only one of the two
properties should be specified.

Application client launcher for Java Web Start:

The application client launcher for Java Web Start is a Java class,
com.ibm.websphere.client.installer.ClientLauncher, which has a main() method that Java Web Start calls to
start the application client container and to invoke the application client's main() method. It provides similar
functions as the lauchClient command line tool to start application clients from the command line.

The com.ibm.websphere.client.launcher.ClientLauncher class is packaged in the
WebSphereClientLauncher.jar file under the <app_client_root>/lib/webstart directory.

The launcher tool requires that the following properties are defined.

com.ibm.websphere.client.launcher.main
If the client that is to be run is a thin client, then this property should be specified. It specifies the
class where the main entry point of the application resides. It is the main class name for a Thin
application client. If it is set, the launcher will not start the client container, it will rather invoke the
main method for the application directly. However, if com.ibm.websphere.client.Tauncher.ear is
also set, it will be ignored.

com.ibm.websphere.client.launcher.ear
If the client that is to run is the Java Platform, Enterprise Edition (Java EE) client, then this
property should be specified. It specifies the name of the ear file to be executed. This property
takes precedence over com.ibm.websphere.client.launcher.main although only one of the two
properties should be specified.

These properties are not defined in a separate properties file. Instead, they are defined as part of the Java
Network Launching Protocol files.

When com.ibm.websphere.client.launcher.ear is set, the application client launcher for JWS supports
almost all of the —CC arguments as the lauchClient command line tool supports. However, if only
com.ibm.websphere.client.launcher.main is set, the launcher will only support the —CCD argument. The
following table shows the comparison of the supported —CC arguments for the launchClient command line
tool and the application client launcher for JWS:
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Table 14. Comparison of the supported —CC arguments for the launchClient command line tool and the application
client launcher for JWS. Comparison of the supported —CC arguments

-CC argument launchClient Application client launcher for JWS
-CCverbose Yes Yes
-CCjar Yes Yes
-CCclasspath Yes N/A
-CCadminConnectorHost Yes Yes
-CCadminConnectorPort Yes Yes
-CCadminConnectorType Yes Yes
-CCadminConnectorUser Yes Yes
-CCaltbD Yes Yes
-CCBootstrapHost Yes Yes
-CCBootstrapPort Yes Yes
-CCproviderURL Yes Yes
-CCinitonly Yes N/A
-CCtrace Yes Yes
-CCtracefile Yes Yes
-CCsecurityManager Yes N/A
-CCsecurityMgrClass Yes N/A
-CCsecurityMgrPolicy Yes N/A
-CCD Yes Yes
-CCexitVM Yes Yes
-CCdumpJavaNameSpace Yes Yes
-CCsoapConnectorPort Yes Yes
-CCtraceMode Yes Yes
-CCclassLoaderMode Yes Yes

Macro expansion is supported for the —CCD argument by the application client launcher for JWS. The
launcher will automatically substitute certain macro keys (enclosed with ${...}) with the calculated value at
runtime. For example, if a macro key is used in the —CCD argument in the application client JNLP

manifest file,

<argument>-CCDcom. ibm.ss1.keyStore= ${WAS_ROOT}/etc/key.pl2</argument>

it will be expanded to the JWS cache installation root location and the argument will become:
-CCDcom.ibm.ss1.keyStore=/home/tiu/.java/deployment/cache/javaws/ext/E1134532441112/etc/keyl2.p12

The following table shows the three macro keys that are currently supported and will be substituted by the

launcher:

Table 15. Currently supported macro keys. Supported macro keys

Macro key

Value

${WAS_ROOT}

Installation root location within the JWS cache that is
used by the application client container and runtime
installer for JWS.

${JAVA_HOME}

Location of Java home. The return value of
System.getProperty(“‘java.home”).
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Table 15. Currently supported macro keys (continued). Supported macro keys

Macro key Value

${USER_HOME} Location of user home. The return value of
System.getProperty(“‘user.home”).

Preparing the application client run time dependency component for Java Web Start:

To launch a Java Platform, Enterprise Edition (Java EE) application client application, a Thin application
client application, or both using Java Web Start (JWS), a Java Runtime Environment implementation Java
archive (JAR) that IBM provides, the library JAR files and properties files bundled in Application Client for
WebSphere Application Server must be installed in the JWS. Learn the steps to build the application client
run time dependency component from an application client installation. It is packaged as a web application
archive (WAR) file that can be installed in an application Server.

Before you begin

Install the Application Client for WebSphere Application Server for the operating system to which the client
application deploys. If there is a requirement to deploy the client application to multiple operating systems,
the application client run time dependency component must be built separately for each operating system
that client application supports.

Procedure

1. Install the Application Client for WebSphere Application Server for the client application supported
operating systems.

2. Change the directory to the installation bin directory.

3. Run the |“buiIdCIientRuntime tool” on page 152| to generate the application client run time JAR file,
which contains the Java Standard Edition Runtime Environment, the run time library JAR files,
properties files, and the SSL KeyStore and TrustStore files from the application client installation.

4. Run the buildClientLibJars tools to package up the properties files in the properties directory of the
application client installation into a properties.jar file in the specified location. The buildClientLibJars
tools will also copy the WebSphereClientLauncher. jar file and WebSphereClientRuntimelnstaller.jar
file from the application client installation to the specified location. All jar files in the specified location
will be signed by the provided certificate.

For example, if you are using Version 7.0 and using the test certificate that is included in the
application client installation:

buildClientLibJars C:\Temp\webstart ..\etc\DummyClientKeyFilejar WebAS "websphere dummy client" JKS

5. Create a JavaServer Pages (JSP) file or use a servlet to generate the application client run time
installer Java Network Launching Protocol (JNLP) descriptor to respond to Java Web Start request.
See the Java Web Start deployment sample in the application client installation.

6. Package the two signed JAR files, WASC1ient7.0 windows.jar and
WebSphereClientRuntimelnstaller.jar, and the JSP file or servlet for generating the Application Client
run time installer JNLP descriptor into a web application archive (WAR) file. This WAR file is packaged
into an EAR file that can be deployed to an application server. See the Java Web Start deployment
sample in the application client installation.

Results
Your web application is ready to serve the application client run time and the JRE environment.

Example

<!-- This sample program applies to WebSphere Application Server, Version 6.1.
It is provided AS IS and may be used, executed, copied and modified
without royalty payment by customer (a) for its own instruction and study, (b) in order
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to develop applications designed to run with an IBM WebSphere product, either for customer's
own internal use or for redistribution by customer, as part of such an application, in
customer's own products.

Product 5630-A36, (C) COPYRIGHT International Business Machines Corp., 2005
A11 Rights Reserved * Licensed Materials - Property of IBM

-

<%-- // to set the Last Modified header so that the JNLP client will know whether to download
// the JNLP file again and update the cached copy.
String jspPath = application.getRealPath(request.getServietPath());
java.io.File jspFile = new java.io.File(jspPath);
Tong lastModified = jspFile.lastModified();

%><%
// Tocally declared variables
String url=request.getRequestURL().toString();
String jnlpCodeBase=url.substring(0,url.lastIndex0f('/"'));
String jnlpRefURL=url.substring(url.lastIndexOf('/')+1,url.length());
// Need to set a JNLP mime type - if WebStart is installed on the client,
// this header will induce the browser to drive the WebStart Client
response.setContentType("application/x-java-jnlp-file"); 1
response.setHeader("Cache-Control", null);
response.setHeader("Set-Cookie", null);
response.setHeader("Vary", null);
response.setDateHeader("Last-Modified", TastModified);
// An installer must reply with the version number for a given install
if (response.containsHeader("x-java-jnip-version-id"))
response.setHeader("x-java-jnlp-version-id", "WASClient6.1.0"); 2
else
response.addHeader("x-java-jnlp-version-id", "WASClient6.1.0");
%>

<?xml version="1.0" encoding="utf-8"?>

<!__ —============================S============S====S====S===S=S===S====== ==
<!-- TODO: change "codebase" to the actual url Tocation of this jsp -->
<!__ m=============-====-===-=-=-==-=-===-=-===-====-====-====-================= ..>

<jnlp spec="1.0+"
codebase="http://YOUR_APP_SERVER:PORTNUMBER/WEBAPP_CONTEXT ROOT/Runtime/WebSpheredre">

<information>
<title>Application Client Java Runtime Environment</title>
<vendor>IBM</vendor>
<icon href="icon.gif"/>
<description>Application Client Java Runtime Environment</description>
<description kind="short">Application Client JRE</description>
<description kind="tooltip">Application Client JRE</description>
<offline-allowed/>

</information>

<security>
<all-permissions/>
</security>

<resources>
<j2se version="1.4+"/><%-- The installer can use any 1.4 JRE --%> 3
<jar href="WebSphereClientRuntimeInstaller.jar" main="true"/> 4

<!-- JRE version registration with Web Start -->
<property name="com.ibm.websphere.client.jre.version" value="WASClient6.1.0"/> 5
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</resources>

<resources os="Windows"> 6

<!__ —==—===—========-====-====-===-=-===-S=-===-=-===-========================= ..>

<!l-- TODO: the property value for unix platform is "java/jre/bin/javaw" -->

<l--  and the "os" value match to your target client machine platform -->
<!__ === ===============-====-====-===-S====-====-========S====S===S========== >

<la- ================================S============================== -.>
<!-- TODO: property value for unix platform is "java/jre/bin/javaw" -->
<!__ === ===========-====-====-===-=-===-S=-===S====-====S====S================= -.>

<l-- relative path of the jre executable —->

<property name="com.ibm.websphere.client.jre.launch.java"
value="java\jre\bin\javaw.exe"/> 8

</resources>

<installer-desc main-class="com.ibm.websphere.client.installer.ClientRuntimelnstaller"/>
</jnlp>

1. Specifies that the file is a JNLP mime type so that the browser can process the JNLP file.

2. Specifies the exact version of this Application Client run time dependency component in the response
by setting the HTTP header field: x-java-jnlp-version-id.

3. Specifies the required JRE version to run the installer program.

4. Specifies the installer WebSphereClientRuntimeInstaller.jar file, which contains the
ClientRuntimelnstaller class.

5. Specifies a system property that defines the version of Application Client run time dependency
component. This version is registered to the JNLP client.

6. Specifies resources for a particular platform. Each supported client application platform needs its own
separate JAR file.

7. Specifies the Application Client run time dependency component JAR file.
8. Specifies the program to call that starts a JVM for the client application.

buildClientRuntime tool:

For a Java Platform, Enterprise Edition (Java EE) application client application and or Thin application
client application to be launched using Java Web Start (JWS), the library JAR files bundled in Application
Client for WebSphere Application Server must be installed in the Java Web Start. Use this tool to build
those JAR files. The Java Web Start client is used with platforms that support a web browser.

The Java Web Start client is not supported on WebSphere Application Server for OS/400.

The buildClientRuntime tool builds the required components from the WebSphere Application Server
clients installation into the JAR file specified on the command. This JAR file contains:

* License files

« Java SE Runtime Environment 6 (JRE 6) that IBM provides
» Application Clients runtime properties and configuration

» SSL KeyStore and TrustStore files

* Runtime library JAR files

In the case of building an Application Clients runtime JAR file only for serving Thin Application client

applications and not for Java EE Application client applications, the runtime library JAR files and the
Application Clients runtime properties files are not included, except the configuration files,
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sas.client.props, ss1.client.props and soap.client.props, located in the WAS_ROOT/properties
directory. The Java Web Start client is used with platforms that support a web browser.

The command-line invocation syntax for the buildClientRuntime tool is shown in the following example:

Windows Usage: buildClientRuntime.bat [-help] [-verbose] outfile keystore storepass alias storetype
Unix Usage: buildClientRuntime.sh [-help] [-verbose] outfile keystore storepass alias storetype
where:

* -help will display the message

» -verbose will turn on verbose message
 outfile is the output file name

» keystore is the key store file

» storepass is the key store password

» alias is the key alias name

» storetype is the key store type

ClientRuntimelnstaller class:
This section provides information on the ClientRuntimelnstaller class.

This class, com.ibm.websphere.client.installer.ClientRuntimelnstaller, contains a main() method that Java
Web Start (JWS) calls to install the Application Client for WebSphere Application Server run-time
dependency component in JWS cache. It is packaged in WebSphereCTientRuntimeInstaller.jar file
located in the Application Client for WebSphere Application Server installation in the <app server rootp/
JWS directory.

Specify the WebSphereClientRuntimeInstaller.jar file and the Application Client run-time dependency
component JAR file as JAR resources in the Application Client run-time installer Java Network Launcher
Protocol (JNLP) descriptor file. See the following example for details:

<jar href="Launcher/WebSphereClientRuntimeInstall.jar" main="true"/>
<jar href="Launcher/WASClient6.1 windows.jarRuntimeInstall.jar" main="true"/>

The ClientRuntimelnstaller class main method requires the following properties to be set in the JNLP file:

com.ibm.websphere.client.jre.version
Specifies a Java Runtime Environment (JRE) version name that is to be used when referring to
the Application Client run-time dependency component.

com.ibm.websphere.client.jre.launch.java
Specifies the relative location of the javaw.exe program in the Application Client run-time
dependency component JAR file.

The previously mentioned properties, JRE version name and the location of the javaw.exe program are
registered to the Java Web Start Application Manager, as shown in the following example:

<property name="com.ibm.websphere.client.jre.version" value="WASclient6.1"/>
<property name="com.ibm.websphere.client.jre.launch.java" value="java\jre\bin\javaw.exe"/>

Using the Java Web Start sample:

The EAR file, WasAppClientRuntime.ear, is provided in the app_client_root/samples/bin/
WasAppClientRuntime directory of the Client Application for WebSphere Application Server installation. This
EAR file provides a sample Application Clients run-time installer JNLP descriptor file and a sample
Application Clients run-time library component JNLP descriptor file. Follow the steps in this task to build
the Application Clients run-time dependency component and the Application Clients run-time library
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component. Add these components to the WebSphereClientRuntime.ear file, and then install the EAR file in
an Application Server to be used by the client application.

About this task

There is a new Java Web Start sample available in the client sample gallery for WebSphere Application
Server V7.0. Refer to the client sample gallery in the Application Client for WebSphere Application Server
product. The name of the new sample is "Java Web Start Deployment Sample".

Installing Java Web Start:

Learn about the steps that are necessary to install Java Web Start (JWS).. Java Web Start technology is
provided by the Java SE runtime environment to deploy Java EE application clients (including Thin
application clients) on the remote client machine with a single click from a web browser on the client
machine.

Before you begin

Before you begin this task, see the ['Preparing the application client run time dependency component for
Java Web Start” on page 150 topic to understand Java Web Start (JWS) technology and components.

Note: The Sun Java Web Start, which is available from Sun Microsystems, is not compatible with the IBM
Runtime Environment, Java 2 Technology Edition, which is provided by WebSphere Application
Server and the IBM Application Client. The IBM Runtime Environment contains some additional
functionality that is not supported in the Sun Java Web Start. Also, the IBM Runtime Environment
uses a different packaging structure than the Sun Java Web Start. Use the IBM Runtime
Environment.

About this task
Complete the following steps to install JWS:

Procedure
1. Install IBM Application Client for WebSphere Application Server.
2. Change your directory to the javaws path.
e client_install _root\java\jre\lib\javaws
3. Run the update settings script from the path mentioned in the previous step.
* Run the updateSetting.sh script
4. Change your path to the JWS installed path. For example, enter:
e client_install_root\java\jre\javaws
5. Run javaws from the path mentioned in the previous step.
* Run ./javaws command.

Using a static JNLP file with Java Web Start for Application clients:

Do not use JSP to dynamically generate a JNLP file, otherwise the JNLP jsp page cannot be opened in
some |IE browsers.

About this task
To use a static JNLP file, you will need to add the following mime type mapping in the web.xml file:
<?xml version="1.0" encoding="UTF-8"?>

<web-app id="WebApp_ID" version="2.4" xmlins="http://java.sun.com/xml/ns/j2ee"
xmins:xsi="http://www.w3.0rg/2001/XMLSchema-instance"
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xsi:schemalocation="http://java.sun.com/xml/ns/j2ee
http://java.sun.com/xml/ns/j2ee/web-app_2_4.xsd">
<display-name>
WAS Client runtime for Java Web Start</display-name>
<welcome-file-1ist>
<welcome-file>index.html</welcome-file>
<welcome-file>index.htm</welcome-file>
<welcome-file>index.jsp</welcome-file>
<welcome-file>default.html</welcome-file>
<welcome-file>default.htm</welcome-file>
<welcome-file>default.jsp</welcome-file>
</welcome-file-Tist>
<mime-mapping>
<extension>jnlp</extension>
<mime-type>application/x-java-jnlp-file</mime-type>
</mime-mapping>
</web-app>

Running the IBM Thin Client for Enterprise JavaBeans (EJB)

An EJB Client is a Remote Method Invocation over Internet Inter-ORB Protocol (RMI-1IOP) Java Platform,
Standard Edition (Java SE) application that accesses remote Enterprise Java Beans from a server through
Java Naming and Directory Interface (JNDI) look up. IBM Thin Client for EJB offers a smaller footprint and
is easy to deploy to a Java SE environment and an Eclipse Rich Client Platform (RCP) environment. You
can bundle the IBM Thin Client for EJB library using the WebSphere Application Server installation or the
Application Client for WebSphere Application Server installation with your application. The IBM Thin Client
for EJB also extends the choice of Java SE runtime. It can be run in the Java Runtime Environment (JRE)
that is packaged with the WebSphere Application Server product, the Sun Microsystems JRE that is
downloaded from the Sun Microsystems website, or the JRE that is downloaded from the HP website.

Before you begin

The IBM ORB implementation library is required if the IBM Thin Client for EJB is running with a non-IBM
product JRE on a non-IBM product platform. For example, running the IBM Thin Client for EJB with Sun
Microsystems JRE on Windows, Linux, or Solaris, and with the HP JRE on HP-UX. The IBM-provided
Solaris hybrid and HP hybrid JRE are not considered non-IBM product JRE environments.

The IBM Thin Client for EJB can access version 2.x and version 3.x EJB on the WebSphere Application

Server using the JNDI lookup, but it cannot access version 3.x EJB through resource injection. Resource
injection is supported if the client application is a Java Platform, Enterprise Edition (Java EE) Application
Client running within the Java Platform, Enterprise Edition (Java EE) Application Client Container.

Before you set up an EJB Thin Client environment, obtain the Java archive (JAR) file for the EJB Thin
Client for WebSphere Application Server. To obtain the EJB Thin Client for WebSphere Application Server,
install WebSphere Application Server or Application Client. The EJB Thin Client for WebSphere Application
Server file, com.ibm.ws.ejb.thinclient _8.0.0.jar, is located in the app_server_root\runtimes directory.

Copy the Java archive (JAR) file for the IBM Thin Client for EJB with WebSphere Application Server
product, com.ibm.ws.ejb.thinclient 8.0.0.jar and the endorsed apis_8.0.0.jar files, to other machines
to create a lightweight client environment that enables communications with the products. Copies of the
IBM Thin Client for EJB are subject to the same terms and conditions of the license agreement for the
WebSphere product where you obtained the Thin Client for EJB. Refer to the license agreements for
correct usage and other limitations.

Copy the app_server_root\runtimes\endorsed\endorsed_apis_8.0.0.jar file into the default directory,
JAVA JRE\Tib\endorsed. Alternatively, you can use the java.endorsed.dirs property to specify a directory of
your choice. If you choose to use an alternative directory, it is a best practice to only include the
endorsed_apis JAR file.
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The IBM Thin Client for EJB with WebSphere Application Server runs on distributed operating systems
with JDK support, including both Version 5 and Version 6. When using the IBM Thin Client for EJB as a
standalone Java SE application with a non-IBM product JRE, you must override the default ORB
implementation for the JRE through one of following methods:

* Include the com.ibm.ws.orb_8.0.0.jar file in the Java system classpath.

* Override the default ORB implementation in the JRE, using Java Endorsed Standards Override
Mechanism.

+ Set the java.endorsed.dirs path to a directory that contains the com.ibm.ws.orb_8.0.0.jar file.

When running the IBM Thin Client for EJB as an Eclipse RCP application, it is recommended to use
method two, to override the default JRE ORB implementation.

Important: The Pluggable Application Client is deprecated. It is replaced by the IBM Thin Client for EJB.

Attention: When running the IBM Thin Client for EJB, and the
-Djava.util.Togging.manager=com.ibm.ws.bootstrap.WsLogManager command line option is used, a
ClassDefNotFoundError error is thrown. The use of WsLogManager is not supported in the IBM Thin Client
for EJB, but you can use another Java logging manager.

About this task
Run the IBM Thin Client for EJB, by completing the following steps.

Procedure
1. Invoke the client application. Run the following Java command:
Add the following system properties to the Java command if you want authentication and SSL enabled:

2. Provide IIOP authentication configuration and Client SSL Configuration. Add the following system
properties to the Java command:

-Dcom.ibm.SSL.ConfigURL=file:///home/userl/ss1.client.props

-Dcom. ibm.CORBA.ConfigURL=file:///home/userl/sas.client.props

You can obtain the ss1.client.props file and sas.client.props file from the WebSphere Application
Server installation and modify the file to suit your environment. You must, at a minimum, update the
location of the key files in the ss1.client.props file to the match location of your target environment.
For example,

-Dcom. ibm.ss1.keyStore=/home/userl/etc/key.pl2
-Dcom.ibm.ss1.trustStore=/home/userl/etc/trust.pl2

Recommended SSL configuration settings when running the application with a non-IBM product JRE:

com.ibm.ssT.protocol=SSL
com.ibm.ss1.trustManager=SunX509
com.ibm.ss1.keyManager=SunX509
com.ibm.ss1.contextProvider=SunJSSE

com.ibm.ss1.keyStoreType=JKS
com.ibm.ss1.keyStoreProvider=SUN
com.ibm.ss1.keyStore=/home/userl/etc/key.jks

com.ibm.ss1.trustStoreType=JKS
com.ibm.ss1.trustStoreProvider=SUN
com.ibm.ss1.trustStore=/home/userl/etc/trust.jks

The key store file and trust store file must be created using the Java keytool utility before the
application runs. The automatic key file generation is not supported with a non-IBM product JRE.

You must override the default ORB implementation of the non-IBM product JRE with the
com.ibm.ws.orb 8.0.0.jar file, or add it to the classpath.

3. Run your client application:

* Enter the following command if you have copied the endorsed_apis_8.0.0.jar file into the
JAVA_JRE\1ib\endorsed default directory; for example:
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$JAVA_HOME/bin/java -Dcom.ibm.SSL.ConfigURL=file:///home/sample/ss1.client.props <your_client_application>

» Enter the following command if you have copied the endorsed_apis_8.0.0.jar file into a directory
other than the default JAVA_JRE\1ib\endorsed directory; for example:

$JAVA_HOME/bin/java
-Djava.endorsed.dirs=<directory_that_includes_endorsed_apis_8.0.0.jar>
-Dcom.ibm.SSL.ConfigURL=file:///home/sample/ss1.client.props <your client_application>

What to do next

Enable trace for the IBM Thin Client for EJB by adding the following to the Java command.

-Dcom.ibm.ejs.ras.lite.traceSpecification=+=all

Running Java thin client applications

You can run Java thin client applications on machines installed with either a WebSphere Application Client
installation or a WebSphere Application Server installation.

About this task

Important: Java thin clients are not packaged with JDBC provider classes. For example, the WebSphere
Application Server Version 7.0 Java thin client is not packaged with Apache Derby 10.2
classes. Likewise, the version 6.1 Java thin client is not packaged with Cloudscape Version
5.1, Cloudscape Version 10.0, or Cloudscape version 10.1 classes. Therefore, to utilize the
JDBC provider classes (such as Apache Derby, Oracle, DB2, Informix®, or Sybase) on a Java
thin client, you must:

1. Add the classes to your Java thin client application environment.
2. Make the classes visible to the Java thin client application. To do this, add the path to the
classes in the client classpath within the script that launched the client program.

Otherwise, any attempt to load a database class (such as through the JNDI lookup of a
datasource) results in a ClassNotFoundException.

The Java invocation to run a Java thin client application varies between a client and a server. If your Java
thin client application needs to run on both a client installation and a server installation, follow the steps in
the Running a Java thin client application on a server machine topic.

Procedure
* |‘Running a Java thin client application on a client machine” on page 159
« [“Running a Java thin client application on a server machine” on page 159|

Example

Your Java thin application client no longer needs additional code to set security providers if you have
enabled security for your WebSphere Application Server instance. This code found in IBM i Java thin or
pluggable application clients should be removed to prevent migration and compatibility problems. The
java.security file from your WebSphere instance in the properties directory is now used to configure the
security providers.

Running the thin or pluggable application client with security enabled|

Running the thin or pluggable application client with security enabled. The following code examples
illustrates how security providers were set programmatically in the main() method and occurred prior to
any code that accessed enterprise beans:

import java.security.*;
if (System.getProperty("os.name").equals("0S/400")) {
// Set the default provider Tist first.
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Provider jceProv = null;
Provider jsseProv = null;
Provider sunProv = null;

// Allow for when the Provider is not needed, when
// it is not in the client application's classpath.
try {
jceProv = new com.ibm.crypto.provider.IBMICE();
1
catch (Exception ex) {
ex.printStackTrace();
throw new Exception("Unable to acquire provider.");

try {
jsseProv = new com.ibm.jsse.JSSEProvider();
1
catch (Exception ex) {
ex.printStackTrace();
throw new Exception("Unable to acquire provider.");

try {
sunProv = new sun.security.provider.Sun();
1
catch (Exception ex) {
ex.printStackTrace();
throw new Exception("Unable to acquire provider.");

// Enable providers early and ahead of other providers

// for consistent performance and function.

if ( (null !'= sunProv) &% (1 != Security.insertProviderAt(sunProv, 1)) ) {
Security.removeProvider(sunProv.getName());
Security.insertProviderAt(sunProv, 1);

1

if ( (null !'= jceProv) &% (2 != Security.insertProviderAt(jceProv, 2)) ) {
Security.removeProvider(jceProv.getName());
Security.insertProviderAt(jceProv, 2);

}

if ( (null !'= jsseProv) && (3 != Security.insertProviderAt(jsseProv, 3)) ) {
Security.removeProvider(jsseProv.getName());
Security.insertProviderAt(jsseProv, 3);

}

// Adjust default ordering based on admin/startstd properties file.
// Maximum allowed in property file is 20.

String provName;

Class provClass;

Object provObj = null;

for (int i = 0; i < 21; i++) {
provName = System.getProperty("os400.security.provider."+ i);

if (null != provName) {

try {
provClass = Class.forName(provName);
provObj = provClass.newInstance();

catch (Exception ex) {

// provider not found
continue;

}

if (i != Security.insertProviderAt((Provider) provObj, i)) {
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// index 0 adds to end of existing list

if (i 1= 0) {
Security.removeProvider(((Provider) prov0Obj).getName());
Security.insertProviderAt((Provider) provObj, 1i);

}

} // end if (nul1 != provName)
} // end for (int i = 0; i < 21; i++)
} // end if ("os.name").equals("0S/400")

For examples of Java thin client applications, refer to the Samples section of the information center.

Running a Java thin client application on a client machine
To run a Java thin client application on a machine with Application Client for WebSphere Application
Server installed, use the setup Client command then start the application.

Before you begin

Before performing this task, you must install the Java thin application client from the Application Client for
WebSphere Application Server installation.

Procedure
1. Set up the client application environment. Run the setupClient command.

Use the setupClient script.
a. Start the Qshell environment. On the CL command line, run the STRQSH command.
b. On the Qshell command line, run the following command using the dot (.) operator:

. app_client_root/bin/setupClient [-profileName profileName]
2. Run a Java command to invoke your client application.

Run the following command on the Qshell command line:
java ${JAVA_FLAGS_EXT} -classpath "$WAS_CLASSPATH:jars_and classes" -Djava.naming.provider.url=URL class_name app_parm

Running a Java thin client application on a server machine
To run a Java thin client application on a machine with WebSphere Application Server installed, use the
setupClient command then start the application.

Before you begin
You must install WebSphere Application Server before performing this task.

Procedure
1. Set up the Thin application client environment.

Use the setupClient script.
a. Start the Qshell environment. On the CL command line, run the STRQSH command.
b. On the Qshell command line, run the following command using the dot (.) operator:

. app_server_root/bin/setupClient [-profileName profileName]
2. Run the application client.
Run the following command on a Qshell command line.
java ${JAVA FLAGS_EXT} -classpath "$WAS_CLASSPATH:jars_and_classes" -Djava.naming.provider.url=URL class_name app_parm

When using the WebSphere Application Server launcher, run the following command on a Qshell
command line:

java ${JAVA FLAGS_EXT} -classpath "$WAS_CLASSPATH:jars_and_classes" -Djava.naming.provider.url=URL com.ibm.ws.bootstrap.!
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Managing resources for Java EE client applications

You can manage resources for Java Platform, Enterprise Edition (Java EE) application clients by using the
Application Client Resource Configuration Tool (ACRCT).

Before you begin

Before you can manage resources for a Java EE client application, you must have deployed that
application.

About this task

After deploying a Java EE client application client, you might want to or need to update the resources that
you configured for that client application.

If you want to manage the resources of a Java EE client application deployed on z/OS, you can run the
Application Client Resource Configuration Tool (ACRCT) on Windows, according to the following steps,
and then reinstall the application on z/OS.

Updating data source and data source provider configurations with the
Application Client Resource Configuration Tool

You can update the configuration of an existing data source or data source provider using the Application
Client Resource Configuration Tool (ACRCT).

About this task

During this task, you update the configuration of an existing data source or data source provider. Perform
this task when your database configuration changes.

Procedure

1. Start the Application Client Resource Configuration Tool (ACRCT), and open the Enterprise Archive
(EAR) file containing the data source or data source provider. The EAR file contents display in a tree
view.

2. Select Java Archive (JAR) file from the navigation tree containing the data source or data source
provider to update.

3. Expand the JAR file to view its contents until you locate the particular data source or data source
provider to update. Take one of the following actions:
* Right-click the data source object and click Properties.
» Click Edit > Properties on the menu bar.

4. Update the properties in the displayed fields. For detailed field help, refer to the Data source provider
properties topic.

5. Click OK when you finish.

6. Click File > Save on the menu bar to save your changes.

Updating URLs and URL provider configurations for application clients

You can update URLs and URL provider configurations for application clients using the Application Client
Resource Configuration Tool (ACRCT).

Procedure

1. Start the tool and open the Enterprise Archive (EAR) file containing the URL or URL provider. The EAR
file contents are displayed in a tree view.

2. Select from the tree the Java Archive (JAR) file containing the URL or URL provider to update.
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3. Expand the JAR file to view its contents.

4. Keep expanding the JAR file contents until you locate the particular URL or URL provider to update.
Take one of the following actions:

a. Right-click the URL object and click Properties.
b. Click Edit > Properties on the menu bar.
5. Update the properties in the displayed fields.
6. Click OK when you finish.
7. Click File > Save on the menu bar to save your changes.

Updating mail session configurations for application clients

You can update the configuration of an existing JavaMail session using the Application Client Resource
Configuration Tool (ACRCT).

About this task

During this task, you update the configuration of an existing JavaMail session. You cannot update the
name of the default JavaMail provider, and you cannot delete the default JavaMail provider from the
navigation tree.

Procedure

1. Start the tool and open the Enterprise Archive (EAR) file containing the JavaMail session. The EAR file
contents are displayed in the navigation tree view.

2. Select the Java Archive (JAR) file containing the JavaMail session to update from the navigation tree.
3. Expand the JAR file to view its contents.

4. Keep expanding the JAR file contents until you locate the particular JavaMail session to update. Take
one of the following actions:

a. Right-click the object and click Properties
b. Click Edit > Properties from the menu bar.
5. Update the properties in the displayed fields.
6. Click OK when you finish.
7. Select File > Save from the menu bar to save your changes.

Updating Java Message Service provider, connection factories, and
destination configurations for application clients

You can update the configuration of an existing Java Message Service (JMS) provider, connection factory
or destination using the Application Client Resource Configuration Tool (ACRCT).

About this task

During this task, you update the configuration of an existing Java Message Service (JMS) provider,
connection factory or destination.

Procedure

1. Start the tool and open the Enterprise Archive (EAR) file containing the Java Message Service (JMS)
provider, connection factory, or destination. The EAR file contents display in a tree view.

2. Select the Java Archive (JAR) file containing the JMS provider, connection factory, or destination to
update from the navigation tree.

3. Expand the JAR file to view its contents until you locate the particular JMS provider, connection
factory, or destination to update. When you find it, do one of the following actions:
* Right-click the provider, and click Properties.
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* Click Edit > Properties on the menu bar.

4. Update the properties in the displayed fields. For detailed field help, see:
* JMS provider properties
* WebSphere Application Server Queue connection factory properties
* WebSphere Application Server Topic connection factory properties
* WebSphere Application Server Queue destination properties
* WebSphere Application Server Topic destination properties

5. Click OK.
6. Click File > Save to save your changes.

Updating WebSphere MQ as a Java Message Service provider, and its
JMS resource configurations, for application clients

You can update an existing configuration of WebSphere MQ as a Java Message Service (JMS) provider,
and update the configuration of WebSphere MQ connection factories or WebSphere MQ destinations.

About this task

Use this task to update an existing configuration of WebSphere MQ as a Java Message Service (JMS)
provider, and to update the configuration of WebSphere MQ connection factories or WebSphere MQ
destinations.

Procedure
1. Start the Application Client Resource Configuration Tool (ACRCT).

2. Open the Enterprise Archive (EAR) file containing the WebSphere MQ JMS provider, WebSphere MQ

connection factory, or WebSphere MQ destination. The EAR file contents are displayed in the
navigation tree view.

3. Select the Java Archive (JAR) file containing the JMS provider, connection factory, or destination to
update.

4. Expand the JAR file to view its contents until you locate the particular JMS provider, connection
factory, or destination that you want to update. Complete one of the following actions:
* Right-click the appropriate object and click Properties.
+ Click Edit > Properties on the menu bar.
5. Update the properties in the displayed fields. For detailed field help, see:
JMS provider properties
* MQ Queue connection factory properties
* MQ Topic connection factory properties
* MQ Queue destination properties
* MQ Topic destination properties
6. Click OK.

7. Click File > Save to save your changes.

Updating resource environment entry and resource environment
provider configurations for application clients

You can update the configuration of an existing resource environment entry or resource environment
provider using the Application Client Resource Configuration Tool (ACRCT).

About this task

During this task, you update the configuration of an existing resource environment entry or resource
environment provider.
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Procedure

1. Start the tool and open the Enterprise Archive (EAR) file containing the resource environment entry or
resource environment provider. The EAR file contents display in a navigation tree view.

2. Select from the tree the Java Archive (JAR) file containing the resource environment entry or resource
environment provider to update.

3. Expand the JAR file to view its contents until you locate the resource environment entry or resource
environment provider to update. Take one of the following actions:
* Right-click the resource environment object, and click Properties.
+ Click Edit > Properties on the menu bar.

4. Update the properties in the displayed fields. For detailed field help, see:
* Resource environment provider properties
* Resource environment entry properties

5. Click OK when you finish.
6. Click File > Save on the menu bar to save your changes.

Example
« [Configuring resource environment custom settings for application clientd
« [Configuring Resource Environment settings|

Configuring resource environment custom settings for application clients: This code example illustrates
how the custom page applies to every resource type. You can specify as many custom names and values
as you need:

<propertySet xmi:id="J2EEResourcePropertySet 20">

<resourceProperties xmi:id="J2EEResourceProperty 22"
name="resourceEnvEntry:customName" value="resourceEnvEntry:customValue"/>
</propertySet>

Configuring Resource Environment settings: This code example illustrates how to configure Resource
Environment settings:

<resources.env:ResourceEnvironmentProvider xmi:id="ResourceEnvironmentProvider_1"
name="resourceEnvProvider:name" description="resourceEnvProvider:description">
<classpath>resourceEnvProvider:classpath</classpath>
<factories xmi:type="resources.env:ResourceEnvEntry" xmi:id="ResourceEnvEntry 1"
name="resourceknvEntry:name" jndiName="resourceEnvEntry:jndiName"
description="resourceEnvEntry:description">
<propertySet xmi:id="J2EEResourcePropertySet 20">
<resourceProperties xmi:id="J2EEResourceProperty 22"
name="resourceEnvEntry:customName" value="resourceEnvEntry:customValue"/>
</propertySet>
</factories>
<propertySet xmi:id="J2EEResourcePropertySet 21">
<resourceProperties xmi:id="J2EEResourceProperty 23"
name="resourceEnvProvider:customName" value="resourceEnvProvider:customValue"/>
</propertySet>
</resources.env:ResourceEnvironmentProvider>
* Required fields:

— Resource Environment Provider page: Name

— Resource Environment Entry page: Name, JNDI Name

Removing application client resources

You can remove Java Platform, Enterprise Edition (Java EE) application client resources using the
Application Client Resource Configuration Tool (ACRCT).
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Before you begin

The option to delete an item does not offer a confirmation dialog. As a safeguard, consider saving your
work right before you begin this task. If you change your mind after removing an item, you can close the
EAR file without saving your changes, canceling your deletion. Remember to close the EAR file
immediately after the deletion, or you also lose any unsaved work that you performed since the deletion.

This task only applies to Java EE application clients.

Procedure

1. Start the Application Client Resource Configuration Tool (ACRCT) and open the Enterprise Archive
(EAR) file from which you want to remove an object. The EAR file contents display in the navigation
tree view. If you already have an EAR file open and have made some changes, click File > Save to
save your work before preceding to delete an object.

2. Locate the object that you want to remove in the tree.
3. Right-click the object, and click Delete.
4. Click File > Save.

clientUpgrade script

The clientUpgrade script migrates application client modules and their resources in an enterprise archive
(EAR) file so that these application clients can run in WebSphere Application Server Version 8. The script
converts an EAR file that you want to migrate and then overwrites the original EAR file with the converted
EAR file.

The following title provides information about the clientUpgrade script.

Attention: This command was deprecated in Version 6.1.

Type Description

Product The clientUpgrade script is available in the WebSphere Application Server (WebSphere
Application Server, Express and WebSphere Application Server (base)) product only.

Authority To run this script, your user profile must have *ALLOBJ authority.

Syntax The syntax of the clientUpgrade script is:

clientUpgrade EAR file [ -clientJAR client JAR file ]
[ -TogFileLocation logFilelLocation ]
[ -traceString trace spec [ -traceFile file name ] ]

Parameters The parameters of the clientUpgrade script are:

* EAR_file -- This is a required parameter. The value EAR_file specifies the fully-qualified path
of the EAR file that contains the application client modules that you want to migrate.

» -clientJAR -- This is an optional parameter. The value client_JAR_file specifies a JAR file that
you want to migrate. The script overwrites the original EAR file with a new EAR file that
contains only the specified JAR files. If you do not specify this parameter, the clientUpgrade
script migrates all client JAR files in the EAR file.

» -logFileLocation -- Use this optional parameter to specify an alternate location to store the log
output.

» -traceString -- This is an optional parameter. The value trace_spec specifies the trace
information that you want to collect. To gather all trace information, specify "*=all=enabled"
(including the double quotation marks (")). By default, the script does not gather trace
information. If you specify this parameter, you must also specify the -traceFile parameter.

» -traceFile -- This is an optional parameter. The value file_name The value file_name specifies

the name of the output file for trace information. If you specify the -traceString parameter but
do not specify the -traceFile parameter, the script does not generate a trace file.
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Type

Description

Logging

The clientUpgrade script displays status while it runs. It also saves more extensive logging
information to the clientupgrade.log file. This file is located in the /QIBM/UserData/WebSphere/
AppServer/V8/edition/profiles/default/1ogs directory (for a default installation using the
default profile) or in the location specified by the -logFileLocation parameter.

These examples demonstrate correct syntax. In this example, the My51Application.ear file is migrated
from WebSphere Application Server Version 5.1, The script overwrites the original EAR file with a new file
that you can deploy in your WebSphere Application Server Version 8 profile.

clientUpgrade /My51Application/My51Application.ear

In this example, only the myJarFile.jar client JAR file is migrated. The script overwrites
My51Application.ear with an EAR file that contains myJarFile.jar. You can deploy the new EAR file in
your WebSphere Application Server profile.

clientUpgrade /My51Application/My51Application.ear -clientJAR myJarFile.jar
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Chapter 6. Administering Communications Enabled
Applications

Communications Enabled Applications (CEA) is a functionality that provides the ability to add dynamic web
communications to any application or business process. The product provides a suite of integrated
telephony and collaborative web services that extends the interactivity of enterprise and web commerce
applications. With the CEA capability, enterprise solution architects and developers can use a single core
application to enable multiple modes of communication. Enterprise developers do not need to have
extensive knowledge of telephony or Session Initiation Protocol (SIP) to implement CEA. The CEA
capability delivers call control, notifications, and interactivity and provides the platform for more complex
communications.

Administering communications enabled applications

Configuring services for communications enabled applications

CEA settings
Use this page to configure the Representational State Transfer (REST) interface and the
computer-telephony integration (CTI) gateway to enable Communications Enabled Applications (CEA). A
CTI application manages the event flow that is generated by the telephony switch, IP PBX, during the life
cycle of a call.
» To view this administrative console page in a single-server environment, click Servers > Server Types
> WebSphere application servers > server_name > Communications Enabled Applications (CEA).
» To view this administrative console page in a clustered environment, click Servers > Clusters >
WebSphere application server clusters > server_cluster > Communications Enabled Applications
(CEA).
Because servers in a cluster are clones of each other, you only need to make configuration changes
from the main cluster panel for the cluster, not for each individual server in the cluster.

The CEA system application uses a SIP session for state replication and therefore relies on replication
domains and clustering to provide failover support, similar to any other SIP application. See the topic
Replicating SIP sessions for more information.

Enable communications service:

Specifies to enable or disable the communications service for this server or cluster. Disabling the field
prevents the service from starting and saves system resources.

Context root:

Specifies the context root of the REST interface. Use this field to assign a different context root to the
REST interface.

The context root is combined with the defined servlet mapping for the REST interface to compose the full
URL that users type to make a REST request. For example, if the context root is /gettingstarted and the
servlet mapping is CommServiet/call, then the URL is http://host:port/gettingstarted/CommServiet/
call.

Virtual host:

Specifies the name of the virtual host to which the REST interface is currently mapped.

Expanding the menu list displays a list of the defined virtual hosts. To change a mapping, select a different
virtual host from the list.
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Maximum hold time:

Specifies the time in seconds in which a GET /event call to the REST interface waits for new or changed

data or status before timing out.

Data Type

Integer

Default

30

Use SIP CTI (ECMA TR/87) gateway for telephony access:

Select this option to use the SIP CTI gateway for telephony access.

Host name or IP address:

Specifies the address or fully qualified domain name, FQDM, of the CTI gateway to be connected to by

the CEA service.

Data Type string
Default localhost
Port:

Specifies the port of the CTI gateway to be connected to by the CEA service.

Data Type integer
Default 5060
Protocol:

Specifies the protocol to be used when connecting to the CTl, TR/87, gateway. The default value is TCP.

Extract user name from request:

When enabled, an attempt is made to extract the user name from the HTTP request. If the name cannot
be extracted, the Superuser name is used. This name is used when opening a new TR/87 session to the

CTI gateway.

Attention: After you enable the Extract user name from request option, an attempt is made to extract
the user name from the HTTP request. However, the user name has a null value even for authenticated
users. The CEA Rest Service Servlet is an unprotected URI. Thus, you also must enable the Use
available authentication data when an unprotected URI is accessed option. Use the administrative
console to enable the Use available authentication data when an unprotected URI is accessed option
under Security > Global security > Web and SIP security > General settings. After you enable this
option, the user name is available to the CEA Rest Service Servlet during the request.

Superuser name:

Specifies the name that is used when opening a new TR/87 session to the configured CTI gateway. This
requires that the CTI gateway be configured with a superuser account that is used to create phone calls

on behalf of all end users.

Data Type

string

Default

ceauser
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Attention: You can specify a Superuser name on the CEA settings panel. The superuser corresponds to
a user, who is configured on the PBX, and has the ability to control any phone that is
configured on the PBX. Also, the superuser has the ability to control multiple phones
concurrently. This functionality, however, is not supported on every PBX. The Cisco PBX
requires that you set a user name for each phone that you want to control. The Superuser
name field on the CEA settings panel can only pass a single user name; therefore, it can only
control a single device. To control multiple phones concurrently using the Cisco PBX, you must
derive the user name from the user credentials for this PBX. To accomplish this task, ensure
that the Extract user name from request check box is selected on the CEA settings panel.

Use a third-party Web services provider for telephony access:

Select this option to specify a third-party Web services provider for telephony access. Instead of using SIP
CTl, this approach uses a third-party service that has implemented specific Web services to utilize a
different method to connect to the telephony infrastructure.

Third-party Web services provider's WSDL:

The URL path pointing to a third-party Web services provider's WSDL. If a value is specified, the SIP CTI
gateway is not used.

CEA custom properties
This topic discusses the CEA custom properties that you can set on the administrative console.

To view the administrative console page associated with this topic, click Servers > Clusters >
WebSphere application server clusters > server _cluster > Communications Enabled Applications
(CEA) > Custom properties.

Specify a property and its value as a name-value pair on the Custom properties page. You can use the
custom properties page to define the following CEA custom properties:

« [‘SIP_RFC3263_auto_resolve’]
+ [“sipOverTIsPbxOverride’]

SIP_RFC3263_auto_resolve:

Disables the automatic DNS resolve for SIP messages. If this property is set to false for a SIP container,
DNS resolve is only triggered by application APlIs.

Data type Boolean
Default True

sipOverTIsPbxOverride:

Changes proxy behavior to send "sip:" formatted messages over a TLS connection instead of the default
"sips:" message format.

Data type String
Default True

Configuring communications enabled applications in a cluster

You can configure multiple application servers to use the Communications Enabled Applications (CEA)
capability in a cluster environment to balance workload demands.
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About this task

To scale to two or more application servers running CEA, you must create a cluster that includes each
application server. Clusters are groups of servers that are managed together and participate in workload
management. You must use proxy servers to distribute the requests to the CEA application servers, but
not IBM HTTP Servers. CEA is implemented as a converged application that combines both HTTP and
session initiation protocol (SIP) protocols. However, IBM HTTP Server is limited to handling the HTTP
protocol. The proxy server is a converged proxy so it handles both HTTP and SIP protocols.

Procedure
1. Identify the application servers or nodes that are running CEA that you want to manage as a cluster.

2. Create the cluster using the administrative console. For details on creating the cluster, read about
creating a cluster using basic cluster settings.

3. Install a SIP proxy server. The SIP proxy server routes HTTP and SIP requests to the back-end
application servers. This proxy server provides high performance SIP proxy capabilities that you can
use at the edge of the network to route, load balance, and improve response times for SIP dialogs to
backend SIP resources. For details on installing a SIP proxy server, read about installing a SIP proxy
server.

4. Configure the SIP converged proxy server. Select the default cluster to specify where you want the SIP
proxy to route requests. After you choose a default cluster, your SIP proxy server is functional.

Results

You have successfully configured a cluster environment for CEA applications.
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Chapter 7. Administering Data access resources

This page provides a starting point for finding information about data access. Various enterprise
information systems (EIS) use different methods for storing data. These backend data stores might be
relational databases, procedural transaction programs, or object-oriented databases.

The flexible IBM WebSphere Application Server provides several options for accessing an information
system backend data store:

* Programming directly to the database through the JDBC 4.0 API, JDBC 3.0 API, or JDBC 2.0 optional
package API.

* Programming to the procedural backend transaction through various J2EE Connector Architecture (JCA)
1.0 or 1.5 compliant connectors.

* Programming in the bean-managed persistence (BMP) bean or servlets indirectly accessing the
backend store through either the JDBC API or JCA-compliant connectors.

» Using container-managed persistence (CMP) beans.

» Using the IBM data access beans, which also use the JDBC API, but give you a rich set of features and
function that hide much of the complexity associated with accessing relational databases.

Service Data Objects (SDO) simplify the programmer experience with a universal abstraction for messages
and data, whether the programmer thinks of data in terms of XML documents or Java objects. For
programmers, SDOs eliminate the complexity of the underlying data access technology such as, JDBC,
RMI/IIOP, JAX-RPC, and JMS, and message transport technology such as, java.io.Serializable, DOM
Objects, SOAP, and JMS.

Deploying data access applications

Deploying a data access application includes more than installing your web application archive (WAR) or
enterprise archive (EAR) file onto a server. Deployment can include tasks for configuring your application
to use the data access resources of the server and overall runtime environment.

Before you begin

You can deploy only application code that is assembled into the appropriate modules. See the topic,
Assembling data access applications for guidelines, for this process.

About this task

Perform the following steps if your application requires access to a relational database (RDB). When your
application requires access to a different type of enterprise information system (EIS), such as an
object-oriented database or the Customer Information Control System (CICS®), consult the topics,
Relational resource adapters and JCA, and Accessing data using Java EE Connector Architecture
connectors.

Procedure
1. If your RDB configuration does not exist, do the following steps:
a. Create a database to hold the data.

b. Create tables required by your application.
If your application uses container managed persistence (CMP) entity beans to access the
data You can create the tables using the data definition language (DDL) generated from the
enterprise bean configuration. For more information, see the topic, Recreating database
tables from the exported table data definition language.
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If your application uses bean managed persistence (BMP) entity beans, or does not use
entity beans
You must use your database server interfaces to create the tables.

The Enterprise JavaBeans (EJB) to RDB Mapping wizard of an assembly tool is also used to
create your database tables for either type of entity bean. Select the top-down mapping option in
the wizard. However, this option does not give you direct control in naming the RDB elements or
choosing column types. Additionally, because the top-down process is automatic, it might not
provide mappings to reflect the precise relationships that you intend.

If you use Rational Application Developer, consult the information center about the mapping wizard.
To learn about all of your assembly tool options, see the assembly tools topic in this information
center.

c. Check the data source minimum required settings by vendor to see any database vendor
requirements for connecting to an application server. See the topic, Data source minimum required
settings, by vendor, for instructions.

2. Optional: Map your entity beans to the database tables through the meet-in-the-middle mapping option
of an assembly tool. Complete this step only if you did not create your database schema through the
top-down mapping option, did not generate your mapping relationships through bottom-up mapping, or
did not generate mappings during the application assembly process. For information about the
top-down mapping option see the information center for Rational Application Developer.

3. Install your application onto the application server. See the topic, Installing enterprise application files.
When you install the application, you can alter data access settings that were made during application
assembly, or, if they were omitted from the assembly process, set them for the first time. These
settings include resource bindings and resource authentication aliases, which are addressed in the
following substeps:

a. Bind application resource references to the data sources, or other resource objects, that provide
database connectivity. For details on the concept of binding, see the topic, Data source lookups for
enterprise beans and web modules.

Tip: After deployment, you can use the WebSphere Application Server administrative console to
alter resource bindings. Click Applications > Application Types > Webphere enterprise
applications > application_name, and select the link to the appropriate mapping page. For
example, if you want to alter the binding of an EJB module resource, you might click Map
data sources for all 2.x CMP beans. For a web module resource, click Resource
references.

b. Define authentication alias data for resources that must be authenticated with the backend through
container-managed authorization. In this security configuration, WebSphere Application Server
performs EIS signon for data source or connection factory connections. Consult the topic, J2EE
connector security for detailed reference on resource authentication.

4. Start the deployed application files using the administrative console, the wsadmin scripting tool
startApplication command, or your own Java program.

5. Save the changes to your administrative configuration.

6. Test the application. For example, point a web browser at the URL for a deployed application and
examine the performance of the application.

Results

When you deploy an application that uses a DB2 UDB for IBM i back-end database, you might find the
following exception in the SystemOut.log file:

PMGR6022E: Error using adapter to create or execute an Interaction
This type of error indicates that you deployed an application with container-managed persistence (CMP)

enterprise beans that were originally configured to access a DB2 database on Windows, Linux, or a
supported UNIX system. Using the administrative console, uninstall the affected CMP applications, then
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reinstall the applications with the new database setting. Remember to select Deploy enterprise beans; on
the EJB deploy panel, select the appropriate version of your DB2 UDB for IBM i database.

Note: This topic references one or more of the application server log files. Beginning in WebSphere
Application Server Version 8.0 you can configure the server to use the High Performance
Extensible Logging (HPEL) log and trace infrastructure instead of using SystemOut.log ,
SystemErr.log, trace.log, and activity.log files or native z/OS logging facilities. If you are using
HPEL, you can access all of your log and trace information using the LogViewer command-line tool
from your server profile bin directory. See the information about using HPEL to troubleshoot
applications for more information on using HPEL.

What to do next

If the application does not perform as wanted, update the application, then save and test it again.

Available resources

Use this page to select configured resources that you want to bind to the resource references of the
enterprise beans or web modules in your application.

To view this administrative console page:
1. Click Applications > Application Types > Websphere enterprise applications > application_name.
2. Click the link for any of these resource configuration pages:
* Resource references
» Map data sources for all 2.x CMP beans
* Provide default data source mapping for modules containing 2.x entity beans
3. Locate the table row of the EJB or web module that you want to map to a different resource.

4. Within the row, locate the JNDI name of the resource that is currently bound to the EJB or web
module.

5. Click Browse.
You now see Available resources.

Each table row corresponds to a resource that you can bind to your enterprise bean or web module.

Select
Select the resource that you want to bind to the resource reference of your module.

JNDI name

The Java Naming and Directory Interface (JNDI) name of the resource that you want to bind to the
resource reference of your module.

Data type String

Scope
The scope of the resource. Note that this administrative console page displays only resources that are
configured for a scope at which your application operates.

Description
The text description of the resource.

Map data sources for all 1.x CMP beans

Use this page to designate how the container-managed persistence (CMP) 1.x beans of an application
map to data sources that are available to the application.
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To view this administrative console page, click Applications > Application Types > WebSphere
enterprise applications > application_name > Map data sources for all 1.x CMP beans.

Guidelines for using this administrative console page:
» The table depicts the 1.x CMP bean contents of your application.

« Each table row corresponds to a CMP bean within a specific EJB module. A row shows the JNDI name
of the data source mapping target of the bean only if you bound them together during application
assembly or installation. For every data source that is displayed, you see the corresponding security
configuration.

* To set your mappings:

1. Select a row. Be aware that if you check multiple rows on this page, the data source mapping target
that you select in step 2 applies to all of those CMP beans.

2. Click Browse to select a data source from the new page that is displayed, the Available Resources
page. The Available Resources page shows all data sources that are available mapping targets for
your CMP beans.

3. Click Apply. The console displays the 1.x CMP bean data sources page again. In the rows that you
previously selected, you now see the JNDI name of the new resource mapping target.

4. Before you click OK to save your new configuration, set the security parameters for the data source.
Use the following steps.

» To specify data source security settings:
1. Select one or more rows in the table.

2. Type in a user name and password that comprise the authentication alias for signing on to the data
source. If these entries are not listed in the application Java Platform, Enterprise Edition (Java EE)
Connector (J2C) authentication data list, you must input them into the list after saving your settings
on this page. Read the information center topic on managing Java EE Connector Architecture
authentication data entries for more information.

3. Click Apply that immediately follows the user name and password input fields.
* Repeat all of the previous steps as necessary.
» Click OK to save your settings.

Select
Select the check boxes of the rows that you want to edit.

EJB

The name of an enterprise bean in the application.

EJB Module
The name of the module that contains the enterprise bean.

URI

Specifies location of the module relative to the root of the application EAR file.

JNDI name

The Java Naming and Directory Interface (JNDI) name of the data source that is configured for the
enterprise bean.

Data type String

User name
The user name and password that comprise the authentication alias for securing the data source.
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Map default data sources for modules containing 1.x entity beans

Use this page to set the default data source mapping for EJB modules that contain 1.x container-managed
persistence (CMP) beans. Unless you configure individual data sources for your 1.x CMP beans, this
default mapping applies to all beans within the module.

To view this administrative console page, click Applications > Application Types > WebSphere
enterprise applications > application_name > Map default data sources for modules containing 1.x
entity beans.

Guidelines for using this administrative console page:
* The page displays a table that depicts the EJB modules in your application that contain 1.x CMP beans.

» Each table row corresponds to a module. A row shows the JNDI name of the data source mapping
target of the EJB module only if you bound them together during application assembly. For every data
source that is displayed, you see the corresponding security configuration.

» To set your default data source mappings:

1. Select a row. Be aware that if you check multiple rows on this page, the data source mapping target
that you select in step 2 applies to all of those EJB modules.

2. Click Browse to select a data source from the new page that is displayed, the Available Resources
page. The Available Resources page shows all data sources that are available mapping targets for
your EJB modules.

3. Click Apply. The console displays the 1.x entity bean data sources page again. In the rows that you
previously selected, you now see the JNDI name of the new resource mapping target.

4. Before you click OK to save your new configuration, set the security parameters for the data source.
Use the following steps.

» To specify security settings for the default data source:

1. Select a row. Be aware that if you check multiple rows on this page, the security settings that you
select later apply to all of those data sources.

2. Type in a user name and password that comprise the authentication alias for signing on to the data
source. If these entries are not listed in the application Java Platform, Enterprise Edition (Java EE)
Connector (J2C) authentication data list, you must input them into the list after saving your settings
on this page. Read the information center topic on managing Java EE Connector Architecture
authentication data entries for more information.

3. Click Apply that immediately follows the user name and password input fields.

* Repeat all of the previous steps as necessary.

» Click OK to save your work.

Select

Select the check boxes of the rows that you want to edit.

EJB Module

The name of the module that contains the 1.x enterprise beans.

URI

Specifies location of the module relative to the root of the application EAR file.

JNDI name

The Java Naming and Directory Interface (JNDI) name of the default data source for the EJB module.
Data type String

User name

The user name and password that comprise the authentication alias for securing the data source.
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Map data sources for all 2.x CMP beans settings

Use this page to map container-managed persistence (CMP) 2.x beans of an application to data sources
that are available to the application.

To view this administrative console page, click Applications > Application Types > Websphere
enterprise applications > application_name > Map data sources for all 2.x CMP beans.

Each table row corresponds to a CMP bean within a specific EJB module. A row shows the JNDI name of
the data source mapping target of the bean only if you bound them together during application assembly.
For every data source that is displayed, you see the corresponding security configuration.

Set Multiple JNDI names

Specify the Java Naming and Directory Interface (JNDI) name for multiple EJB modules. Select one or
more EJB modules from the table, and select a JNDI name from this list to configure the EJB modules
with that JNDI name.

Data type Drop-down list

Set Authorization Type
Specify the authorization type for securing the data source. Select one or more EJB modules from the
table to set the authorization type.

Select either Container or Application from the displayed list. Container-managed authorization indicates
that WebSphere Application Server performs signon to the data source. Application-managed authorization
indicates that the enterprise bean code performs signon.

Modify Resource Authentication Method
Specify the authorization type and the authentication method for securing the data source. Select one or
more EJB modules from the table to modify the resource authentication method.

You can choose between the following authentication methods:
* None:
1. Determine which data source configurations to designate with no authentication method.
2. Select the appropriate table rows.
3. Select None from the list of authentication method options that precede the table.
4. Click Apply.
* Use default method (many-to-one mapping):

1. Determine which data source configurations to designate with the WebSphere Application Server
DefaultPrincipalMapping login configuration. Apply this option to each data source individually if you
want to designate different authentication data aliases. See the information center topic on J2EE
Connector security for more information on the default mapping configuration.

2. Select the appropriate table rows.

3. Select Use default method (many-to-one mapping) from the list of authentication method options
that precede the table.

4. Select an authentication data entry or alias from the list.
5. Click Apply.
» Use Kerberos authentication: Specifies to use the Kerberos authentication method.
1. Ensure that you have configured the Kerberos authentication mechanism in the application server.
2. Select the appropriate table row.

3. Select Use Kerberos authentication from the list of authentication method options that precede the
table.
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4.
5.
6.

Select an application login configuration from the list.
Click Apply.
To edit the properties of the custom login configuration, click Mapping Properties in the table cell.

The application server will attempt to verify that you are connecting to the correct type of database
when you select this option.

» Use trusted connections (one-to-one mapping):

1.

©

5.
6.

Determine which data source configurations to designate with a custom Java Authentication and
Authorization Service (JAAS) login configuration. See the information center topic on J2EE
Connector security for more information on custom JAAS login configurations.

Select the appropriate table row.
Ensure that the database to which the modules will connect is configured for trusted connections.

Select Use trusted connections (one-to-one mapping) from the list of authentication method
options that precede the table.

Select an application login configuration from the list.
Click Apply.

The application server will attempt to verify that you are connecting to the correct type of database
when you select this option.

» Custom login configuration:

1.

Determine which data source configurations to designate with a custom Java Authentication and
Authorization Service (JAAS) login configuration. See the information center topic on J2EE
Connector security for more information on custom JAAS login configurations.

2. Select the appropriate table row.
3. Select Use custom login configuration from the list of authentication method options that precede
the table.
4. Select an application login configuration from the list.
5. Click Apply.
6. To edit the properties of the custom login configuration, click Mapping Properties in the table cell.
Select

Select the check boxes of the rows that you want to edit.

EJB

The name of an enterprise bean in the application.

EJB Module
The name of the module that contains the enterprise bean.

URI

Specifies location of the module relative to the root of the application EAR file.

Target resource JNDI name
Specifies the resource to which the CMP bean is bound.

Resource authorization
Specifies the current setting for the resource authorization type.

Modify this setting with Set authorization type.
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Map data sources for all 2.x CMP beans

Use this page to set the default data source mapping for EJB modules that contain 2.x container-managed
persistence (CMP) beans. Unless you configure individual data sources for your 2.x CMP beans, this
default mapping applies to all beans within the module.

To view this administrative console panel, click Applications > Application Types > Websphere
enterprise applications > application_name > Map data sources for all 2.x CMP beans .

This panel displays a table that depicts the EJB modules in your application that contain 2.x CMP beans.
Each table row corresponds to a module. A row shows the JNDI name of the data source mapping target
of the EJB module only if you bound them together during application assembly. For every data source
that is displayed, you see the corresponding security configuration.

Set Multiple JNDI Names
Specifies the JNDI name to bind to one or more modules. Select one or more modules, click Set Multiple
JNDI Names, and select the JNDI name for the resource to which you would like to bind the module.

Set Authorization Type
Specifies the authorization type that you to use for the modules. Select one or more modules, click Set
Authorization Type, and select the authorization type.

You can choose:
» Per application - indicates that the enterprise bean code performs signon.
» Container - indicates that the application server performs signon to the data source.

Modify Resource Authentication Method

Specifies the resource authentication method for the modules that you have configured with
container-managed authorization. Select one or more modules, click Modify Resource Authentication
Method, and select the authentication method.

You can choose between the following authentication methods:
* None:
1. Determine which data source configurations to designate with no authentication method.
2. Select the appropriate table rows.
3. Select None from the list of authentication method options that precede the table.
4. Click Apply.
* Use default method (many-to-one mapping):

1. Determine which data source configurations to designate with the WebSphere Application Server
DefaultPrincipalMapping login configuration. Apply this option to each data source individually if you
want to designate different authentication data aliases. See the information center topic on J2EE
Connector security for more information on the default mapping configuration.

2. Select the appropriate table rows.

3. Select Use default method (many-to-one mapping) from the list of authentication method options
that precede the table.

4. Select an authentication data entry or alias from the list.
5. Click Apply.
» Use Kerberos authentication: Specifies to use the Kerberos authentication method.
1. Ensure that you have configured the Kerberos authentication mechanism in the application server.
2. Select the appropriate table row.

3. Select Use Kerberos authentication from the list of authentication method options that precede the
table.

178  Administering WebSphere applications



4. Select an application login configuration from the list.
5. Click Apply.
6. To edit the properties of the custom login configuration, click Mapping Properties in the table cell.
The application server will attempt to verify that you are connecting to the correct type of database
when you select this option.

» Use trusted connections (one-to-one mapping):

1. Determine which data source configurations to designate with a custom Java Authentication and
Authorization Service (JAAS) login configuration. See the information center topic on J2EE
Connector security for more information on custom JAAS login configurations.

2. Select the appropriate table row.
Ensure that the database to which the modules will connect is configured for trusted connections.

4. Select Use trusted connections (one-to-one mapping) from the list of authentication method
options that precede the table.

5. Select an application login configuration from the list.
6. Click Apply.
The application server will attempt to verify that you are connecting to the correct type of database
when you select this option.
» Custom login configuration:

1. Determine which data source configurations to designate with a custom Java Authentication and
Authorization Service (JAAS) login configuration. See the information center topic on J2EE
Connector security for more information on custom JAAS login configurations.

2. Select the appropriate table row.
3. Select Use custom login configuration from the list of authentication method options that precede

w

the table.

4. Select an application login configuration from the list.

5. Click Apply.

6. To edit the properties of the custom login configuration, click Mapping Properties in the table cell.
Select
Select the check boxes of the rows you want to edit.
EJB Module
Specifies the name of the module that contains the 2.x enterprise beans.
URI
Specifies location of the module relative to the root of the application EAR file.
JNDI name

Specifies the Java Naming and Directory Interface (JNDI) name of the default data source for the EJB
module.

Data type String

Resource authorization
Specifies the authorization type and the authentication method for securing the data source.

Extended Datasource Properties

When selected, you will be directed to a panel on which you can specify extended properties that the
module can use for the DB2 data source.
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The application server will attempt to verify that you are connecting to the correct type of database when
you select this option.

Installing a resource adapter archive

The application server uses the classes and other code that comprise a resource adapter archive (RAR) to
support the resource adapters that you configure.

Before you begin

A RAR file, which is often called a Java EE Connector Architecture (JCA) connector, must comply with the
JCA Specification. You can meet these requirements by using a supported assembly tool to assemble a
collection of Java archive (JAR) files, other runnable components, and utility classes into a deployable
resource adapter archive (RAR). You can then install the RAR file in the application server.

About this task

A resource adapter archive provides the classes and other code to support a resource adapter for access
to a specific EIS, such as the Customer Information Control System (CICS). Therefore, you can only
configure resource adapters for an EIS after you install the appropriate RAR file.

Important: When you use the Install RAR dialog to install a RAR file, the scope you define on the
Resource Adapters page has no effect on where the RAR file is installed. You can install RAR
files only at the node level, which you specify on the Install RAR page. To set the scope of an
RAR file to a specific cluster, or server, after you install the RAR file at each node level, create
a copy of the RAR file with the appropriate cluster or server scope.

Procedure

1. Navigate to the Resource adapter panel. Click Resources > Resource Adapters > Resource
adapters.

2. Install a new resource adapter archive.
a. Click Install RAR. A dialog opens for installing a RAR file and configuring the associated resource

adapter. Only click New if you want to configure a new resource adapter for a previously installed
RAR file.

b. Browse to find the appropriate RAR file.

» If your RAR file is located on your local workstation, select Local path, and browse to find the
file.

» If your RAR file is located on your server, select Remote file system, and specify the fully
qualified path to the file.
c. Click Next.
3. Configure the resource adapter name and any other properties needed under General Properties. For

more details on the settings that you can configure, such as the J2C connection factories, see the
topics Installing resource adapters within applications and Configuring resource adapters.

4. Click OK.

5. Optional: Create a copy of the RAR file with a different scope level. After you install the RAR file at
each node level, you can create another copy of the file that has a specific server or cluster as the
scope for that file.

Note:

» If you do not create a copy of your RAR at the cluster scope, then you must create identical
factories (connection factories, admin object, and activation specifications) at the node level
for each of your nodes in the cluster. By creating the copy of your RAR, you provide a
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placeholder for your factories and circumvent the need to create identical factories at the
node level for each of your nodes in the cluster.

* You must still install the RAR binaries (files, such as jars and xml deployment files) on each
node for the RAR to operate successfully.

a. Click Resources.
b. Click Resource Adapters.
c. Select the scope level and then click NEW.
d. Choose the RAR file from the installed archive path.
e. Click OK.
Results

You have installed a resource adapter archive that provide access to the EIS when it is properly
configured. If you must configure more settings, or change some settings that were configured during the
installation process, refer to the topic on configuring a resource adapter in the administrative console for
more information.

Installing resource adapters embedded within applications
Install resource adapters in your applications so they can access outside data sources.

Before you begin

The JCA Version 1.6 specification adds support for Java annotations in RAR modules. For more
information on annotation support see the topic, JCA 1.6 support for annotations in RAR modules.

About this task

Procedure
1. Assemble an application with RAR modules in it. See the topic Assembling applications for more
information.

2. Install the application. Follow the steps in the topic Installing a new application.

In the Map modules to servers step, specify target servers or clusters for each RAR file. Be sure to
map all other modules that use the resource adapters defined in the RAR modules to the same
targets. Also, specify the web servers as targets that serve as routers for requests to this application.
The plug-in configuration file (plugin-cfg.xml) for each web server is generated based on the
applications that are routed through it.

In the Metadata for modules step of installing an application, you can set or unset the
metadata-complete flag as discussed in the topic, JCA 1.6 support for annotations in RAR modules.

Note: When installing a RAR file on a server, the application server looks for the manifest
(MANIFEST.MF) for the connector module. The application server first looks for the RAR file's
connectorModule. jar file and loads the manifest from the connectorModule. jar file. If the class
path entry is in the manifest from the connectorModule. jarfile, the RAR uses that class path.

To ensure that the installed connector module finds the classes and resources that it needs,
check the Class path setting for the RAR using the administrative console. For more information
on how to check this setting, see the topics Resource adapter settings and WebSphere
relational resource adapter settings.

3. Click Finish > Save to save the changes.
4. Create connection factories for the newly installed application.

See the topic, Configuring connection factories for resource adapters within applications to view the
steps to complete this step.
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Results

Note: A given native library can only be loaded one time for each instance of the Java virtual machine
(JVM). Because each application has its own class loader, separate applications with embedded
RAR files cannot both use the same native library. The second application receives an exception
when it tries to load the library.

If any application deployed on the application server uses an embedded RAR file that includes
native path elements, then you must always ensure that you shut down the application server
cleanly, with no outstanding transactions. If the application server does not shut down cleanly it
performs recovery upon server restart and loads any required RAR files and native libraries. On
completion of recovery, do not attempt any application-related work. Shut down the server and
restart it. No further recovery is attempted by the application server on this restart, and normal
application processing can proceed.

Install RAR

Use this page to install a resource archive (RAR) file in one of two ways. You can either upload a RAR file
from the local file system, or specify an existing RAR file on a server. The RAR file must be installed at the
node level, and you can select the node on this page.

To view this page in the administrative console click Resources > Resource Adapters > Resource
Adapters > Install RAR.

For information about installing a resource adapter, see the topic, Installing a resource adapter archive
(RAR) file.

Scope
Specifies the scope of the resource adapter. Only applications that are installed within this scope can use
this adapter.

Local file system
Specifies the path of a RAR that resides on the same server as the console.

Data type String

Remote file system
Specifies the path of a RAR that resides on one of the nodes of the cell.

Data type String

Deploying SQLJ applications

Use Structured Query Language in Java (SQLJ) to develop data access applications that connect to DB2
databases. SQLJ is a set of programming extensions that enable you to use the Java programming
language to embed statements that provide SQL (Structured Query Language) database requests.

About this task

The advantages of developing applications with SQLJ include improved performance and a shorter, more
efficient development cycle. You can achieve the following with SQL:
* Improve performance by using static SQL statements.
* Reduce the development cycle:
— Write less code with the simpler SQLJ syntax, which reduces the number of lines of code that is
required to execute statements, set parameters, and retrieve parameters.
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— Detect programming errors earlier in the development phase with the online check function, which
performs data type validation and schema validation. See the DB2 documentation for a complete list
of customization options.

Consider using SQLJ in situations where dynamic SQL is not needed, and where applications use DB2 as
the database server.

The application server includes enhanced SQLJ support for applications that use container-managed
persistence (CMP). The enhanced support includes the following items: include:

» Deploying CMP beans during the application installation in the application server.
» Customizing and binding SQLJ profiles with the administrative console or scripting.
» Customizing and binding SQLJ applications again without needing to reinstall the application.

These enhancements reduce the complexity of installing, deploying, and customizing SQLJ applications for
both container-managed and bean-managed persistence.
Procedure

1. Acquire the required drivers to deploy an SQLJ application in the application server. You need the
following files, depending on the JDBC provider that you use:

JDBC provider type Required files
DB2 Using IBM JCC Driver db2jcc.jar or db2jcc4.jar

This driver is also known as:

» IBM Data Server Driver for JODBC and SQLJ
* |BM DB2 Driver for JDBC and SQLJ

* |BM DB2 Universal JDBC Driver.

DB2 Universal JDBC driver (deprecated) db2jcc.jar

2. Deploy the SQLJ application.
« Deploy applications that use container-managed persistence (CMP):
— [‘Deploying SQLJ applications that use container-managed persistence (CMP)” on page 184] with
the DB2 Using IBM JCC Driver.

— [‘Deploying SQLJ applications that use container-managed persistence (CMP) with the ejbdeploy|
tool” on page 185

« [‘Deploying SQLJ applications that use bean-managed persistence, servlets, or sessions beans” on|
page 186.|

« [‘Using embedded SQLJ with the DB2 for z/OS Legacy driver’ on page 196| (deprecated).

3. Customize and bind the SQLJ profiles. Before the application server can use an SQLJ application, the
SQLJ statements must be processed for the database server. By default, four DB2 packages are
created in the database; one package is created for each isolation level. The customization process
augments the profiles with information that is specific to the database. If you do not customize the
SQLJ profiles, the SQLJ application uses dynamic SQL like a JDBC application.

» |“Customizing and binding profiles for Structured Query Language in Java (SQLJ) applications” on|
page 188.|

* Customize and bind SQLJ profiles with the wsadmin scripting tool. See the topic, Customizing and
binding SQLJ profiles with the wsadmin tool.

“Customizing and binding SQLJ profiles with the db2sgljcustomize tool” on page 190,
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Deploying SQLJ applications that use container-managed persistence
(CMP)

Embed Structured Query Language in Java (SQLJ) statements in your applications to maximize the
efficiency of transactions with your databases. Before your applications can take advantage of SQLJ, you
must deploy the application and customize the SQLJ profiles that are created. The application server

provides functionality to use SQLJ as the persistence mechanism for enterprise beans that use
container-managed persistence. Deploy the CMP beans in the application server to enable SQLJ support.

Before you begin

You need an application that uses SQLJ and container-managed persistence. Develop this application in
Rational Application Developer or another development tool.

About this task

Deploy SQLJ applications in the application server to simplify the process of SQLJ translation and bean
deployment. The application server includes these new features for SQLJ support:

» Deploying CMP beans during the application installation in the application server.
» Customizing and binding SQLJ profiles with the administrative console or scripting.
» Customizing and binding SQLJ applications again without needing to reinstall the application.

You can also deploy the SQLJ application using the ejbdeploytool. Read the topic on deploying SQLJ
applications that use container-managed persistence (CMP) with the ejbdeploy tool for more information.

Procedure
1. Create a top-down mapping to a DB2 database.
2. From your DB2 installation, copy the sqlj.zip file to a directory on your workstation.
3. Deploy the EAR file in the administrative console.

a. Click Applications > Install New application.

b. Select Local file system or Remote file system, and browse to the EAR file.
c. Select Detailed - Show all installation options and parameters. Click Next.
d

In Step 1: Select installation options, select Deploy enterprise beans. Configure any other
options, and click Next.

e. In Step 3: Provide options to perform the EJB deploy, select SQLJ for Deploy EJB option -
Database access type.

f. Enter the location of the sq1j.zip file in the SQLj class path field.
g. Complete the installation process for the application.

What to do next

After the enterprise application is deployed, customize the SQLJ profiles using the administrative console,
scripting, or the db2sgljcustomize tool:

« For administrative console support, read the topic on customizing and binding profiles for Structured
Query Language in Java (SQLJ) applications.

» For scripting support, read the topic on the application management command group for the AdminTask
object.

» For use of the db2sqgljcustomize tool, read the topic on customizing and binding SQLJ profiles with the
db2sqljcustomize tool.
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Deploying SQLJ applications that use container-managed persistence (CMP) with
the ejbdeploy tool

Embed Structured Query Language in Java (SQLJ) statements in your applications to maximize the
efficiency of transactions with your databases. Before your applications can take advantage of SQLJ, you
must deploy the application and customize the SQLJ profiles that are created. The application server
provides functionality to use SQLJ as the persistence mechanism for enterprise beans that use
container-managed persistence. Use the ejbdeploy tool to deploy the application.

About this task

You can deploy SQLJ applications with the ejbdeploy tool to deploy the enterprise application in a
stand-alone environment.

Alternatively, the application server includes enhanced SQLJ support for applications that use
container-managed persistence (CMP). The new features include:

» Deploying CMP beans during the application installation in the application server.

» Customizing and binding SQLJ profiles with the administrative console or scripting.

» Customizing and binding SQLJ applications again without needing to reinstall the application.

These enhancements reduce the complexity of installing, deploying, and customizing SQLJ applications for

both container-managed and bean-managed persistence.Read the topic on deploying SQLJ applications
that use container-managed persistence (CMP) for more information.

Procedure

1. Create a top-down mapping to a DB2 database.

2. From your DB2 installation, copy the sqlj.zip file to a directory on your workstation.

3. Modify the Java build path of your enterprise bean JAR project to include the sqlj.zip file.

4. Use Rational Application Developer or the DB2 SQLJ translator to automatically translate SQLJ.
* Use Rational Application Developer:

a. From the Project Navigator, click EJB_JAR_PROJECT_NAME > SOURCE_FOLDER >
META-INF > backends > database version.

Open Map.mapxmi in the Mapping editor.

On the Overview panel, highlight the name of your JAR project in the Enterprise Beans column.
You must highlight the name of the JAR project, not the name of one of the enterprise beans
that is listed.

d. On the Properties panel, expand SQLJ.

e. Set Is using SQLJ? to True.

f. Set Translator Module to the fully qualified path of the sqlj.zip file on your workstation.
g

h

o

Save the Map.mapxmi file.
Export the enterprise archive (EAR) file.

« Use the DB2 SQLJ translator. This tool creates a .java version of your .sq|j file and a serialized
profile, with a .ser extension, that is used later in processing. Refer to the DB2 documentation for
more information on the SQLJ translator tool.

5. Deploy the EAR file with the ejbdeploy tool.
a. Verify that the fapp_server_rootfbin directory is in your class path.

b. Run the ejbdeploy command utility with the -sq1j option. The ejbdeploy command will generate an
EAR file with the name you specify and an Ant script with the name application_name.ear.xml.

For example: :
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ejbdeploy d:\application_name.ear
working d:\deployed_application_name.ear
-sqlj
-dbvendor DB2UDB_V81
-cp "C:\PROGRA™I\IBM\SQLLIB\java\sqlj.zip"

Note: Supply the location of the SQLJ translator sqlj.zip file with -cp, which is the class path option
The ejbdeploy command does not access sqlj.zip from your system class path.

6. Choose the option for customization.

* Use the application server's SQLJ support. Install the deployed application to customize the SQLJ
profiles with the application server or scripting.

a. Install the enterprise application in the application server.

Note: Do not select Deploy enterprise beans during the application installation process in the
administrative console. If you redeploy the enterprise beans from the administrative
console, you will lose the customization changes that you have made.

b. Customize the SQLJ profiles.

— For administrative console support, read the topic on customizing and binding profiles for
Structured Query Language in Java (SQLJ) applications.

— For scripting support, read the topic on the application management command group for the
AdminTask object.

« Customize and bind the SQLJ profiles with the db2sgljcustomize tool. Read the topic on customizing
and binding SQLJ profiles with the db2sqljcustomize tool.

Deploying SQLJ applications that use bean-managed persistence,
servlets, or sessions beans

You can embed Structured Query Language in Java (SQLJ) statements in your applications to maximize
the efficiency of transactions with your databases. Before your applications can take advantage of SQLJ,
deploy the application and customize the created SQLJ profiles. You can use Rational Application
Developer or the DB2 SQLJ translator to translate the application before deploying it on the application
server.

Before you begin

Create an SQLJ application using Rational Application Developer or another development tool.
About this task

To deploy SQLJ applications that do not use container-managed persistence, translate the SQLJ
application first to configure it for the application server environment. After translation, customize the SQLJ
profiles in the application server, with scripting, or with the db2sgljcustomizer tool.

SQLJ support for applications that use bean-managed persistence include these features:
» Customizing and binding SQLJ profiles with the administrative console or scripting.
» Customizing and binding SQLJ applications again without reinstalling the application.

Procedure

1. Optional: Create a backup copy of your .java file. For example if your file is called MyServlet. java,
copy MyServiet.java to MyServlet.java.bkup.

2. Optional: Rename your .java file to a file name with an .sq1j extension. For example, if your
application is a servlet named MyServlet.java, rename MyServlet.java to MyServiet.sqlj
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3. Optional: Edit the SQLJ file to convert the JDBC syntax to SQLJ syntax. When using SQLJ, if you

want connection management for the application server to function properly, specify correct connection
contexts.

For example, convert the following JDBC operation:

Connection con = dataSource.getConnection();

Statement stmt = con.createStatement();
stmt.execute("INSERT INTO users VALUES (1, 'userl')");
con.commit();

to the following SQLJ:

// At the top of the file and just below the import statements, define Connection_Context
#sql context Connection_context;

Connection con = dataSource.getConnection();
Connection_context ctxl = new Connection_context(con);
#sq1 [ctx1] {INSERT INTO users VALUES (1, 'userl')};

con.commit(); ctxl.close();

When you run the SQLJ translator, the . java file that is created has the same name as your old . java
file. This provides you with a seamless transition to the SQLJ technology.

From your DB2 installation, copy the sqlj.zip file to a directory on your workstation. Modify the Java
build path of your enterprise bean Java archive (JAR) file project to include the sqlj.zip file.

Use Rational Application Developer or the DB2 SQLJ translator to automatically translate SQLJ.
* Use Rational Application Developer:

a. In the Project Navigator, right-click your JAR project, and select Add SQLJ Support....

b. Select the check boxes for the applications for which you want SQLJ support.

c. Inthe SQLJ JAR file field, type the fully qualified path to the sqlj.zip file that you previously
copied to your workstation.

d. Click Finish.
e. Export the enterprise archive (EAR) file.

* Use the DB2 SQLJ translator. This tool creates a .java version of the .sqlj file and a serialized
profile, with an .ser extension, that is used later in processing. Refer to the DB2 documentation for
more information about the SQLJ translator tool.

Package your JAR file for the enterprise application.

Install the application onto the application server, or customize the profiles with the db2sqljcustomize

tool.

» Customize the profiles with the application server.

a. Package the JAR file for your enterprise beans, servlets, and any .ser files into an enterprise
archive.

b. Install the application in the application server, and customize SQLJ profiles with the
administrative console or the wsadmin tool.

Note: Do not select Deploy enterprise beans during the application installation process in the
administrative console. If you redeploy the enterprise beans from the administrative
console, you lose the customization changes that you have made.

The application server provides enhanced support for SQLJ applications. Install the SQLJ

application in the application server, and you can customize and bind SQLJ profiles through the

administrative console or scripting:
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— To customize the SQLJ profiles with the administrative console, read the topic about
customizing and binding profiles for Structured Query Language in Java (SQLJ) applications.

— To customize SQLJ profiles with scripting, read the topic about the application management
command group for the AdminTask object.

« To use the db2sqljcustomize tool, read the topic about customizing and binding SQLJ profiles with
the db2sqljcustomize tool for more information.

Customizing and binding profiles for Structured Query Language in
Java (SQLJ) applications

Simplify the process of customizing and binding SQLJ profiles for your applications by performing these
functions in the administrative console or with scripting. SQLJ profiles must be customized and bound
before the enterprise application can use the application's embedded SQL.

Before you begin
You must have an SQLJ application that has already been deployed and installed in the application server.

For SQLJ applications that use container-managed persistence, you can deploy the application in two

ways:

» Deploy the SQLJ application in the application server. See the topic on deploying SQLJ applications that
use container-managed persistence (CMP) for more information.

» Deploy SQLJ applications with the ejbdeploy tool. See the topic on deploying SQLJ applications that
use container-managed persistence (CMP) with the ejbdeploy tool.

For SQLJ application that use bean-managed persistence, see the topic on deploying SQLJ applications
that use bean-managed persistence, servlets, or session beans.

About this task

To take advantage of SQLJ applications in the application server, you need to customizing the SQLJ
profiles that contain the embedded SQL statements. By default, four DB2 packages are created in the
database; one for each isolation level. The customization process augments the profiles with information
that is specific to the DB2 database. The database uses this information at run time.

In addition to profile customization, you need to bind the customized profiles to the DB2 database. Profile
binding should only take place after the SQLJ profiles are customized.

You can also customize and bind profiles with scripting or the db2sqljcustomize tool:

» For scripting support, read the topic on the application management command group for the AdminTask
object.

» For information on the db2sqljcustomize tool, read the topic on customizing and binding SQLJ profiles
with the db2sqljcustomize tool for more information. If you customize profiles with the db2sqljcustomize
tool, you will need to reinstall the application.

Procedure

1. Make sure the necessary database tables exist, as described in the topic on deploying data access
applications.

2. Navigate to the SQLJ application that is installed in the application server. Click Applications >
Websphere enterprise applications > app_name.

Note: Do not run multiple sessions of the administrative console to customize and bind profiles that
are in the same EAR file.
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3. Navigate to the SQLJ profiles section. Click SQLj profiles. When you click this link, the application

server expands the EAR file for the application into a temporary directory; there might be a delay
before the panel for SQLJ profiles is displayed.

Select Customize and bind profiles or Bind packages. Choose your option based on the profiles
with which you are working:

* If your profiles have not been customized, or you want to customize the profiles again, choose
Customize and bind profiles.

 If the profiles are already customized, choose Bind packages.
Choose to select profiles or a profile group to customize and bind.
» Select profiles from the list that is provided.

a. Select the profiles from the list and click Add. The list displays the SQLJ profiles that are
present in the enterprise application.

Note:

— Select more than one profile by holding CTRL.

— Select a contiguous list of profiles by selecting the first profile name, holding SHIFT,
and selecting the last profile. You will select the first profile, last profile, and any
profiles in the middle.

b. Select Customize/bind the selected SQLj profiles as a group This option specifies that the
application server will create a .grp file that contains the SQLj profiles that are processed. You
can use the .grp file for other binding operations in the future. After you have completed this
panel and click OK, you will be given an option to download the .grp file.

» Select Use a profile group file to specify profiles to customize/bind. Select this to specify a
profile group to process. Click Browse... to locate the file on the system.

Complete the necessary information to connect to the database. You need to complete the following
fields:

Database URL
Specifies the URL of the database to which the profile/s will be bound. The typical syntax is:

jdbc:db2://<host name="">:<port>/<database name="">.</database></port></host> or

or
fully qualified_host_name:port

User Specifies the user ID for the database administrator on the server where the database is
located.

Password
Specifies the password for the database administrator on the server where the database is
located.

Additional options
Specifies additional options to use during the customization and bind processes. See the DB2
documentation for a complete list of customization options.

Class path
Specifies the class path where sqlj.zip, and db2jcc.jar or db2jcc4.jar are located.

Click OK.

Note: If you are processing a large enterprise application, or you are processing many SQLJ profiles,
the process might take longer than the default timeout for the administrative console. The
default connection timeout for the application server's administrative console is set to 30
minutes. If the default timeout is reached and you lose the connection to the server, you can
check the system output log for the final results of the customization and bind process.
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To prevent this disconnection, configure the console session timeout to a longer period of time.
After a successful customization and binding process, check the system output log for the total
processing time. Use that time period as a basis for the new timeout value. For information
about how to configure the console timeout, see the topic on changing the console session
expiration.

Results

After the application server finishes processing the SQLJ profiles, you will see the results from the
customization and binding. The results panel displays messages from the database server, as well as
summary results from the application server.

If the operation completed successfully, the following message will be printed to the system log:

ADMAO507I1=ADMA0O5071: The SQLJ operation on application {0} completed successfully. Exit code: {1}
ADMAG5071.explanation=This informational message indicates the program status.
ADMAO507I.useraction=No user action is required.

If the operation did not complete successfully, the following message will be printed to the system out log:

ADMAO5061=ADMAO5061: The SQLJ operation on application {0} did not complete successfully. Exit code: {1}
ADMAO5061.explanation=The SQLJ operation encountered a problem. This informational message indicates
the program status. Prior messages in the command output give details of the problem.
ADMAO5061.useraction=Check the command output for the cause of the problem.

Customizing and binding SQLJ profiles with the db2sqljcustomize tool
Customize and bind SQLJ profiles with the db2sgljcustomize tool before you install the SQLJ application in
the application server.

Before you begin

To perform this task, you must have SQLJ application that has been deployed, but the application should
not be installed in the application server. If the application is already installed in the application server, you
will need to reinstall the application after you customize the profiles. You also need serialized profiles for
the SQLJ application.

For SQLJ applications that use container-managed persistence, you can deploy the application in two

ways:

» Deploy the SQLJ application in the application server. See the topic on deploying SQLJ applications that
use container-managed persistence (CMP) for more information.

» Deploy SQLJ applications with the ejbdeploy tool. See the topic on deploying SQLJ applications that
use container-managed persistence (CMP) with the ejbdeploy tool.

For SQLJ application that use bean-managed persistence, see the topic on deploying SQLJ applications
that use bean-managed persistence, servlets, or sessions beans.

About this task

To take advantage of SQLJ applications in the application server, you need to customize the SQLJ
profiles. The customization process augments the profiles with information that is specific to the DB2
database. The database uses this information at run time. By default, four DB2 packages are created in
the database; one package is created for each isolation level.

The application server supports customizing and binding the SQLJ profiles in the administrative console or

with scripting:

» For administrative console support, read the topic on customizing and binding profiles for Structured
Query Language in Java (SQLJ) applications.
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» For scripting support, see the topic on the application management command group for the AdminTask

object.

Procedure

1.

Make sure the necessary database tables exist, as described in the topic on deploying data access
applications.

Transfer the serialized profiles to the environment on which you installed your application.
Alternatively, use the Java jar command to extract the serialized profiles from the JAR file in your
installed EAR directory.

Add the location for the SQLJ profiles and the application's JAR file to your environment's class path.

Make sure the necessary database tables exist, as described in the topic on deploying data access
applications.

Optional: If your application is not running in a clustered environment, you can use the Ant script to
make customization easier. If you run a batch SQLJ customization against an EAR file with the
ejbdeploy tool, the tool produces an Ant script that is named application_name.ear.xml. You can use
this script file to run the DB2 customizer program against the serialized profiles in all of the enterprise
bean JAR files for the associated EAR file. The script updates each enterprise bean's JAR file with a
serialized profile and replaces the JAR files in the existing EAR file with the modified versions.

a. Change the values of the database URL, and the database user and password properties in
ejbdeploy.sqlj.properties. This file is a common file to all Ant scripts that are generated by the
ejbdeploy command. The ejbdeploy.sqlj.properties script defines the global properties for:

» Database URL - db.url
* User - db.user
* Password - db.password

The Ant script uses the URL, user, and password properties in the serialized profile to customize
the profile. By default, the properties for the serialized profile are created from the global
properties.

b. Run the Ant script, specifying the properties target. For example:
ws_ant -buildfile application_name.ear.xml properties

This script creates the properties file, application_name.ear.properties. The
application_name.ear.properties file contains properties that specify the default names for the
packages corresponding to each serialized profile in the EAR file. This is a sample properties file:
url.MyEJB1.jar.DB2UDBNT V8 1=jdbc:db2://1ocalhost:50000/MyDB1
user.MyEJB1.jar.DB2UDBNT_V8_l=dbuser
password.MyEJB1.jar.DB2UDBNT V8 1=dbpassword
pkg.MyEJB1.jar.DB2UDBNT V8 1=TEST
url.MyEJB2.jar.DB2UDBNT V8 1=jdbc:db2://1ocalhost:50000/MyDB2
user.MyEJB2. jar.DB2UDBNT_V8_l=dbuser
password.MyEJB2.jar.DB2UDBNT_V8_l=dbpassword
pkg.MyEJB2.jar.DB2UDBNT_V8_1=WORK

c. Use the DB2 Control Center to identify the packages that are installed in the database. The DB2
SQLJ customizer requires a type 4 database URL in the form of:

jdbc:db2://host-name:port/database-name

It also requires a user and password. The value of the port is 50000, unless you change it when
you install DB2.

d. Change the names that are used by the script file to ensure that the names for each
customization profile do not conflict with existing package names that are in the database. Ant
scripts that are generated for different EAR files use the same package names by default, and the
script will overwrite existing packages unless you change the names. Overwritten packages can
cause errors at run time.
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f.

DB2 uses the first seven characters of the package name. The DB2 customizer uses this name to
create four packages in the database. For example, if you specify the name TEST, the DB2
customizer will create packages called TEST1, TEST2, TEST3, and TEST4.

Run the Ant script. The Ant script updates the original EAR file with the modified serialized
profiles.

Note: Verify that you have db2jcc.jar in the class path. This file should have been added to the
class path environment variable when DB2 V8 FixPak1 was installed.

A sample Ant command looks like this:

ws_ant -Dwork.dir=tmp

-Dscript.property.file=other.properties
-buildfile application_name.ear.xml

where:
* -buildfile specifies the XML file to create.

* -Dscript.property.file specifies a different properties file. This parameter is optional. If you
want your Ant script to use a another file instead of application_name.ear.properties, specify the
Dscript.property.file property when you run the script.

* -Dwork.dir specifies a temporary working directory for the script. The script will create and
delete files and subdirectories in this directory. If the working directory contains existing files
and directories with the same name as the files and directories used by the script, the script
will erase or overwrite the files and directories. This script creates and uses a directory called
tmp as its working directory.

Proceed to |installing the application in the application server).

6. Run the db2sqgljcustomize tool to customize the SQLJ profiles that correspond to each enterprise
bean's JAR file. When you generate your deployment code, serialized profiles (files with a .ser
extension) that are specific to your application are created. These profiles exist in the same directory
as your SQLJ files, and the files must be customized to the environment before they can be used.
When you run the DB2 SQLJ customizer against the serialized profiles, you create static SQL in the
database that DB2 will use at run time. The customization phase creates four database packages that
contain static SQL, one for each isolation level.

192

a.

Optional: Consider using the SQLJ customizer tool to enable context caching for your
application's data source connections. DB2 V8.1 fix pack 6 provides the new caching option with
the db2sqljcustomize tool called db2optimize. You can run this option if your application uses the
explicit connection context instead of the default context.

Note:

* SQLJ context caching support requires the DB2 with IBM JCC driver or Version 2.2 or
later of the DB2 Universal JDBC Driver with APAR PQ87786 applied.

» |If you want to enable context caching for an application or BMP bean that caches
connections across transaction boundaries, you cannot use shareable connections. Use
the get/use/close pattern of connection usage when you invoke the db2optimize option,
or an object closed exception occurs. The following code gives an example of incorrect
connection usage for context caching:

utx.begin();
cons =ds.getConnection(
request.getParameter("db.user"),
request.getParameter("db.password"));
cmctxl = new CM_context(cons);
#sql [cmctx1] {DELETE FROM cmtest WHERE id=1};
utx.commit();
//The next statement verifies the result:
#sql [cmctx1] cursorl = {SELECT id, name FROM cmtest WHERE id=1};

Administering WebSphere applications



10.

In this case, the Select statement elicits an object closed exception. To prevent the
exception from occurring, close the connection before committing the transaction. Then
get a new connection and a new context before running the Select statement.

The following example code demonstrates proper syntax for running the option on the serialized
profile:
sqlj -db2optimize SQLJTransactionTest.sqlj

db2sqljcustomize -url jdbc:db2://1ocalhost:50000/dbname -user USER_NAME -password PASSWORD
SQLJTransactionTest_SJProfileO.ser

b. Run the db2sgljcustomize tool to customize the SQLJ profiles. After you successfully run the

db2sqljcustomize command, customized profiles exist in the directory from which you issued the
command. If you run the db2sqljcustomize command from the directory that contains the
serialized profiles that were not customized, the customized versions will overwrite previous
versions that have the same file names.

The recommended syntax for running the db2sgljcustomize command is:

db2sqljcustomize -url JDBC_URL -user USER_NAME -password PASSWORD
[-rootpkgname PACKAGE NAME] SERIALIZED PROFILEI SERIALIZED PROFILEZ ...

where:

» JDBC_URL is the JDBC URL that is used to access the DB2 system where your tables reside.
* USER_NAME is a valid user name for the DB2 system where your tables reside.

* PASSWORD is the password for the specified user name.

* PACKAGE_NAME is a valid partitioned data set (PDS) member name, up to seven characters
long. Each of the four packages that are created by the profile customizer begin with this name
and are appended with a number from 1 to 4. If you customize only one serialized profile, this
value defaults to a shortened version of the serialized profile name and the -rootpkgname
parameter is not required. If you customize more than one serialized profile with the same
command, there is no default value and the -rootpkgname parameter is required.

* SERIALIZED_PROFILE# is the name of the serialized profile that you are customizing.

— To customize more than one serialized profile with the same command, list multiple files,
separated by spaces.

— Alternatively, you can specify the -rootpkgname parameter to customize more than one
serialized profile with the same command.

Note: The following options provide more control over the customization process:

e -automaticbind yes specifies to run the DB2 SQLJ customizer against the serialized
profiles to create static SQL in the database that the database will use at run time. The
customization phase creates four database packages that contain static SQL, one for
each isolation level.

* -onlinecheck NO and -bindoptions "VALIDATE RUN" specifies settings to bypass errors
during a profile customization and ensure a successful customization.

Update the JAR file for the enterprise beans with the serialized profiles.

Use the jar command to replace the serialized profiles in your JAR file with the customized profiles.

Note: The customized files must be placed in a location that is part of the application class path, and
they must exist ahead of the serialized profiles that are not customized in your JAR file. If you
decide to replace the serialized profiles in your JAR file, maintain the directory structure in
which the profiles exist.

Package the JAR file for the enterprise bean, servlets, and serialized profiles into an enterprise

archive (EAR) file.

Install the application in the application server.
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Note: Do not select Deploy enterprise beans during the application installation process in the
administrative console. If you redeploy the enterprise beans from the administrative console,
you will lose the customization changes that you have made.

SQLJ profiles and pureQuery bind files settings

Use this panel to do customization and binding for the Structured Query Language in Java (SQLJ) profiles
for DB2 that are included in this application. You can also use this panel to do binding for pureQuery bind
files in the application. You can view SQLJ profiles for other database types, but you cannot change these
profiles. PureQuery bind files are only valid for DB2. Use SQLJ or pureQuery to develop data access
applications that connect to DB2 databases. SQLJ is a set of programming extensions that enable a
programmer to use the Java programming language to embed statements that provide SQL database
requests. PureQuery provides an alternate set of APIs that can be used instead of JDBC to access the
DB2 database.

To view this administrative console page, click Applications > Websphere enterprise applications >
app_name > SQLJ profiles and pureQuery bind files.

Advantages of developing applications with SQLJ include improved performance and a shorter, more
efficient development cycle. With SQLJ, you can:

* Improve performance by using static SQL statements.

* Reduce the development cycle by:

— Writing less code with the simpler SQLJ syntax, which reduces the amount of code that is required
to execute statements, and set and retrieve parameters.

— Detecting programming errors earlier in the development phase with the online check function, which
performs data type and schema validation. Activate this function by running it as an option with the
db2sqljcustomize command. See the DB2 documentation for a complete description of the SQLJ
customize command.

DB2 pureQuery run time is an alternative set of APIs to JDBC or SQLJ. Advantages of developing
applications with pureQuery include allowing SQL execution to be either dynamic or static. In addition to
improved performance by using static SQL statements, pureQuery has better problem determination and
diagnosis because it allows for errors at the DB2 server to be related back to application artifacts rather
than to SQL that was generated by an application generator.

Customize and bind profiles:
Specifies that the application server processes the SQLJ profiles that you select from this application.

Note: This selection does not apply to pureQuery. If selected, this option is ignored when processing
pureQuery bind files.

By default, one DB2 package is created in the database for each isolation level. The customization
process augments the profile or profiles with information that is specific for the DB2 database for use at
run time. Typically, the customization process should run after the SQLJ application has been translated
and before the application is started. If you do not run the customization step, the SQLJ application uses
dynamic SQL like a JDBC application.

Binding DB2 SQLJ profiles involves the process of binding the customized SQLJ profiles to the DB2
database.

Bind packages:
Specifies that the application server binds the SQLJ profiles that you select to the DB2 database server.

Note: This selection does not apply to pureQuery. If selected, this option is ignored when processing
pureQuery bind files.

194  Administering WebSphere applications



Bind packages from the SQLJ application that have already been customized.
Select and order the profiles to customize/bind:

Specifies the profiles to process from the list that is provided.

» Select a profile or group of profiles from the Available profiles, and click Add to add the profile that is

selected to Selected Profiles.

» Select a profile or group of profiles from the Selected Profiles, and click Remove to add the profile that

is selected to Available profiles.

When SQLJ or pureQuery profiles have been added to Selected Profiles, select profiles from that list and

use Move Up or Move Down to change the order in which the profiles are processed.

Customize/bind the selected SQLJ profiles as a group:

Specifies that the application server creates a .grp file that contains the SQLJ profiles that you selected.

Note: This selection does not apply to pureQuery. If selected, this option is ignored when processing
pureQuery bind files.

When you click OK, there is an option on the next panel to download the .grp file.
Use a profile group file to specify profiles to customize/bind:

Specifies a profile group file from the local file system to customize or bind.
Database URL:

Specifies the URL of the database to which the profile or profiles are bound.

The typical syntax is:
jdbc:db2://host_name:port_name/database_name

User:

Specifies the user ID for the database administrator on the server where the database is located.
Password:

Specifies the password for the database administrator on the server where the database is located.
Additional options:

Specifies additional options to use during the customization and bind processes.

Options for pureQuery binding uses the following syntax:
-bindoptions "BLOCKING NO"

For more information about pureQuery bind options, refer to the DB2 pureQuery Bind Utility topic.
Class path:
Specifies the class path where the sqlj.zip, and db2jcc.jar or db2jcc4.jar files for SQLJ are located.

Specifies the class path where the pdq.jar, pdgmgt.jar, db2jcc.jar, db2jcc_license_cisuz.jar files for
pureQuery are located.
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Download SQLJ profile group

Use this panel to download the group file for the Structured Query Language in Java (SQLJ) profiles that
are bound together as a single package on the DB2 database server. You can use the file when
performing future customization or binding work on the application. Click the link that is provided to
download the profile group to your local file system. The group file has a filename extension of .grp and a
HTTP Content-Type of text/plain.. Your web browser settings might cause the browser to display the file
contents rather than prompting you for a download destination. If this happens, you can manually copy
and paste the contents into your own .grp file.

Note: This topic does not apply to IBM Optim™ PureQuery Runtime. IBM Optim PureQuery Runtime does
not support binding pureQuery bind files as a group.

Click Applications > Application Types > WebSphere enterprise applications > app_name > SQLJ
profiles and pureQuery bind files. When you are selecting the profiles to customize and bind, select
Customize/bind the selected SQLJ profiles as a group to view this console panel.

Review results

Use this panel to review the results from the customization and binding process for the Structured Query
Language in Java (SQLJ) profiles or pureQuery bind files. Use SQLJ or IBM Optim PureQuery Runtime to
develop data access applications that connect to DB2 databases. SQLJ is a set of programming
extensions that enable a programmer to use the Java programming language to embed statements that
provide SQL (Structured Query Language) database requests. IBM Optim PureQuery Runtime provides an
alternate set of APIs that can be used instead of JDBC to access the DB2 database.

Click Applications > Application Types > WebSphere enterprise applications > application_name >
SQLj profiles and pureQuery bind. Select profiles to customize and bind, complete the necessary fields,
and click OK to view this console panel.

Review results:

Displays the results of the customization and bind process. The field shows information that is received
from the database and summary statements from the application server.

Using embedded SQLJ with the DB2 for z/0OS Legacy driver

Structured Query Language in Java (SQLJ) is a set of programming extensions that enable a programmer,
using the Java programming language, to embed statements that provide Structured Query Language
(SQL) database requests. You can use the DB2 for z/OS Legacy driver with your data access applications.

About this task

Notes:
1. To use SQLJ with WebSphere Application Server for z/OS and the DB2 for z/OS Legacy
Driver, install DB2 APAR PQ76442.

2. Container Managed Persistence (CMP) beans generated using SQLJ are not supported by the
DB2 for z/OS Legacy Driver. Use the DB2 Universal Driver for CMPs that are generated using
SQLJ.

Following are the steps required to develop applications with SQLJ that run on WebSphere Application
Server for z/OS v6.0 using the DB2 for z/OS Legacy driver.

Procedure

1. Design your application in Rational Application Developer according to your requirements, using SQLJ
when necessary. For example, if you develop a bean called Test that uses BMP, code TestBean.sq|]
(instead of TestBean.java).
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a. From your DB2 for z/OS installation, copy the db2sqljclasses.zip file to a directory on your
workstation, then modify the Java Build Path of your EJB Java archive (JAR) project to include the
db2sqljclasses.zip file.

b. Translate your SQLJ code according to the following steps:

1) Locate your SQLJ file, then use ASCII mode transfer to FTP it to an HFS in your z/OS
environment.

2) Use the sqlj command to translate your SQLJ code into Java code. Two files are produced,
one with a .java extension and the other with an .ser extension.
sqlj -compile=false SQLJ FILE NAME

3) Use ASCII mode transfer for the .java file and BINARY mode transfer for the .ser file to move
these files back to the directory on your workstation where the SQLJ file resides.

4) Refresh the project.

c. Generate deployment code for your application.

d. Export your EAR file.

Install your application

a. Create a data source with the DB2 for zOS Local JDBC Provider (RRS). When you define your
JDBC Provider and data source, the default values are sufficient for providing SQLJ support.

b. Install your application into WebSphere Application Server.

Use the data source you created in Step 1 to resolve your resource references.
Customize your serialized profiles When you generate your deployment code, serialized profiles, or

files with an .ser extension, that are specific to your application, are created. These profiles must be
customized in a z/OS environment before they can be used.

a. Use binary transfer to transfer the serialized profiles to the z/OS environment on which you
installed your application. Alternatively, use the Java jar command to extract the serialized profiles
from the EJB JAR file in your installed EAR directory.

b. Use the db2profc command to customize your serialized profiles. You can get information about the
various options associated with this command from the DB2 documentation; however, here are the
minimum requirements to customize your profile:
db2profc -pgmname=PROGRAM_NAME PROFILE_NAME
* Where:

— PROGRAM_NAME must be a valid MVS™ PDS member name, and can be up to seven
characters.

— PROFILE_NAME is the name of the serialized profile that you want to customize. You must
run db2profc one time for each profile.

* The profile customizer creates four DBRM data sets in the PDS USERNAME.DBRMLIB.DATA.
The member names of the DBRMs begin with what you specified as PROGRAM_NAME.

» Ensure that your CLASSPATH environment variable includes:
— The location of the serialized profile
— The EJB JAR file in your installed EAR directory

* Allocate a PDS to contain the DBRMs that are created. Name this PDS
USERNAME.DBRMLIB.DATA, where USERNAME is the user who implements the db2profc
command.

The following fields are an example:

Space units=TRACK
Primary quantity=15
Secondary quantity=5
Directory blocks=10
Record format=FB
Record Tength=80

Block size=27920

Data set name type=PDS
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c. Place the existing serialized profiles, which are now customized, into a location that is part of the
application classpath and that is ahead of the serialized profiles that exist in your EJB JAR file.

The output of the DB2 profile customizer and the input file have the same name. Move the output
file ahead of the original serialized profile in the classpath. Alternatively, you can move the
customized profile into the EJB JAR file, replacing the original. It is recommended that you replace
the original file.

IMPORTANT: If you run the db2profc command from the directory where the serialized profile
exists, the profile customizer overwrites the serialized profile. Because you need only the
customized version after the profile customizer has run, this is not a problem.

d. Bind your DBRMs into a package.

Note: You must create your database tables before binding your DBRMs. If you do not, the bind
job fails.

The db2profc customization command creates a series of DBRMs that must be bound into
packages. For each customized profile, four DBRMs are created.

These DBRMs:

* Are located in USERNAME.DBRMLIB.DATA

* All have names that begin with what you specified as PROGRAM_NAME
* Are numbered from 1-through-4

For example, if you log in as IBMUSER, and you specify -pgmname=TESTBMP, then run the
db2profc command, the four data sets, TESTBMP1, TESTBMP2, TESTBMP3, AND TESTBMP4
are created and placed in the PDS IBMUSER.DBRMLIB.DATA.

These data sets must be bound into packages with isolation of UR, CS, RS, and RR. You must
run a bind for each serialized profile that you customize.

e. After you bind all of the DBRMs into packages, bind the packages into a plan. Name the plan
whatever you like.

IMPORTANT: You must also include the JDBC packages in the package list (PKLIST) of your new
plan. The default names for the JDBC packages to include are DSNJDBC.DSNJDBCI, ...,
DSNJDBC.DSNJDBCA4. If your installation did not use the default names for the JDBC packages,
contact your DB2 administrator to determine the names of the JDBC packages that you need to
include.

Following is a sample job used to bind a new plan.

» One serialized profile was created while logged on as IBMUSER.
+ -pgmname=TESTBMP was specified to run db2profc.

* The new plan is named SQLJPLAN.

//BBOOLS JOB (516B,1025), ' IBMUSER',MSGCLASS=H,CLASS=A,PRTY=14,

// NOTIFY=&SYSUID,TIME=1440,USER=IBMUSER, PASSWORD=IBMUSER,
// MSGLEVEL=(1,1)
//********************************************************************
//BINDOLS EXEC PGM=IKJEFTO1,DYNAMNBR=20

//DBRMLIB DD DSN=IBMUSER.DBRMLIB.DATA,DISP=SHR

/] DD DSN=MVSDSOM.DB2710.SDSNDBRM,DISP=SHR

//SYSTSPRT DD  SYSOUT=*

//SYSPRINT DD SYSOUT=*

//SYSUDUMP DD  SYSOUT=x

//SYSTSIN DD =

DSN SYSTEM(DB2)

BIND -
PACKAGE (TESTBMP) -
QUALIFIER(IBMUSER) -
MEMBER (TESTBMP1) -
VALIDATE (BIND) -
ISOLATION(UR) -
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SQLERROR (NOPACKAGE)

BIND -
PACKAGE (TESTBMP) -
QUALIFIER(IBMUSER) -
MEMBER (TESTBMP2) -
VALIDATE (BIND) -
ISOLATION(CS) -
SQLERROR (NOPACKAGE) -

BIND -
PACKAGE (TESTBMP) -
QUALIFIER(IBMUSER) -
MEMBER (TESTBMP3) -
VALIDATE (BIND) -
ISOLATION(RS) -
SQLERROR (NOPACKAGE) -

BIND -
PACKAGE (TESTBMP) -
QUALIFIER(IBMUSER) -
MEMBER (TESTBMP4) -
VALIDATE (BIND) -
ISOLATION(RR) -
SQLERROR (NOPACKAGE)

BIND PLAN(SQLJPLAN) -
QUALIFIER(IBMUSER) -
PKLIST(TESTBMP. * -

DSNJDBC. * ) -
ACTION(REPLACE) RETAIN -
VALIDATE (BIND)

END
/*

f. Grant the appropriate authority to your new plan. Use an interface to DB2, such as SPUFI, to grant
the authority. Issue this command:

GRANT EXECUTE ON PLAN PLANNAME TO APPSERVERID

Where:
* PLANNAME is the name of the plan that you bound.

* APPSERVERID is the ID under which WebSphere Application Server runs; for example,
CBSYMSR1.

4. Configure your data source to use your new plan

a. From the WebSphere Application Server for z/OS Administrative Console, navigate to your Data
Source and select Custom Properties.

b. Select the Custom Property planName.
c. Update the value of planName with what you named your plan when it was bound.
d. Set enableSQLJ to true.

5. Stop and restart your server.

6. Run your application.

Directory conventions

References in product information to app_server_root, profile_root, and other directories imply specific
default directory locations. This topic describes the conventions in use for WebSphere Application Server.
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Default product locations - IBM i

These file paths are default locations. You can install the product and other components in any directory
where you have write access. You can create profiles in any valid directory where you have write access.
Multiple installations of WebSphere Application Server products or components require multiple locations.

app_client_root
The default installation root directory for the Application Client for IBM WebSphere Application
Server is the /QIBM/ProdData/WebSphere/AppClient/V8/client directory.

app_client_user_data_root
The default Application Client for IBM WebSphere Application Server user data root is the
/QIBM/UserData/WebSphere/AppClient/V8/client directory.

app_client_profile_root
The default Application Client for IBM WebSphere Application Server profile root is the
/QIBM/UserData/WebSphere/AppClient/V8/client/profiles/profile name directory.

app_server_root
The default installation root directory for WebSphere Application Server is the
/QIBM/ProdData/WebSphere/AppServer/V8/Base directory.

java_home

Table 16. Root directories for supported Java Virtual Machines.

This table shows the root directories for all supported Java Virtual Machines (JVMs).

JVM Directory
32-bit IBM Technology for Java /QOpenSys/QIBM/ProdData/JavaVM/jdk60/32bit
64—bit IBM Technology for Java /QOpenSys/QIBM/ProdData/JavaVM/jdk60/64bit

plugins_profile_root
The default Web Server Plug-ins profile root is the /QIBM/UserData/WebSphere/Plugins/V8/
webserver/profiles/profile_name directory.

plugins_root
The default installation root directory for Web Server Plug-ins is the /QIBM/ProdData/WebSphere/
Plugins/V8/webserver directory.

plugins_user_data_root
The default Web Server Plug-ins user data root is the /QIBM/UserData/WebSphere/Plugins/V8/
webserver directory.

product_library

product_lib
This is the product library for the installed product. The product library for each Version 8.0
installation on the system contains the program and service program objects (similar to .exe, .d11,
.so objects) for the installed product. The product library name is QWAS8x (where x is A, B, C, and
so on). The product library for the first WebSphere Application Server Version 8.0 product installed
on the system is QWAS8A. The app_server _root/properties/product.properties file contains the
value for the product library of the installation, was.install.library, and is located under the
app_server_root directory.

profile_root
The default directory for a profile named profile_name for WebSphere Application Server is the
/QIBM/UserData/WebSphere/AppServer/V8/Base/profiles/profile_name directory.

shared_product_library
The shared product library, which contains all of the objects shared by all installations on the
system, is QWAS8. This library contains objects such as the product definition, the subsystem
description, the job description, and the job queue.
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user_data_root
The default user data directory for WebSphere Application Server is the /QIBM/UserData/
WebSphere/AppServer/V8/Base directory.

The profiles and profileRegistry subdirectories are created under this directory when you
install the product.

web_server_root
The default web server path is /www/web_server_name.

Administering data access applications

These administrative tasks consist primarily of configuring the objects, or resources, through which
applications connect with a backend, and tuning those resources to handle the volume of connection
requests.

Procedure

1. If your application contains web modules or EJB modules that require access to a backend, configure
resources according to your type of enterprise information system (EIS):

» For a relational database, follow the steps outlined in the topic, Configuring a JDBC provider and
data source. If you are using a DB2 database, the topic, Configuring an application to use
pureQuery is another option. IBM Optim PureQuery Runtime provides an alternative to JDBC as a
way to access the DB2 database.

» For a non-relational database, or another type of EIS such as the Customer Information Control
System (CICS), you must configure a resource adapter and connection factories. The topic,
Accessing data using Java EE Connector Architecture connectors, provides information on setting
up these objects.

Note: When you specify the Java Naming and Directory Interface (JNDI) name for resources, adhere
to the following requirements:

« Do not assign duplicate JNDI names across different resource types (such as data sources
versus J2C connection factories or JMS connection factories).

» Do not assign duplicate JNDI names for multiple resources of the same type in the same
scope.

2. Configure an authentication alias for the new web module resource or EJB module resource only if the
application code, rather than WebSphere Application Server, authenticates connections with the
backend. This security configuration is called component-managed authorization, and is indicated in
the application deployment descriptor as res-auth = Application.

Container-managed authorization, which is designated as res-auth = Container, indicates that
Application Server performs signon for backend connections. The container-managed authentication
alias must be specified on the application resource reference. This task can be done during application
assembly or deployment, along with mapping the resource reference to a data source or connection
factory resource. After application deployment, however, you can alter the container-managed
authentication alias using the administrative console. Click Applications > Websphere enterprise
applications > application_name, and select the link to the appropriate mapping page. For example,
if you want to alter the alias of an EJB module resource, you might click Map data sources for all 2.x
CMP beans. For a web module resource, click Resource References.

Read the J2EE connector security topic for detailed reference on resource authentication.

3. If your application contains a client module that requires data access, see the topic, Configuring data
access for application clients. In this single configuration process, you can define authentication data
for either component-managed or container-managed signon.

4. Specify connection pool settings.
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Test a connection to the new data source. See the article, Test connection service, for information on
the available methods for testing connections. This article also addresses important data source
settings that can affect the accuracy of your test connection results.

Set the JDBC trace service. The JDBC trace log information augments the JVM log data for data
source failures.

To activate the trace using the administrative console, read the topic, Enabling trace at server startup..
Specify WAS.database as the trace group and select com.ibm.ws.db2.logwriter as the trace string.

Gather connection pool statistics by activating the JDBC connection pool counters or the J2C
connection pool counters. Alternatively, you can use Performance Monitoring Infrastructure (PMI)
method calls to gather connection statistics; see the topic, Connection and connection pool statistics.

Tune your database to accommodate the connection volume. If you use DB2 UDB for iSeries®, see the
topic, DB2 Universal Database performance tips, as a starting point reference.

Configuring Java EE Connector connection factories in the
administrative console

To access an enterprise information system (EIS), configure connection factories, which instantiate
resource adapter classes for establishing and maintaining resource connections.

About this task

An application component uses a connection factory to access a connection instance, which the
component then uses to connect to the underlying enterprise information system (EIS). Examples of
connections include database connections, Java Message Service connections, and SAP R/3 connections.

Procedure

1.
2.
3.

Click Resources > Resource Adapters > Resource adapters.

In the Resource adapters panel, select the resource adapter that you want to configure.
From the Additional Properties heading, click J2C connection factories.

a. Click New.

b. Specify any properties for the connection factory in the General Properties panel.

c. Select the authentication preference.
d

Select the aliases for Component-managed authentication, Container-managed authentication,
or both. Some choices for the mapping-configuration alias do not use a container-managed
authentication alias, so you will not be able to select a container-managed alias if one of those
mapping-configuration aliases is selected.

If you have defined security domains in the application server, you can click Browse... to select an
authentication alias for the resource that you are configuring. Security domains allow you to isolate
authentication aliases between servers. The tree view is useful in determining the security domain
to which an alias belongs, and the tree view can help you determine the servers that will be able to
access each authentication alias. The tree view is tailored for each resource, so domains and
aliases are hidden when you cannot use them.

Note: If the resource adapter supports XA, an option for Authentication alias for XA recovery
will be available.
If there are no aliases that are available, or you want to define a different alias:

Click Apply to save the current settings.
Click JAAS - J2C authentication data from the Related Items heading.
Click New.
Define the properties for the alias in General Properties.
5) Click OK.
e. Click OK.
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4. Click the name of the J2C connection factory that you created.
5. From the Additional Properties heading, click Connection pool properties.

a.

a.

Change any values by clicking the property name. For more information on the settings for
connection pools, read the topic Tuning connection pools, or the topic, Connection pool settings.

Click OK.

6. Click Custom properties from the Additional Properties heading.

a.

b.

Click any property name to change its value. If the UserName and Password properties are
defined, they will be overridden by the component-managed authentication alias that you specified
in the previous step.

Click Save.

7. Restart the application server for the changes to take effect.

Configuring connection factories for resource adapters within applications
To access an enterprise information system (EIS), configure connection factories, which instantiate
resource adapter classes for establishing and maintaining resource connections.

About this task

An application component uses a connection factory to access a connection instance, which the
component then uses to connect to the underlying enterprise information system (EIS). Examples of
connections include database connections, Java Message Service connections, and SAP R/3 connections.

Procedure
1. Optional: Install the application if it is not already installed on the application server.

a.

® oo

f.

2 A

b.
c.
d

Click Applications > Install New Application.

Browse to find the appropriate EAR file, which contains an RAR file.

Click Next.

Select Resource ref mapping to a J2C Connection Factory, then click Next.

In Step 2: Map module to servers, select the resource adapters with which to associate your
application and click Next.

Complete the installation process for the application. For more information on installing applications,
refer to the topic, Installing enterprise application files with the console.

Select the application that you want to configure.

Click Modules > Manage Modules.

Select the name of the RAR file in the Manage Modules panel.

Click Resource Adapter under the Additional Properties heading.

Under the Additional Properties heading, click J2C connection factories.
a.

Click New.
Specify any properties for the connection factory in the General Properties panel.
Select the authentication preference.

Select an alias for Component-managed authentication if any application components with
Application or Per connection factory authentication specified in the resource reference are going to
be getting connections from this connection factory using the empty-argument getConnection()
method. For resources that support XA, you can specify an Authentication alias for XA recovery. If
there are no aliases that are available, or you want to define a different alias:

1) Click Apply to save the current settings.

2) Click JAAS - J2C authentication data under the Related Items heading.
3) Click New.

4) Define the properties for the alias in General Properties.
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5) Click OK.
e. Click OK.
7. Click the name of the J2C connection factory that you created.
8. Under the Additional Properties heading, click Connection pool properties.

a. Change any values by clicking on the property name. For more information on the settings for
connection pools, refer to the topic, Tuning connection pools, or the topic, Connection pool settings.

a. Click OK.
9. Click Custom properties under the Additional Properties heading.
a. Click any property name to change its value. If the UserName and Password properties are

defined, they will be overridden by a component-managed authentication alias that you might
have configured.

b. Click Save.

Directory conventions
References in product information to app_server_root, profile_root, and other directories imply specific
default directory locations. This topic describes the conventions in use for WebSphere Application Server.

Default product locations - IBM i

These file paths are default locations. You can install the product and other components in any directory
where you have write access. You can create profiles in any valid directory where you have write access.
Multiple installations of WebSphere Application Server products or components require multiple locations.

app_client_root
The default installation root directory for the Application Client for IBM WebSphere Application
Server is the /QIBM/ProdData/WebSphere/AppClient/V8/client directory.

app_client_user_data_root
The default Application Client for IBM WebSphere Application Server user data root is the
/QIBM/UserData/WebSphere/AppClient/V8/client directory.

app_client_profile_root
The default Application Client for IBM WebSphere Application Server profile root is the
/QIBM/UserData/WebSphere/AppClient/V8/client/profiles/profile_name directory.

app_server_root
The default installation root directory for WebSphere Application Server is the
/QIBM/ProdData/WebSphere/AppServer/V8/Base directory.

Jjava_home

Table 17. Root directories for supported Java Virtual Machines.

This table shows the root directories for all supported Java Virtual Machines (JVMs).

JVM Directory
32-bit IBM Technology for Java /QOpenSys/QIBM/ProdData/JavaVM/jdk60/32bit
64-bit IBM Technology for Java /QOpenSys/QIBM/ProdData/JavaVM/jdk60/64bit

plugins_profile_root
The default Web Server Plug-ins profile root is the /QIBM/UserData/WebSphere/Plugins/V8/
webserver/profiles/profile_name directory.

plugins_root
The default installation root directory for Web Server Plug-ins is the /QIBM/ProdData/WebSphere/
Plugins/V8/webserver directory.
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plugins_user_data_root
The default Web Server Plug-ins user data root is the /QIBM/UserData/WebSphere/Plugins/V8/
webserver directory.

product_library

product_lib
This is the product library for the installed product. The product library for each Version 8.0
installation on the system contains the program and service program objects (similar to .exe, .d11,
.so objects) for the installed product. The product library name is QWAS8x (where x is A, B, C, and
so on). The product library for the first WebSphere Application Server Version 8.0 product installed
on the system is QWAS8A. The app_server _root/properties/product.properties file contains the
value for the product library of the installation, was.install.library, and is located under the
app_server_root directory.

profile_root
The default directory for a profile named profile_name for WebSphere Application Server is the
/QIBM/UserData/WebSphere/AppServer/V8/Base/profiles/profile_name directory.

shared_product_library
The shared product library, which contains all of the objects shared by all installations on the
system, is QWAS8. This library contains objects such as the product definition, the subsystem
description, the job description, and the job queue.

user_data_root
The default user data directory for WebSphere Application Server is the /QIBM/UserData/
WebSphere/AppServer/V8/Base directory.

The profiles and profileRegistry subdirectories are created under this directory when you
install the product.

web_server_root
The default web server path is /www/web_server_name.

Connection pool settings
Use this page to configure connection pool settings.

This administrative console page is common to JDBC data sources and JMS connection factories (unified,
queue, or topic connection factories). To view this page, the path depends on the type of resource, but
generally you select an instance of the resource type then click Connection Pool. For example:

» Click Resources > JDBC > Data Sources > data_source > [Additional Properties] Connection pool
properties

» Click Resources > JMS->Queue connection factories->queue_connection_factory->[Additional
Properties] Connection pool

Note: Connection pooling is not supported in an application client. The application client calls the
database directly and does not go through a data source. If you want to use the getConnection()
request from the application client, configure the JDBC provider in the application client deployment
descriptors, using Rational Application Developer or an assembly tool. The connection is
established between application client and the database. Application clients do not have a
connection pool, but you can configure JDBC provider settings in the client deployment descriptors.

Connection timeout:

Specifies the interval, in seconds, after which a connection request times out and a
ConnectionWaitTimeoutException is thrown.

This value indicates the number of seconds that a connection request waits when there are no
connections available in the free pool and no new connections can be created. This usually occurs
because the maximum value of connections in the particular connection pool has been reached.
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For example, if Connection timeout is set to 300, and the maximum number of connections are all in use,
the pool manager waits for 300 seconds for a physical connection to become available. If a physical
connection is not available within this time, the pool manager initiates a ConnectionWaitTimeout exception.
In most cases, you should not retry the getConnection() method; if a longer wait time is required you
should increase the Connection timeout setting value. If a ConnectionWaitTimeout exception is caught by
the application, review the expected connection pool usage of the application and tune the connection pool
and database accordingly.

If the Connection timeout is set to 0, the pool manager waits as long as necessary until a connection
becomes available. This happens when the application completes a transaction and returns a connection
to the pool, or when the number of connections falls below the value of Maximum Connections, and a new
physical connection is created.

If Maximum Connections is set to 0, an infinite number of physical connections are enabled, and the
Connection timeout value is ignored.

Data type Integer
Units Seconds
Default 180

Range 0 to max int

Maximum connections:
Specifies the maximum number of physical connections that you can create in this pool.

These are the physical connections to the backend resource. When this number is reached, no new
physical connections are created. The requester waits until a physical connection that is currently in use
returns to the pool, or until a ConnectionWaitTimeoutException error displays. For example, if the Max
Connections value is set to 5, and there are 5 physical connections in use, the pool manager waits for the
amount of time specified in Connection timeout for a physical connection to become free.

Knowing the number of connection pools that can potentially request connections from the backend, such
as a DB2 database or a CICS server, helps you determine a value for the Maximum Connections property.

For multiple stand-alone application servers that use the same data source configuration, or J2C
connection factory configuration, a separate physical connection pool exists for each server. If you clone
these same application servers, WebSphere Application Server (base) implements a separate connection
pool for each clone.

All of these connection pools correspond to the same data source or connection factory configuration.
Therefore all of these connection pools can potentially request connections from the same backend
resource, at the same time. The single Maximum Connections value that you set on this console panel
applies to every one of these connection pools. Consequently, setting a high Maximum Connections value
can result in a load of connection requests that overwhelms your backend resource.

Data type Integer
Default 10
Range 0 to maximum integer

If Max Connections is set to 0, the Connection timeout
value is ignored.

Tip: For better performance, set the value for the connection pool lower than the value for the maximum
thread pool connections of the web container. To configure this setting click Servers > Server types
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> WebSphere application servers > server > Thread Pools, and modify the web container
property. Lower settings, such as 10-30 connections, perform better than higher settings, such as
100.

You can use the Tivoli® Performance Viewer to find the optimal number of connections in a pool. If
the number of concurrent waiters is greater than 0, but the processor load is not close to 100%,
consider increasing the connection pool size. If the Percent Used value is consistently low under
normal workload, consider decreasing the number of connections in the pool.

Minimum connections:
Specifies the minimum number of physical connections to maintain.

If the size of the connection pool is at or below the minimum connection pool size, the Unused timeout
thread does not discard physical connections. However, the pool does not create connections solely to
ensure that the minimum connection pool size is maintained. Also, if you set a value for Aged timeout,
connections with an expired age are discarded, regardless of the minimum pool size setting.

For example, if the Minimum Connections value is set to 3, and one physical connection is created, the
Unused timeout thread does not discard that connection. By the same token, the thread does not
automatically create two additional physical connections to reach the Minimum Connections setting.

Data type Integer
Default 1

Range 0 to max int
Reap time:

Specifies the interval, in seconds, between runs of the pool maintenance thread.

For example, if Reap Time is set to 60, the pool maintenance thread runs every 60 seconds. The Reap
Time interval affects the accuracy of the Unused timeout and Aged timeout settings. The smaller the
interval, the greater the accuracy. If the pool maintenance thread is enabled, set the Reap Time value less
than the values of Unused timeout and Aged timeout. When the pool maintenance thread runs, it discards
any connections remaining unused for longer than the time value specified in Unused timeout, until it
reaches the number of connections specified in Minimum Connections. The pool maintenance thread also
discards any connections that remain active longer than the time value specified in Aged timeout.

The Reap Time interval also affects performance. Smaller intervals mean that the pool maintenance thread
runs more often and degrades performance.

To disable the pool maintenance thread, set Reap Time to 0, or set both Unused timeout and Aged timeout
to 0. The recommended way to disable the pool maintenance thread is to set Reap Time to 0, and Unused
timeout and Aged timeout are ignored. However, if Unused timeout and Aged timeout are set to 0, the pool
maintenance thread runs, but only physical connections that timeout, because of non-zero timeout values,

are discarded.

Data type Integer
Units Seconds
Default 180

Range 0 to max int

Unused timeout:
Specifies the interval in seconds after which an unused or idle connection is discarded.
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Set the Unused timeout value higher than the Reap timeout value for optimal performance. Unused
physical connections are only discarded if the current number of connections exceeds the Minimum
Connections setting. For example, if the unused timeout value is set to 120, and the pool maintenance
thread is enabled (Reap Time is not 0), any physical connection that remains unused for 2 minutes is
discarded.

The accuracy and performance of this timeout are affected by the Reap Time value. See
page 207|for more information.

Data type Integer
Units Seconds
Default 1800
Range 0 to max int

Aged timeout:
Specifies the interval in seconds before a physical connection is discarded.

Setting Aged timeout to 0 supports active physical connections remaining in the pool indefinitely. Set the
Aged timeout value higher than the Reap timeout value for optimal performance.

For example, if the Aged timeout value is set to 1200, and the Reap Time value is not 0, any physical
connection that remains in existence for 1200 seconds (20 minutes) is discarded from the pool. The only
exception is if the connection is involved in a transaction when the aged timeout is reached, the
application server will not discard the connection until after the transaction is completed and the
connection is closed.

The accuracy and performance of this timeout are affected by the Reap Time value. See
for more information.

Data type Integer
Units Seconds
Default 0

Range 0 to max int
Purge policy:

Specifies how to purge connections when a stale connection or fatal connection error is detected.

Valid values are EntirePool and FailingConnectionOnly.

Data type String
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Defaults

Range

Connection pool advanced settings

Use this page to specify connection pooling related settings.

EntirePool for J2C connection factories and
JMS-related connection factories

EntirePool for WebSphere Version 4.0 data sources

EntirePool for current version data sources that you
create through the administrative console

EntirePool for current version data sources that you
script through wsadmin AdminConfig commands,
starting JDBC templates that are built into WebSphere
Application Server. For information about the command
createUsingTemplate, see the topic, Commands for the
AdminConfig object.

FailingConnectionOnly for data sources that you script
in wsadmin tool without starting JDBC templates

EntirePool

All connections in the pool are marked stale. Any
connection not in use is immediately closed. A
connection in use is closed and issues a stale
connection Exception during the next operation
on that connection. Subsequent getConnection()
requests from the application result in new
connections to the database opening. When
using this purge policy, there is a slight possibility
that some connections in the pool are closed
unnecessarily when they are not stale. However,
this closure is a rare occurrence. In most cases,
a purge policy of EntirePool is the best choice.

FailingConnectionOnly

Only the connection that caused the stale
connection exception is closed. Although this
setting eliminates the possibility that valid
connections are closed unnecessarily, it makes
recovery from an application perspective more
complicated. Because only the currently failing
connection is closed, there is a possibility that the
next getConnection() request from the application
can return a connection from the pool that is also
stale. The result is more stale connection
exceptions.

The connection pretest function attempts to
insulate an application from pooled connections
that are not valid. When a backend resource,
such as a database, goes down, pooled
connections that are not valid might exist in the
free pool. This is especially true when the purge
policy is failingConnectionOnly; in this case, the
failing connection is removed from the pool.
Depending on the failure, the remaining
connections in the pool might not be valid.

This administrative console page is common to a range of resource types: for example, JDBC data
sources and JMS queue connection factories. To view this page, the path depends on the type of
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resource, but generally you select an instance of the resource provider, then an instance of the resource
type, then click Connection pool properties > Advanced connection pool properties.

For example, click:

* Resources > JDBC > JDBC providers > JDBC provider > Data sources > data_source >
Connection pool properties > Advanced connection pool properties

* Resources > JMS > JMS provider > Default messaging > Queue connection factory >
JMS_queue_connection_factory > Connection pool properties > Advanced connection pool
properties.

The Connection Pool Partition Support creates buckets and hashes on the buckets for optimizing the
connection pool for getConnection method requests. The number of shared partitions, the number of free
pool partitions, and the free pool distribution table size are properties that are related to reducing the time
a thread must wait for a synchronization lock. On systems with a single processor, these values do not
make a difference. On systems with multiple processors, these settings can reduce the performance cost
that is associated with managing multiple threads.

When the default values are used, which means that the partitions are set to 0, the connection pool
automatically selects the best values. The ability to change the default values is primarily provided for
connection pools that exceed 500 maximum connections. When the connection pool exceeds 500
maximum connections, the formula that is used for auto-tuning the connection pool might create large
objects whose size you might want to reduce. Performance might be reduced by reducing the partition
size. However, that impact is normal when you weigh memory versus performance.

Number of shared partitions:
Specifies the number of partitions that are created in each of the shared pools.
Partition support is always enabled. The default values of 0 should be used to enable the connection pool

to pick the best values for performance. In some cases where large multiprocessor systems are used,
adjusting the partition support properties might help performance.

Data type integer
Default value 0
Range 0 to max int

Number of free pool partitions:

Specifies the number of partitions that are created in each of the free pools.

Data type integer
Default value 0
Range 0 to max int

Free pool distribution table size:

Determines the distribution of Subject and CRI hash values in the table that indexes connection usage
data.

These hash values are used to match connection request credentials with the connections. A free pool
distribution table size larger than 1 can yield more efficient distribution of hash values, to help minimize
search collisions within the table. Fewer collisions can result in faster retrieval of a connection that
matches a request. Use a larger value for free pool distribution table size if your resource receives many
incoming requests with varying credentials. Smaller values (1) should be used if the same credentials
apply to all incoming requests for the resource. The value of 0 means random distribution.
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Data type integer
Default value 0
Range 0 to max int

Surge threshold:
Specifies the number of connections created before surge protection is activated.

Surge protection is designed to prevent overloading of a data source when too many connections are
created at the same time. Surge protection is controlled by two properties, surge threshold and surge
creation interval.

The surge threshold property specifies the number of connections created before surge protection is
activated. After you reach the specified number of connections, you enter surge mode.

The surge creation interval property specifies the amount of time, in seconds, between the creation of
connections when in surge mode.

For example, assume the follow settings:
* maxConnections = 50

» surgeThreshold = 10

» surgeCreationinterval = 30 seconds

If the connection pool receives 15 connection requests, 10 connections are created at about the same
time. The 11th connection is created 30 seconds after the first 10 connections. The 12th connection is
created 30 seconds after the 11th connection. Connections continue to be created every 30 seconds until
there are no more new connections needed or you reach the maxConnections value.

Surge connection support starts if the surge threshold is > -1 and the surge creation interval is > 0. The
surge threshold property has a default value of -1, which indicates that it is turned off.

Data type integer
Default value -1
Range -1 to max int

Surge creation interval:
Specifies the amount of time between connection creates when you are in surge protection mode.

When the number of connections specified for the surge threshold property is reached, the surge creation
interval property dictates how much time each new connection request must wait before fulfillment.

Restriction: Surge protection does not work for a connection pool that is managed through an activation
specification that coordinates with a JMS queue connection factory and default messaging
provider. To control incoming connections for JMS calls such as onMessage, see the help
topic for the administrative console page JMS > Activation specification >
activation_specification_name.

Data type integer
Default value 0
Range 0 to max int

Stuck timer interval:
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A stuck connection is an active connection that is not responding or returning to the connection pool. If the
pool is stuck (you have reached the stuck threshold), a resource exception is given to all new connection
requests until the pool is unstuck. The stuck timer interval property is the interval for the timer, for
example, how often the connection pool checks for stuck connections. The default value is 0 seconds.

If an attempt to change the stuck time, stuck timer interval, or stuck threshold properties using the

wsadmin scripting tool fails, an I11egalState exception occurs. The pool cannot have any active requests
or active connections during this request. For the stuck connection support to start, the stuck time and the
stuck threshold property values must be greater than 0 and maximum connections must be greater than 0.

Also, the stuck timer interval, if it is set, must be less than the stuck time value. In fact, it is suggested that
the stuck timer interval be one-quarter to one-sixth the value of stuck time so that the connection pool
checks for stuck connections 4 - 6 times before a connection is declared stuck. This interval check
reduces the likelihood of false positives.

Data type integer
Default value 0

Range 0 to max int
Stuck time:

A stuck connection is an active connection that is not responding or returning to the connection pool. If the
pool is stuck (you have reached the stuck threshold), a resource exception is given to all new connection
requests until the pool is unstuck. The stuck time property is the interval, in seconds, allowed for a single
active connection to be in use to the backend resource before it is considered to be stuck.

Data type integer
Default value 0

Range 0 to max int
Stuck threshold:

A stuck connection is an active connection that is not responding or returning to the connection pool. If the
pool is stuck (you have reached the stuck threshold), a resource exception is given to all new connection
requests until the pool is unstuck. An application can explicitly catch this exception and continue
processing. The pool continues to periodically check for stuck connections when the number of stuck
connections is past the threshold. If the number of stuck connections drops below the stuck threshold, the
pool detects this during its periodic checks and enables the pool to begin servicing requests again. The
stuck threshold is the number of connections that must be considered stuck for the pool to be in stuck
mode.

Data type integer
Default value 0
Range 0 to max int

Connection pool (Version 4) settings
Use this page to create a connection pool for a Version 4.0 data source.

You can access this administrative console page in one of two ways:

* Resources > JDBC > JDBC Providers > JDOBC_provider > Data sources (WebSphere Application
Server V4) > data_source > Connection pool properties (version 4)

* Resources > JDBC > Data sources (WebSphere Application Server V4) > data_source >
Connection pool properties (version 4)
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Scope: Resources such as JDBC providers, namespace bindings, or shared libraries can be defined at
multiple scopes, with resources defined at more specific scopes overriding duplicates which are defined at
more general scopes.

Note that no matter what the scope of a defined resource, the resource's properties only apply at an
individual server level. For example, if you define the scope of a data source at the cell level, all users in
that cell can look up and use that data source, which is unique within that cell. However, resource property
settings are local to each server in the cell. For example, if you define max connections to 10, then each
server in that cell can have 10 connections.

When resources are created, they are always created into the current scope selected in the panel. To view
resources in other scopes, specify a different node or server in the scope selection form.

For general information, see Administrative console scope settings in the Related Reference section.

Data type String

Minimum pool size:
Specifies the minimum number of connections to maintain in the pool.

The minimum pool size can affect the performance of an application. Smaller pools require less overhead
when the demand is low because fewer connections are held open to the database. When the demand is
high, the first applications experience a slow response because new connections are created if all others
in the pool are in use.

Data type Integer
Default 1
Range Any non-negative integer.

Maximum pool size:
Specifies the maximum number of connections to maintain in the pool.

If the maximum number of connections is reached and all connections are in use, additional requests for a
connection wait up to the number of seconds specified as the connection timeout. The maximum pool size
can affect the performance of an application. Larger pools require more overhead when demand is high
because there are more connections open to the database at peak demand. These connections persist
until idled out of the pool. If the maximum value is smaller, longer wait times or possible connection
timeout errors during peak times can occur. Ensure that the database can support the maximum number
of connections in the application server, in addition to any load that it has outside of the application server.

Data type Integer
Default 10
Range Any positive integer

Connection timeout:

Specifies the maximum number of seconds an application waits for a connection from the pool before
timing out and triggering a ConnectionWaitTimeout exception. WebSphere Application Server acts on this
value only if you set the maximum pool size property, in which case the number of maximum connections
serves as a trigger for enforcing the wait timeout property.

Data type Integer
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Units Seconds
Default 180
Range Any non-negative integer

Setting this value to 0 disables the connection timeout.

If you accept the default value, Application Server issues the ResourceAllocation exception immediately
after the pool manager indicates that the maximum number of connections are in use. If you disable
connection timeout, Application Server does not issue an exception. Instead, the pool manager queues
subsequent connection requests until it can allocate a connection.

Idle timeout:

Specifies the maximum number of seconds that an idle (unallocated) connection can remain in the pool
before being removed to free resources.

Connections need to idle out of the pool because keeping connections open to the database can cause
database memory problems. However, not all connections are idled out of the pool, even if they are older
than the Idle Timeout setting. A connection is not idled if removing the connection would cause the pool to
shrink below its minimum size. Setting this value to 0 disables the idle timeout.

Data type Integer

Units Seconds

Default 1800

Range Any non-negative integer

Orphan timeout:

Specifies the maximum number of seconds that an application can hold a connection without using it
before the connection returns to the pool

If there is no activity on an allocated connection for longer than the Orphan Timeout setting, the
connection is marked for orphaning. After another Orphan Timeout number of seconds, if the connection
still has no activity, the connection returns to the pool. If the application tries to use the connection again, it
is issued a stale connection exception. Connections that are enlisted in a transaction are not orphaned.
Setting this value to 0 disables the orphan timeout.

Data type Integer

Units Seconds

Default 1800

Range Any non-negative integer

Statement cache size:
Specifies the number of cached prepared statements to keep per connection.

The largest value you would need to set your cache size to if you do not want any cache discards is
determined as follows: for each application that uses this data source on a particular server, add up the
number of unique prepared statements (as determined by the sq/ string, concurrency, and the scroll type).
This is the maximum number of possible prepared statements that can be cached on a given connection
over the life of the server. Setting the cache size to this value means you never have cache discards. This
provides better performance. However, because of potential resource limitations, this might not always be
possible.
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Data type Integer
Default 10
Range Any non-negative integer

Disable auto connection cleanup:

Specifies whether the connection pooling software automatically closes connections from the data source
at the end of a transaction. Set this property if you want to maintain and reuse the same connection
across multiple transactions.

The default is false, which indicates that when a transaction completes, the application server closes the
connection and returns it to the pool. Any use of the connection after the transaction has ended results in
a stale connection exception, because the connection is closed and has returned to the pool. This
mechanism ensures that connections are not held indefinitely by the application. If the value is set to true,
the connection is not returned to the pool at the end of a transaction. In this case, the application must
return the connection to the pool by calling the close() method. If the application does not close the
connection, the pool can run out of connections for other applications to use.

Data type Boolean (check box)
Default False (clear)

J2C Connection Factories collection
Use this page to view Java 2 Connector (J2C) connection factories, which represent sets of connection
configuration values.

Application components such as enterprise beans have resource reference descriptors that refer to the
connection factory, not the resource adapter. The connection factory is really a configuration properties list
holder. In addition to the arbitrary set of configuration properties defined by the vendor of the resource
adapter, there are several standard configuration properties that apply to the connection factory. These
standard properties are used by the Java 2 Connectors connection pool manager in the application server
run time and are not known by the vendor-supplied resource adapter code.

You can access this administrative console page in one of two ways:
* Resources > Resource Adapters > J2C connection factories

* Resources > Resource Adapters > Resource adapters > resource_adapter > J2C connection
factories

Name:

Specifies the display name of a connection factory.

Data type String

JNDI name:

Specifies the Java Naming and Directory Interface (JNDI) name of this connection factory.

Data type String

Scope:

Specifies the scope of the connection factory. Only applications that are installed within this scope can use
this connection factory.
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Provider:
Specifies the resource adapter that WebSphere Application Server uses for this connection factory.
Description:

Specifies a text description of this connection factory.

Data type String

Connection factory interface:

Specifies the fully qualified name of the interface that provides the implementation class for the connection
factory.

Category:

Specifies a string that you can use to classify or group this connection factory.

Data type String

J2C connection factories settings:
Use this panel to specify settings for a connection factory.

You can access this administrative console page in one of two ways:
* Resources > Resource Adapters > J2C connection factories > J2C_connection_factory

* Resources > Resource Adapters > Resource adapters > resource_adapter > J2C connection
factories > J2C _connection_factory

Scope:

Specifies the scope of the resource adapter that connects applications to an enterprise information system
(EIS) through this connection factory. Only applications that are installed within this scope can use this
connection factory.

Provider:

Specifies the resource adapter that WebSphere Application Server uses for this connection factory.
Provider can be set only when you create a new connection factory. The list shows all of the existing
resource adapters that are defined at the relevant scope. Select one from the list if you want to use an
existing resource adapter as Provider.

Create new provider:

Provides the option of configuring a new resource adapter for the new connection factory.

Create New Provider is displayed only when you create, rather than edit, a connection factory.

Clicking Create New Provider triggers the console to display the resource adapter configuration page,
where you create a new adapter. After you click OK to save your settings, you see the connection factory
collection page. Click New to define a new connection factory for use with the new resource adapter; the
console now displays a configuration page that lists the resource adapter as the new connection factory

Provider.
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Name:
Specifies the name of this connection factory.

This is a required property.

Data type String

JNDI name:

Specifies the JNDI name of this connection factory.

For example, the name could be eis/myECIConnection.

After you set this value, save it and restart the server. You can see this string when you run the

dumpNameSpace tool. This is a required property. If you do not specify a JNDI name, it is completed by
default using the Name field.

Data type String
Default eis/display name

Important: Adhere to the following requirements for JNDI names:

» Do not assign duplicate JNDI names across different resource types (such as data sources
versus J2C connection factories or JMS connection factories).

» Do not assign duplicate JNDI names for multiple resources of the same type in the same
scope.

Description:

Specifies a text description of this connection factory.

Data type String

Connection factory interface:
Specifies the fully qualified name of the Connection Factory Interfaces supported by the resource adapter.

This is a required property. For new objects, the list of available classes is provided by the resource
adapter in a drop-down list. After you create the connection factory, the field is a read only text field.

Data type Drop-down list or text

Category:

Specifies a string that you can use to classify or group this connection factory.

Data type String

Authentication alias for XA recovery:

Specifies the authentication alias that is used during XA recovery processing. If this alias name is changed
after a server failure, the subsequent XA recovery processing uses the original setting that was in effect
before the failure.

Chapter 7. Welcome to administering Data access resources 217



Select an alias from the list.

To define a new alias that is not displayed in the list:

1. Click Apply. Under Related ltems, you now see a listing for Java Platform, Enterprise Edition (Java
EE) Connector Architecture (J2C) authentication data entries.

Click JAAS - J2C authentication data.
Click New.
Define an alias.

Click OK and Save. The console now displays an alias collection page that lists all configured aliases.
Above the table, this page also displays the name of your connection factory in the breadcrumb path.

6. Click the name of your J2C connection factory to return to the configuration panel for the connection
factory that you are creating.

7. Select the new alias in the container-managed authentication alias list.
8. Click Apply.

A A

If the resource adapter does not support XA transactions, this field is not displayed. The default value
comes from the selected alias for application authentication, if specified.

If you have defined multiple security domains and multiple authentication aliases in the application server,
you can click Browse... to select an authentication alias for the resource that you are configuring. Security
domains allow you to isolate authentication aliases between servers. The tree view is useful in determining
the security domain to which an alias belongs, and the tree view can help you determine the servers that
is able to access each authentication alias. The tree view is tailored for each resource, so domains and
aliases are hidden when you cannot use them.

The browse button is only accessible if at least one security domain is defined and assigned a scope that
is applicable to the resource that is being edited. Additionally, that security domain must contain at least
one JAAS J2C Authentication alias.

Data type Drop-down list

Component-managed authentication alias:
Specifies authentication data for component-managed signon to the resource.
Select an alias from the list.

To define a new alias that is not displayed in the list:

1. Click Apply. Under Related ltems, you now see a listing for Java Platform, Enterprise Edition (Java
EE) Connector Architecture (J2C) authentication data entries.

Click JAAS - J2C authentication data.
Click New.
Define an alias.

Click OK and Save. The console now displays an alias collection page that lists all configured aliases.
Above the table, this page also displays the name of your connection factory in the breadcrumb path.

6. Click the name of your J2C connection factory to return to the configuration panel for the connection
factory that you are creating.

7. Select the new alias in the container-managed authentication alias list.
8. Click Apply.

o kv
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If you have defined multiple security domains and multiple authentication aliases in the application server,
you can click Browse... to select an authentication alias for the resource that you are configuring. Security
domains allow you to isolate authentication aliases between servers. The tree view is useful in determining
the security domain to which an alias belongs, and the tree view can help you determine the servers that
is able to access each authentication alias. The tree view is tailored for each resource, so domains and
aliases are hidden when you cannot use them.

The browse button is only accessible if at least one security domain is defined and assigned a scope that
is applicable to the resource that is being edited. Additionally, that security domain must contain at least
one JAAS J2C Authentication alias.

Data type List

The alias that you configure for component-managed authentication does not apply to all clients that must
access the secured resource. External Java clients with Java Naming and Directory Interface (JNDI)
access can look up a Java 2 Connector (J2C) resource such as a data source or Java Message Service
(JMS) queue. However, they are not permitted to take advantage of the component-managed
authentication alias defined on the resource. This alias is the default value that is used when the
getConnection() method does not specify any authentication data, like user and password, or a value for
ConnectionSpec. If an external client needs a connection, it must assume responsibility for the
authentication by passing it through arguments on the getConnection() call.

Mapping-configuration alias:

Specifies the authentication alias for the Java Authentication and Authorization Service (JAAS) mapping
configuration that is used by this connection factory.

The DefaultPrincipalMapping JAAS configuration maps the authentication alias to the user ID and
password. You can define and use other mapping configurations.

Note: Some mapping-configuration aliases do not use container-managed authentication aliases, so you
cannot select a container-managed authentication alias if one of those mapping-configuration
aliases is selected.

Data type Pick-list

Container-managed authentication alias:

Specifies authentication data, which is a JAAS - J2C authentication data entry, for container-managed
signon to the resource. This setting can be disabled depending on the value that is selected for the
Mapping-configuration alias setting.

Select an alias from the list.

To define a new alias that is not displayed in the list:

1. Click Apply. Under Related ltems, you now see a listing for Java Platform, Enterprise Edition (Java
EE) Connector Architecture (J2C) authentication data entries.

Click JAAS - J2C authentication data.
Click New.
Define an alias.

Click OK and Save. The console now displays an alias collection page that lists all configured aliases.
Above the table, this page also displays the name of your connection factory in the breadcrumb path.

ok 0N
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6. Click the name of your J2C connection factory to return to the configuration panel for the connection
factory that you are creating.

7. Select the new alias in the container-managed authentication alias list.
8. Click Apply.

If you have defined multiple security domains and multiple authentication aliases in the application server,
you can click Browse... to select an authentication alias for the resource that you are configuring. Security
domains allow you to isolate authentication aliases between servers. The tree view is useful in determining
the security domain to which an alias belongs, and the tree view can help you determine the servers that
are able to access each authentication alias. The tree view is tailored for each resource, so domains and
aliases are hidden when you cannot use them.

The browse button is only accessible if at least one security domain is defined and assigned a scope that
is applicable to the resource that is being edited. Additionally, that security domain must contain as least
one JAAS J2C Authentication alias.

Data type Pick-list

Authentication preference:
Specifies the authentication mechanisms defined for this connection factory.

This setting specifies which of the authentication mechanisms defined for the corresponding resource
adapter applies to this connection factory. Common values, depending on the capabilities of the resource
adapter, are: KERBEROS, BASIC_PASSWORD, and None.

If None is chosen, the application component is expected to manage authentication (<res-
auth>Application</res-auth>). In this case, the user ID and password are taken from one of the following:
» The component-managed authentication alias

» UserName, Password Custom Properties

+ Strings passed on the getConnection method

For example, if two authentication mechanism entries are defined for a resource adapter in the ra.xm/
document:

» <authentication-mechanism-type>BasicPassword</authentication-mechanism-type>

» <authentication-mechanism-type>Kerbv5</authentication-mechanism-type>

The authentication preference specifies the mechanism to use for container-managed authentication. An
exception is issued during server startup if a mechanism that is not supported by the resource adapter is
selected.

Data type Pick-list
Default BASIC_PASSWORD

J2C Connection Factory advanced settings:
Use this page to specify settings for a Java 2 Connector (J2C) connection factory.

You can access this administrative console page in one of two ways:

* Resources > Resource Adapters > J2C connection factories > J2C_connection_factory >
Advanced connection factory properties

* Resources > Resource Adapters > resource_adapter > J2C connection factories >
J2C _connection_factory > Advanced connection factory properties

Log missing transaction contexts:
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Specifies whether the container logs that there is a missing transaction context when a connection is
obtained.

Data type Boolean
Default True (enabled)
Cached handles:

Specifies whether cached handles are tracked by the container. Cached handles are handles that are held
in inst vars in a bean.

Data type Boolean
Default False (clear)

Resource workload routing:
Use this topic to learn how to enable resource routing in your environment.

Note: Resource workload routing includes data source and connection factory fail over and subsequent
fail back from a predefined alternate or backup resource. This function enables applications to
easily recover from resource outages, such as database failures, without requiring you to embed
alternate resource and configuration information. You can tailor the resource fail over and failback
flexible configuration options to meet your environment-specific and application needs.

Configure an alternate resource

A data source and connection factory can fail over and fail back automatically when a specified or default
failure threshold value is reached. When fail over occurs, the application switches from using the primary
resource to using the alternate resource. Fail back occurs when the application switches back from the
alternate resource to the primary resource.

The alternate resource is created the same way that other connection factories or data sources are
created. The alternate resource configuration should mirror the primary resource configuration. For
example, the alternate resource security configuration and the primary resource configuration, with respect
to the application and resources, should mirror each other so that the application and database can
access the required data. After the alternate resource is created, you can change the database values that
are necessary for the alternate resource backend configuration. If the alternate resource is not compatible,
it is likely that fail over will fail. If the resources are not compatible, the following errors might occur: tables
or fields that do not exist, an expected record does not exist and unexpected resource errors exist. As a
test option, before the alternate resource is configured to the primary data source, you can test the
application by changing the JNDI name in the application from the primary JNDI name to the alternate
JNDI name.

When the primary resource is used, the alternate resource is paused. Before the alternate resource is
paused, the alternate resource can be available before the primary is used. Using the alternate before it is
paused is not recommended unless there is a special reason the alternate needs to be accessed before
the primary resource. An example of a special reason is testing the application for compatability.

An alternate resource cannot be used as a primary. When using the fail over feature with non-relational
resource adapters that have back-ends that also support fail over, you must verify that fail over is not
configured for these back-ends. Fail over works with non-relational resource adapters that have a
ManagedConnection object that implements a testConnection method. The testConnection method is used
to ping the alternate and primary resources for success before re-establishing a connection to the currently
available resource. If the resource adapter does not implement a testConnection method or testConnection
throws a javax.resource.NotSupportedException error, the fail over feature is disabled.
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For resource adapters that do not meet the requirement for testConnection, partial fail over can be used.
You must manually fail back using Mbeans to the primary resource when the primary resource is available.
Partial fail over can be enabled by setting the property, enablePartialResourceAdapterFailoverSupport to
true.

You are encouraged to test the suitability of this feature with your system environment and resources
before enabling fail over support.

Mbean operations properties

failOverToAlternateResource

Values: none, hold or automated; default is hold without automated fail back.

Description: Manual fail over to alternate resource. This action is issued on the primary resource.
failBackToPrimaryResource

Values: none, hold or automated; default is automated with automated fail over.

Description: Manual fail back to primary resource. This action is issued on the primary resource.
Mbean attribute properties

resourceFailOver

Values: boolean

Description: False - Disables resource fail over. True - Enables resource fail over. This action is issued on
the primary resource.

resourceFailBack
Values: boolean

Description: False - Disables resource fail back. True - Enables resource fail back. This action is issued
on the primary resource.

populateAlternateResource
Values: boolean

Description: False - Disables populate alternate resource. True - Enables populate alternate resource.
This action is issued on the alternate resource.

Custom properties

All properties for this feature must be created as new custom properties on the connection pool for a
particular data source or connection factory. In the administrative console, navigate to the data source or
connection factory that notification is to be enabled for. Click the Connection pool properties link. On the
Pool Properties panel, click Connection pool custom properties link. The Custom properties panel for
the resource connection pool displays. Click New to create the custom properties described as follows:
failureThreshold

Values: Must be an integer and > 0.
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Description: The failureThreshold property is only read if the failureNotificationActionCode or
alternateResourceJNDIName property is set to valid value. If the failureThreshold property is not set or is
set to an invalid number the default value of 5 is used. The integer value specified for the failureThreshold
is the number of consecutive resource exceptions that must occur for a particular resource before
notification is sent or failover occurs.

The following is an example of how this value works: If the failureThreshold property is set to 5 for data
source B, then data source B must get five consecutive resource exceptions while attempting to establish
connections, with no successful attempts in-between these failures, before notification is sent or the
resource can fail over. An attempt to send the notification or fail over is made after five consecutive
resource exceptions occur. However, in a multi-threaded environment, after the failure threshold value is
reached, the timing of the notification or fail over might occur after additional resource exceptions.

Attention: Resource exception counters are not shared between resources. Resource exceptions must be
consecutive to reach failure threshold.

alternateResourceJNDIName
Values: String value containing a direct JNDI name.

Description: An alternate connection factory or data source resource should be like the primary resource.
Provide the JNDI name of the alternate resource to enable the fail over feature.

Advanced fail over properties

resourceAvailabilityTestRetrylnterval

Values: int value, default is 10.

Description: The test connection interval by default is 10 seconds. Every 10 seconds, the test connection
thread attempts to test the primary resource. Depending on system resources, this value can be change
from 1 - MAXINIT seconds.

enablePartialResourceAdapterFailoverSupport

Values: boolean value, default is false.

Description: If this value is true, fail over to the alternate resource occurs, but fail back to the primary is
manual. This property can be set if the resource adapter being used does not meet the requirements for
connection fail over, for example, it does not have testConnection implemented or it throws a not
supported exception.

disableResourceFailOver

Values: boolean value, default is false.

Description: If this value is true, automatic fail over does not occur.

disableResourceFailBack

Values: boolean value, default is false.

Description: If this value is true, automatic fail back does not occur.
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populateAlternateResource

Values: boolean value, default is false.

Description: If this value is true, the alternate resource is populated with connections to maximum
connections. Every attempt is made to keep the alternate resource at maximum connections. If the
database goes down for the alternate resource, the stale connections are removed and the populate
thread repopulates the alternate resource when the database is available. You can dynamically enable and
disable the populate alternate resource using the Mbean operations, disablePopulateAlternateResource
and enablePopulateAlternateResource.

Attention: You might see performance gains during a failover with populate alternate resource enabled,
but, the cost is high to keep the alternate resource populated. Most of the cost is in keeping
twice the number of connections typically required for one data source. Because connections
are large objects, keeping the connections uses additional memory resource on the server and
extra resource on the database.

Data source resource definition in applications:

In support of the Java Enterprise Edition (Java EE) 6 specification, applications can define data sources in
annotations or in the deployment descriptor. This topic reviews similarities and compatibility with
WebSphere Application Server data sources defined at the server, node, cluster, or cell level. Optional

features in data source definition are also discussed.

Standard properties for data source definition

Table 18. Standard properties for data source definition. Use this table to learn about standard properties for data

source definitions

Annotation element

Descriptor element

Comments

name

name

JNDI name for the data source. The
name must be in one of the
java:global, java:app, java:module, or
java:comp name spaces.

className

class-name

Fully qualified class name from the
JDBC driver that implements
javax.sql.XADataSource,
javax.sql.ConnectionPoolDataSource,
or javax.sql.DataSource.

databaseName

database-name

Value is supplied to JDBC driver.

description

description

Value is supplied to DataSource
MBean.

initialPoolSize

initial-pool-size

Value of property is ignored. In
WebSphere Application Server, initial
pool size is always 0.

isolationLevel

isolation-level

Equivalent to WebSphere Application
Server data source custom property,
webSphereDefaultlsolationLevel. This
is a default transaction isolation level
for new connections.

loginTimeout

login-timeout

Value is supplied to JDBC driver.

maxl|dleTime

max-idle-time

Equivalent to WebSphere Application
Server connection pooling property,
unusedTimeout. This property is
ignored in the client container where
connection pooling is not provided.
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Table 18. Standard properties for data source definition (continued)

properties for data source definitions

. Use this table to learn about standard

Annotation element

Descriptor element

Comments

maxPoolSize

max-pool-size

Equivalent to WebSphere Application
Server connection pooling property,
maxConnections. This property is
ignored in the client container where
connection pooling is not provided.

maxStatements

max-statements

Defines the maximum number of
statements for the connection pool. In
WebSphere Application Server, each
pooled connection has its own
statement cache. Consequently,
maxStatements is divided (equally,
rounding down) between the
maxPoolSize for the pool. If
maxPoolSize is unlimited, then
statement pooling is disabled.

minPoolSize

min-pool-size

Equivalent to WebSphere Application
Server connection pooling property,
minConnections. This property is
ignored in the client container where
connection pooling is not provided.

password

password

Default password for connection
requests that do not specify a
password. Consider using an
authentication alias instead of
hard-coding the user name and
password into the application.

portNumber

port-number

Value is supplied to JDBC driver.

serverName

server-name

Value is supplied to JDBC driver.

transactional

transactional

In WebSphere Application Server, the
property, transactional, controls
whether the connection is enlisted in
JTA transactions. When
transactional=false, connections are
not enlisted in JTA transactions, but
you can still run transactions against
the database using autocommit=true
or connection.commit/rollback with
autocommit=false. Equivalent to the
opposite of the WebSphere
Application Server data source
custom property,
nonTransactionalDataSource.

url

url

Value is supplied to the JDBC driver
unless any of the following are also
specified: databaseName,
serverName, portNumber.

user

user

Default user name for connection
requests that do not specify a user
name. Consider using an
authentication alias instead of
hard-coding the user name and
password into the application.
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Table 18. Standard properties for data source definition (continued). Use this table to learn about standard
properties for data source definitions

Annotation element Descriptor element Comments

Vendor properties and custom properties

JDBC driver vendor properties can be included in the data source definition. Most of the WebSphere
Application Server custom properties can also be included in the data source definition.

With annotations, this is done through the properties element; for example,
@DataSourceDefinition

(

name="java:app/env/myDataSource",

className="org.apache.derby.jdbc.EmbeddedXADataSource40",

databaseName="myDB",

properties=

{
// Vendor properties for Derby Embedded JDBC driver:
"createDatabase=create",
"connectionAttributes=upgrade=true",

// Custom properties for WebSphere Application Server:
"connectionTimeout=60",
"dataStoreHelperClass=com.ibm.websphere.rsadapter.DerbyDataStoreHelper",
"validateNewConnection=true",

"validateNewConnectionRetryCount=5"

bs

serverName=""

)

The following example illustrates how the data source definition is included in the deployment descriptor:

<data-source>
<name>java:app/env/myDataSource</name>
<class-name>org.apache.derby.jdbc.EmbeddedXADataSource40</class-name>
<database-name>myDB</database-name>
<property><name>createDatabase</name><value>create</value></property>
<property><name>connectionAttributes</name><value>upgrade=true</value></property>
<property><name>connectionTimeout</name><value>60</value></property>
<property><name>dataStoreHelperClass</name><value>com.ibm.websphere.rsadapter.DerbyDataStoreHelper</value></property>
<property><name>validateNewConnection</name><value>true</value></property>
<property><name>validateNewConnectionRetryCount</name><value>5</value></property>
<server-name/>

</data-source>

The following is a list of WebSphere Application Server custom properties that can be configured in this
manner:

» Connection pooling properties:
— agedTimeout
— authDataAlias
— authMechanismPreference
— connectionTimeout
— defaultConnectionTypeOverride
— globalConnectionTypeOverride
— mappingConfigAlias
— purgePolicy
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— reapTime
— stuckThreshold
— stuckTime
— stuckTimerTime
— surgeCreationinterval
— surgeThreshold
— testConnection
— testConnectioninterval
— XA_RECOVERY_AUTH_ALIAS
» Data source custom properties:
— beginTranForResultSetScrollingAPls
— beginTranForVendorAPls
— connectionSharing
— enableMultithreadedAccessDetection
— errorDetectionModel
— freeResourcesOnClose
— oracleRACXARecoveryDelay (Oracle only)
— preTestSQLString
— userDefinedErrorMap
— validateNewConnection
— validateNewConnectionRetryCount
— validateNewConnectionRetryInterval
— validateNewConnectionTimeout

Resource references

It is recommended for applications to always use resource references when accessing data sources, which
makes it easier for the deployer to override.

Connection sharing

By default, for data source definition, a connection request can share an existing in-use connection if it
matches the originally requested settings for that connection (connectionSharing=MatchOriginalRequest).
Alternately, connection sharing can be done by matching the connection request against the current state
of the connection (connectionSharing=MatchCurrentState).

Life cycle

The life cycle of a data source definition is tied to the life cycle of the applications that define it.
Consequently, you can update your application to change the data source definition without needing to
restart the server. If multiple applications include the same data source definition, for example, both data
source definitions have identical java:global names, identical set of properties configured, and identical
values for properties, then all of the applications must be uninstalled before updating the data source
definition and reinstalling the applications.

Conflicts between data source definitions
Applications, modules, and components should take care not to define data sources with the same

java:global name as another application, because that process makes it impossible for the applications to
coexist. Within an application, modules and components should take care not to define data sources with
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the same java:app name as another module or component. The conflict causes the application installation
to fail. Within a module, components should take care not to define data sources with the same
java:module name as other components. The conflict causes the application installation to fail. Within the
web module, components should take care not to define data sources with the same java:comp name as
other components. The conflict causes the application installation to fail.

Bean validation in RAR modules:

WebSphere Application Server validates resource adapter archive (RAR) JavaBeans constraints in
compliance with the Java Connector Architecture (JCA) version 1.6 specification.

Resource adapters can specify the validation requirements of configuration properties to the Application
Server through annotations in the source code of the resource adapter, constraint specifications in a
resource adapter validation descriptor, or a mixture of both. In specifying these constraints, resource
adapters can use the built-in bean validation constraints supplied with the Application Server, custom bean
validation constraints supplied either by the application developer or a third party, or a mixture of both.
Resource adapter developers can apply constraints to the fields and JavaBeans-compliant properties of
the following JCA types:

* ResourceAdapter

* ManagedConnectionFactory
» ActivationSpec

* AdministeredObject

At run time, the application server creates instances of bean types declared by the resource adapter. Each
instance is validated immediately upon setting its configuration properties, before placing the instance into
service.

When validating a RAR bean, the Application Server creates an instance of a validator factory according to
the bean validation deployment descriptor discovered by the Application Server. A validator instance is
then obtained from the factory and used to validate the bean instance.

If validation fails, the Application Server throws a constraint violation exception and reports all violations to
the system log. The effects of the exception for each RAR bean type and problem determination
information are documented in the topic, Troubleshooting bean validation in RAR modules.

Note: The Bean Validation specification requires that no more than one validation.xml is visible on the
class path. This requirement is violated whenever two or more stand-alone RARs provide a
validation descriptor. See the section, "RAR bean validation descriptor" in this topic, for more
information. When more than one validation.xml is visible to the Application Server class loaders,
the Application Server or application modules might fail to acquire the default ValidatorFactory and
subsequently cannot perform bean validation. For example, the server cannot validate beans of a
RAR embedded in an application whenever the embedded RAR lacks a validation configuration,
and two or more stand-alone RARs provide configurations. To avoid trouble, install stand-alone
RARs that provide a bean validation descriptor as isolated whenever possible.

Built-in constraint annotations

Note: Use built-in constraint annotations to specify the range and mandatory attributes of configuration
properties rather than provide custom annotations for the same purpose. The following constraints
are useful, but you can use all bean validation built-in constraints. See the topic [Bean validatio
fouilt-in constraints| for a complete list of the constraints.

*+ @Min

Specifies the minimum value of the configuration property decorated with this annotation. The value
must be greater than or equal to the specified minimum.

+ @Max
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Specifies the maximum value of the configuration property decorated with this annotation. The value
must less than or equal to the specified maximum.

* @Size
Specifies the range of values of the configuration property decorated with this annotation. The value

must be greater than or equal to the specified minimum and be less than or equal to the specified
maximum.

e @NotNull

Specifies the value of the configuration property decorated with this annotation must not be null. That is,
the property is required.

The following example is a RAR bean class that is decorated with built-in constraint annotations.

The value of the serverName configuration property must not be null, and the value of the instanceCount
property must be at least 1 when the Application Server creates and configures an instance of the
MyConnector class. Otherwise, a constraint validation exception occurs and, in the case of
ResourceAdapter bean, the resource adapter fails to start. See the topic Troubleshooting bean validation
in RAR modules for more information.

package com.my.company;

@Connector(...)
public class MyConnector implements ResourceAdapter, Serializable

@ConfigProperty(type=java.lang.String.class,defaultValue="WAS")
private String serverName;

@NotNul1()
public String getServerName() {return serverName;}

private Integer instanceCount = 0;

@Min(value=1)
public Integer getInstanceCount() {return instanceCount;}

RAR bean validation descriptor

Bean validation constraints can be declared through an XML descriptor supplied by a RAR module. In the
simplest case, a RAR validation descriptor consists of the validation configuration declared in the
validation.xml file and zero or more XML files that declare RAR bean validation constraints. Files
containing constraint declarations are specified in the constraint-mapping elements of the validation
configuration (validation.xml).

You must package the validation descriptor in the META-INF directory of a RAR module. Any custom
constraint annotation classes that are declared in the validation descriptor must also be packaged in the
RAR module.

The following example is a simple RAR validation descriptor that declares constraint metadata like the
code shown in the section, "Built-in constraint annotations."

<?xml version="1.0" encoding="UTF-8"?7>

<validation-config
xmins="http://jboss.org/xml/ns/javax/validation/configuration"
xmins:xsi="http://www.w3.0rg/2001/XMLSchema-instance"
xsi:schemalLocation="http://jboss.org/xml1/ns/javax/validation/configuration validation-configuration-1.0.xsd">

<constraint-mapping>META-INF/constraints.xml</constraint-mapping>

</validation-config>

The constraints XML file is also located in the META-INF directory and looks like the following:

<constraint-mappings
xmins="http://jboss.org/xml/ns/javax/validation/mapping"
xmins:xsi="http://www.w3.0rg/2001/XMLSchema-instance"
xsi:schemalLocation="http://jboss.org/xml/ns/javax/validation/mapping validation-mapping-1.0.xsd">
<default-package>com.my.company</default-package>
<bean class="MyConnector" ignore-annotations="true">
<field name="serverName">
<valid/>
<!-- @NotNull() -->
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<constraint annotation="javax.validation.constraints.NotNull">
<message>Value is not null</message>
</constraint>
</field>
<field name="instanceCount">
<valid/>
<l-- @Min(1) -->
<constraint annotation="javax.validation.constraints.Min">
<message>Minimum possible value is l</message>
<element name="value">1</element>
</constraint>
</field>
</bean>
<constraint-mapping>

The packaged RAR module, MyResourceAdapter.rar, looks like the following:

my/
company/
MyConnector.class

META-INF
/validation.xml
/constraints.xml

Third-party bean validation

WebSphere Application Server supports using different bean validation implementations. If a resource
adapter requires a bean validation implementation different from the implementation that is provided by the
product, and the RAR provides the bean validation implementation, you must package the JAR file that
contains the bean validation implementation in the RAR module root directory.

The RAR module must also contain a single validation configuration descriptor (validation.xm1), which
can be packaged in the META-INF directory of the RAR module, or in the META-INF/services directory of
the bean validation JAR file, but not both.

RAR bean validation configuration discovery

When validating RAR beans, the Application Server bootstraps the bean validation configuration, specific
to the RAR, according to the bean validation descriptor supplied in the RAR META-INF directory. If the
descriptor does not exist, the server bootstraps the configuration using the first validation descriptor
discovered in the RAR class loading context, such as that supplied in a third-party bean validation that is
packaged in the RAR. Finally, the server uses the default validation configuration provided by the product.

The server then creates a validator factory specific to the discovered bean validation configuration and
uses this factory to create validator instances for validating the RAR bean instances. When you deploy a
RAR that supplies a bean validation descriptor, you must take additional steps to ensure that the class
loader that loads the RAR loads the bean validation descriptor and classes packaged in the RAR.

For an embedded RAR, after you have deployed the application that embeds the RAR, you must set the
delegation mode of the application class loader to Parent-Last (Child-First). See the topic Configuring
application class loaders for more information.

For a stand-alone RAR, you must install the RAR as an isolated resource provider. See the topic
Resource Adapter settings for more information.

Troubleshooting bean validation in RAR modules:
RAR beans that fail validation are not placed into service. When constraint violations occur, applications

encounter resource connectivity issues that are different according to the bean type and how the RAR is
deployed. This topic explains how to understand, service, and prevent these known issues.
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RAR bean constraint violations

WebSphere Application Server displays a constraint violation exception and reports all constraint violations
to the system log when it validates RAR bean instances that violate one or more constraints. The cause of
all constraint violation must be determined and resolved to restore full connectivity to the affected
resource.

Problem determination starts with consulting the RAR provider documentation for the valid values of the
configuration properties that are indicated in the violations. If the property values are invalid, you must
reconfigure them according to the documentation and restart the resource adapter. If the adapter is
embedded in an application, then restart the application to restart the adapter; if the adapter is
stand-alone, then restart the application server.

If a valid configuration property value is indicated in a violation, then the constraint might be incorrectly
specified for the bean, or the bean is incorrectly computing the property value. In these cases, the RAR
vendor must correct the problem.

If the problem is caused by a faulty constraint definition (implementation), then the bean validation provider
must correct the problem. In these cases, if the RAR is provided by IBM, or the RAR uses the bean
validation implementation supplied by the Application Server, then contact IBM support to continue problem
determination.

ResourceAdapter beans

ResourceAdapter beans are validated when the server starts a Java 2 Connector (J2C) resource adapter.
When validation fails, the server rejects the ResourceAdapter instance and the resulting constraint
violation exception causes the J2C resource adapter to fail. Applications cannot establish outbound
connections to the resource, and the resource cannot deliver messages to applications. For an embedded
adapter, the application that embeds the adapter fails to start. In-doubt transactions that involve the
resource cannot be recovered.

The following example is a ResourceAdapter bean, MyConnector, at heap address 7efa7efa. Two
validation constraints are violated. The constraint violation exception causes
J2CResourceAdapter_1285109360562 to fail:

[9/29/10 10:51:24:125 CDT] 00000000 BeanValidatio E
J2CA0238E: JavaBean com.my.company.adapter.MyConnector@7efa7efa failed Bean Validation due to one or more invalid
configuration settings indicated in the following list of constraint violations:

ConstraintViolationImpl{interpolatedMessage='The minimum size is 2', propertyPath=dataBaseName, rootBeanClass=class
com.my.company.adapter.MyConnector, messageTemplate='The minimum size is 2'}

ConstraintViolationImpl{interpolatedMessage='must be greater than or equal to 10', propertyPath=idleTimeout, rootBeanClass=class
com.my.company.adapter.MyConnector, messageTemplate="'{javax.validation.constraints.Min.message}'}

[9/29/10 10:51:24:468 CDT] 00000000 RALifeCycleMa E

J2CA0128E: An Exception occurred while trying to start ResourceAdapter
cells/IBM-46DF84D297BNode01Cel1/nodes/IBM-46DF84D297BNode®1/resources.xml#J2CResourceAdapter _1285109360562. The exception is:

com.ibm.ejs.j2c.metadata.ConstraintViolationException

at com.ibm.ejs.j2c.metadata.BeanValidationHelper.validate(

at com.ibm.ejs.j2c.RAWrapperImpl.createAndConfigureRA(

at com.ibm.ejs.j2c.RAWrapperImpl.startRA(

at com.ibm.ejs.j2c.RALifeCycleManagerImpl.startRA(

at com.ibm.ejs.j2c.RALifeCycleManagerImpl.resourceProviderEvent(

ManagedConnectionFactory beans

ManagedConnectionFactory JavaBeans are validated during the initial Java Naming and Directory
Interface (JNDI) lookup of a J2C connection factory.

When validation fails, the Application Server rejects the ManagedConnectionFactory instance and displays

a naming exception to the application that performs the lookup. This exception indicates the causal
constraint violation exception (javax.validation.ConstraintValidationException).

Chapter 7. Welcome to administering Data access resources 231



Applications cannot establish outbound connections to the resource. In-doubt transactions started over
connections to the resource that were created by the connection factory cannot be recovered.

The following example is a ManagedConnectionFactory bean, MyMcf, at heap address 7dd07dd0, Two
validation constraints are violated. The constraint violation exception causes the application to not obtain a
connection factory that is required to create a connection to the resource, MyConnector:

[9/30/10 7:58:58:734 CDT] 00000023 BeanValidatio E
J2CA0238E: JavaBean com.my.company.adapter.MyMcf@7dd07dd0 failed Bean Validation due to one or more invalid
configuration settings indicated in the following list of constraint violations:
ConstraintViolationImpl{interpolatedMessage='must be less than or equal to 30', propertyPath=mcfProperty2,
rootBeanClass=class com.my.company.adapter.MyMcf, messageTemplate="'{javax.validation.constraints.Max.message}'}
ConstraintViolationImpl{interpolatedMessage='The value should be greater than 10', propertyPath=mcfProperty4,
rootBeanClass=class com.my.company.adapter.MyMcf, messageTemplate='The value should be greater than 10'}

[9/30/10 7:58:58:765 CDT] 00000023 ConnectionFac E

J2CA0OO9E: An exception occurred while trying to instantiate the ManagedConnectionFactory class com.my.company.adapter.MyMcf
used by resource j2c/MyConnector : com.ibm.ejs.j2c.metadata.ConstraintViolationException

at com.ibm.ejs.j2c.metadata.BeanValidationHelper.validate(

at com.ibm.ejs.j2c.ServerFunction.validate(

at com.ibm.ejs.j2c.J2CUtilityClass.createMCFEntry (

at javax.naming.InitialContext.lookup(
at com.my.company.app.MyEjbImpl.testJbv(

ActivationSpec bean violations

ActivationSpec beans are validated when the applications starts. This is when the Application Server
initially activates message endpoints bound to J2C activation specifications. These activation specifications
name the bean class in their configuration. When validation fails, the endpoint fails to activate and the
resulting constraint violation exception causes the application hosting the endpoint to fail.

Because the J2C resource adapter that contains the activation specification is started, applications can still
establish connections to the resource. The resource can deliver messages to endpoints that have
successfully activated. If the activation specification is defined within an embedded resource adapter, the
server stops the adapter in the course of stopping the application. Failed transactional messages delivered
by previous instances of the resource adapter that contains the activation specification cannot be
recovered.

The following example is an ActivationSpec bean, MyActSpec, at heap address 51625162. Two validation
constraints are violated. The log shows the constraint violation exception that causes the application,
my_company_app, to fail:

[9/29/10 10:52:05:125 CDT] 00000009 BeanValidatio E
J2CA0238E: JavaBean com.my.company.adapter.MyActSpec@51625162 failed Bean Validation due to one or more invalid
configuration settings indicated in the following list of constraint violations:
ConstraintViolationImpl{interpolatedMessage='Size should be between 2 and 4', propertyPath=asPropertyl,
rootBeanClass=class com.my.company.adapter.MyActSpec, messageTemplate='Size should be between 2 and 4'}
ConstraintViolationImpl{interpolatedMessage="'Should be < 30', propertyPath=asProperty?2,
rootBeanClass=class com.my.company.adapter.MyActSpec, messageTemplate='Should be < 30'}
[9/29/10 10:52:05:171 CDT] 00000009 RAWrapperImpl E
J2CAOO89E: The method activateEndpoint on ResourceAdapter JavaBean
cells/IBM-46DF84D297BNode01Cel1/nodes/IBM-46DF84D297BNode01/resources.xml#J2CResourceAdapter 1285109389828
failed with the following exception:
javax.resource.ResourceException: com.ibm.ejs.j2c.metadata.ConstraintViolationException
at com.ibm.ejs.j2c.ActivationSpecWrapperImpl.validateActivation...( at com.ibm.ejs.j2c.ActivationSpecWrapperImpl.createAndInitializ...(
at com.ibm.ejs.j2c.ActivationSpecWrapperImpl.activateEndpoint(

[9/29/10 10:52:05:750 CDT] 00000009 ApplicationMg A WSVR0217I: Stopping application: my_company_app

AdministeredObject beans
AdministeredObject beans are validated when the server starts a J2C resource adapter that contains the

administered object in its configuration. When validation fails, the server rejects the AdministeredObject
instance and the resulting constraint violation exception causes the resource adapter to fail.
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The following example is an AdministeredObject beans, MyAdminObj, at heap address 3a803a80. Two
validation constraints are violated. The log shows the constraint violation exception that causes resource
adapter to fail:

[9/29/10 10:51:25:125 CDT] 00000000 BeanValidatio E

J2CA0238E: JavaBean com.my.company.adapter.MyAdminObj@3a803a80 failed Bean Validation due to one or more invalid
configuration settings indicated in the following list of constraint violations:
ConstraintViolationImpl{interpolatedMessage='The value should be greater than 10', propertyPath=aoProperty4,
rootBeanClass=class com.my.company.adapter.MyAdminObj, messageTemplate='The value should be greater than 10'}

[9/29/10 10:51:25:218 CDT] 00000000 AdminObjectSe A

J2CA00171: An exception occurred while building the serializable for JNDI deployment of jms/MyAdminQObj :
com.ibm.ejs.j2c.metadata.ConstraintViolationException

at com.ibm.ejs.j2c.metadata.BeanValidationHelper.validate(

at com.ibm.ejs.j2c.metadata.BeanValidationHelper.validate(

at com.ibm.ejs.j2c.AdminObjectSerBuilderImpl._createAndValidate...(

at com.ibm.ejs.j2c.AdminObjectSerBuilderImpl.createAndValidate... (

at com.ibm.ejs.j2c.RALifeCycleManagerImpl.startRA(

JCA 1.6 support for annotations in RAR modules:

Note: The Java Connector Architecture (JCA) Version 1.6 specification adds support for Java annotations
in resource archive (RAR) modules. Annotations are a means of specifying metadata, or
configuration data, for a RAR module in the class files that make up the module.

Before JCA 1.6, this metadata was specified only in the deployment descriptor, but now you can specify
this metadata using either a deployment descriptor or annotations. Metadata that is specified in
annotations is merged into the deployment descriptor of a RAR module when it is updated, if the module is
not marked metadata-complete in the deployment descriptor and if the module version is 1.6 or later.

The metadata-complete element defines whether the deployment descriptor for the resource adapter
module is complete or whether the class files that are available to the module and packaged with the
resource adapter should be examined for annotations that specify deployment information. If the
metadata-complete is set to true, the application server deployment tool must ignore any annotations that
specify deployment information, which might be present in the class files of the application. If
metadata-complete is not specified, or is set to false, the deployment tool must examine the class files of
the application for annotations, as specified by the JCA 1.6 Specification. If the deployment descriptor is
not included, or is included but not marked metadata-complete, the deployment tool processes
annotations.

Application servers must assume that metadata-complete is frue for resource adapter modules with
deployment descriptors that meet the requirements of JCA specification 1.5 and earlier. For a complete list
of the supported annotations and their usage, consult the JCA specification.

Note: The JCA Version 1.6 specification also adds support for Bean Validation constraint annotations in
RAR modules. You can specify Bean Validation constraint metadata for RAR JavaBeans by
decorating your classes with Bean Validation constraint annotations or by supplying XML validation
descriptors. The Application Server validates the constraints of all JCA 1.6 RAR JavaBeans
instances before placing them into service at run time.

Connection factory JNDI name practices
Observe the conventions of the Java Naming and Directory Interface (JNDI) service in WebSphere
Application Server when you create connection factory JNDI names.

Distributed computing environments often employ naming and directory services to obtain shared
components and resources. Naming and directory services use name-to-object mappings to associate
names with objects such locations, services, information, and resources. The Java Naming and Directory
Interface (JNDI) provides a common interface that is used to access the various naming and directory
services.
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Naming your resources indirectly

When creating a connection factory or data source, a JNDI name is given by which the connection factory
or data source can be looked up by a component. WebSphere Application Server uses an indirect name
with the java:comp/env prefix:

* When you create a WebSphere Application Server data source, the default JNDI name is set to
jdbc/data_source_name.

* When you create a connection factory, its default name is eis/j2c_connection_factory_name.

If you override these values by specifying your own, retain the java:comp/env prefix. An indirect name
makes any resource-reference data associated with the application available to the connection
management runtime, to better manage resources based on the res-auth, res-isolation-level,
res-sharing-scope, and res-resolution-control settings.

Naming your resources for use with CMP

In addition, if you click the checkbox for the Use this data source for container managed persistence
(CMP) option when you create the data source, another reference is created with the name of
eis/jndi_name_of datasource CMP. For example, if a data source has a JNDI name of jdbc/myDatasource,
the CMP JNDI name is eis/jdbc/myDatasource CMP. This name is used internally by CMP and is provided
simply for informational purposes.

Establishing custom finder SQL dynamic enhancement server-wide

Enable support for dynamic SQL enhancement of all custom finders, defined in all beans, by modifying the
custom properties of your application server in the administrative console.

About this task

To establish this support on a server-wide basis (that is, dynamic SQL enhancement of all custom finders
defined in all beans is enabled), use the following steps.

Procedure

Open the administrative console.

Select Servers.

Select Application Servers.

Select the server you want to configure.

In the Additional Properties area, select Process Definition.

In the Additional Properties area, select Control or Servant. Select Control to define the property in
the Control, Servant to define the property in the Servant.

In the Additional Properties area, select Java Virtual Machine.
Select Custom Properties.

9. Select com.ibm.websphere.ejbcontainer.customfinder.honorAccessintent and enter a value of all.
If the property is not present in the list, create a new property name, enter the name
com.ibm.websphere.ejbcontainer.customfinder.honorAccessintent and the value all.

ook wn =
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Establishing custom finder SQL dynamic enhancement on a set of
beans

You can enable support for all custom finders defined on beans by modifying your application server's
custom properties through the administrative console.
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About this task
To establish this support for all custom finders defined on a set of beans use the following steps.

Procedure

Open the administrative console.

Select Servers.

Select Application Servers.

Select the server you want to configure.

Select Server Infrastructure > Java and Process Management > Process Definition.
Select Java Virtual Machine.

Select Custom Properties.

Select com.ibm.websphere.ejbcontainer.customfinder.honorAccessintent and enter a value that
corresponds to a list of beans that need this support, with each bean's name separated from the
others by a colon (). For example, beanA:beanB:beanC.

If the property is not present in the list, create a new property name, enter the name
com.ibm.websphere.ejbcontainer.customfinder.honorAccessintent and enter the list as the value.

© N o oA~ 0N~

CMP connection factories collection
Use this page to view existing container managed persistence (CMP) connection factories settings.

These connection factories are used by a CMP bean to access any backend data store. A CMP
connection factory is used by EJB model 2.x Entities with CMP version 2.x. Connection factories listed on
this page are created automatically under the WebSphere Relational Resource Adapter when you check
the box Use this Data Source in container managed persistence (CMP) in the General Properties area
on the Data Source page. You cannot modify the settings for a CMP connection factory, and you cannot
delete CMP connection factories from this collection. To remove the CMP connection factory object, you
must navigate to the data source associated with the CMP connection factory and uncheck the Use this
Data Source for CMP check box.

To view this administrative console page:

1. Click Resources > Resource Adapters > Resource adapters.

2. View the built-in resources. Click Preferences, select Show built-in resources and click Apply.
3. Click WebSphere Relational Resource Adapter > CMP connection factories

Name
Specifies the display name for the resource.

Data type String

JNDI Name
Specifies the JNDI name of the resource.

Data type String
Description

Specifies a description for the resource.

Data type String
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Category

Specifies a category string which can be used to classify or group the resource.

Data type String

CMP connection factory settings

Use this page to view the settings of a connection factory that is used by a container-managed persistence
(CMP) bean to access any database server. Because the connection factory is created and managed
automatically, the settings of the connection factory cannot be modified.

To view this administrative console page:
1. Click Resources > Resource Adapters > Resource adapters.
2. Click Preferences, select Show built-in resources and click Apply.

3. Click WebSphere Relational Resource Adapter > CMP Connection Factories >
connection_factory.

Name:

Specifies the display name for the resource.

JNDI name:

Specifies the JNDI name of the resource.

Description:

Specifies a description for the resource.

Category:

Specifies a category string which can be used to classify or group the resource.
Authentication preference:

Specifies which of the authentication mechanisms that are defined for the corresponding resource adapter
applies to this connection factory. This property is deprecated starting with version 6.0.

For example, if two authentication mechanism entries are defined for a resource adapter (KerbV5 and
Basic Password), this specifies one of those two types. If the authentication mechanism preference

specified is not an authentication mechanism available on the corresponding resource adapter, it is
ignored.

Data type String

Component-managed authentication alias:

References authentication data for component-managed signon to the resource.

Data type Drop-down list

Container-managed authentication alias:

References authentication data for container-managed signon to the resource.
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Data type Drop-down list

Configuring resource adapters

You can view a list of installed and configured resource adapters in the administrative console. Also, you
can use the administrative console to install new resource adapters, create additional configurations of
installed resource adapters, or delete resource adapter configurations.

Before you begin

A resource adapter is an implementation of the Java EE Connector Architecture (JCA) specification. The
JCA specification provides access for applications to resources outside of the server or provides access
for an enterprise information system (EIS) to applications on the server. It can provide application access
to resources such as DB2, Customer Information Control System (CICS), Information Management
Systems (IMS™), SAP, and PeopleSoft.

It can provide an EIS with the ability to communicate with message-driven beans that are configured on
the server. Some resource adapters are provided by IBM; however, third-party vendors can provide their
own resource adapters. A resource adapter implementation is provided in a resource adapter archive
(RARYfile; this file has an extension,RAR. A resource adapter can be provided as a stand-alone adapter or
as part of an application, in which case it is called an embedded adapter.

The Java Connector Architecture (JCA) Version 1.6 specification adds support for Java annotations and
Bean Validation in RAR modules. For more information about annotation support and metadata, see the
topic, JCA 1.6 support for annotations in RAR modules.

About this task

Use this task to configure a stand-alone resource adapter archive file. Embedded adapters are installed as
part of the application installation. This panel can be used to work with either type adapter.

Procedure
1. Open the product administrative console.
2. Select Resources > Resource adapters > resource_adapter.

3. Set the scope setting. This field specifies the level to which this resource definition is visible. For
general information, see the topic, Administrative console scope settings, in the Related Reference
section. The Scope field is a read-only string field that shows where the particular definition for a
resource adapter is located. This field is set either when the resource adapter is installed, which can
only be at the node level, or when a new resource adapter definition is added.

4. Configure the description. This field specifies a text description of the resource adapter. Use a
free-form text string to describe the resource adapter and its purpose.

5. Set the archive path. Use this field to specify the path to the RAR file containing the module for this
resource adapter. This property is required.

6. Set the class path. The list of paths or JAR file names that together form the location for the resource
adapter classes is set here. This includes any additional libraries needed by the resource adapter. The
resource adapter code base is automatically added to the class path, but if anything outside the RAR
is needed it can be specified here.

7. Set the native path. The list of paths that form the location for the resource adapter native libraries is
set here. The resource adapter code base is automatically added to the class path, but if anything
outside the RAR is needed it can be specified here.

8. Set the ThreadPool alias. The name of a thread pool that is configured in the server that is used by
the resource adapter Work Manager is specified in this field. If there is no thread pool configured in the
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server with this name, the default configured thread pool instance, named Default, is used. This
property is only necessary if this resource adapter uses Work Manager. This field does not apply for
the z/OS platform.

Resource adapters collection

Use this panel to perform the following actions on stand-alone resource adapters: view the list of installed
resource adapters, install additional resource adapters, create additional configurations of already installed
resource adapters and delete resource adapter configurations.

A resource adapter can be provided as a stand-alone adapter or as part of an application, in which case
the resource adapter is referred to as an embedded adapter. Refer to related task, Installing resource
adapters within applications, for more information on embedded resource adapters. A resource adapter is
an implementation of the Java Platform, Enterprise Edition (Java EE) Connector Architecture (JCA)
specification. Enterprise applications can use a resource adapter to access resources outside of the
application server including relational databases like DB2, online transaction processing (OLTP) systems
like CICS, and enterprise information system (EIS) like SAP and PeopleSoft. A resource adapter can
provide an EIS with the ability to communicate with message-driven beans (MDB) that are configured on
the server. Resource adapters are provided by IBM or third party vendors. A resource adapter
implementation is provided in a resource adapter archive file; this file has an extension of .rar.

To view this administrative console page, click Resources > Resource Adapters > Resource adapters.
To display a list of all of the resource adapters that are defined for a specific scope, select that scope.

To view the stand-alone resource adapters that are provided with the application server, select the Show
built-in resources checkbox in the Preferences section.

To view additional information about, or to change the settings of a specific resource adapter, click the
resource adapter name.

To perform an action on a specific resource adapter, select the checkbox beside the resource adapter
name and click the appropriate button detailed below.

Install RAR:
Install a resource archive (RAR).

You can upload a RAR file from the local file system, or specify a RAR file on a remote file system. The
RAR file must be installed at the node level.

New:

Create a copy of the selected resource archive which is already installed on the application server.

If you want to create a copy of an installed resource adapter, specify a server for the scope, and click
New. You cannot create a copy of a resource adapter at the node scope. If you want to install a new
resource adapter, click Install RAR.

Delete:

Delete the selected resource adapter.

Update RAR:
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Update the selected resource adapter. Update a resource adapter archive (RAR) file when you determine
that a resource adapter, or a set of resource adapters, needs to be updated with a different version or
implementation.

Different versions or implementations of resource adapters can include different settings, therefore,
updating your adapter might be beneficial if you require a specific set of configuration options. You can
update the resource adapter for all of the nodes in a cell or all the nodes in a cluster. If some of your
nodes are earlier than Version 7.0, the RAR update is not supported until those nodes are migrated to
Version 7.0 or later.

Name:

Specifies the name of the resource adapter.

Description:

Specifies a text description of the resource adapter.

This description is a free-form text string to describe the resource adapter and its purpose.
Scope:

Specifies the level at which this resource adapter is visible. For general information, read about
administrative console scope settings.

Some considerations that you should keep in mind for this particular panel are:

» Changing the scope enables you to see which resource adapter definitions exist at that level.

» Changing the scope does not have any effect on installation. Installations are always done under a
scope of node, no matter what you set the scope to.

* When you create a new resource adapter from this panel, you must change the scope to what you want
it to be before you click New.

Resource adapter settings:
Use this page to specify settings for a resource adapter.

A resource adapter is an implementation of the Java Platform, Enterprise Edition (Java EE) Connector
Architecture (JCA) specification that provides access for applications to resources outside of the server,
provides access for applications to an enterprise information system (EIS), or provides access for an EIS
to applications on the server. Resource adapters provide applications access to resources such as DB2,
CICS, SAP and PeopleSoft. Resource adapters can provide an EIS with the ability to communicate with
message driven beans that are configured on the server. Some resource adapters are provided by IBM;
however, third party vendors can provide their own resource adapters. A resource adapter implementation
is provided in a resource adapter archive file (RAR); this file has an extension of .rar. A resource adapter
can be provided as a stand alone adapter or as part of an application, in which case the resource adapter
is referred to as an embedded adapter.

The JCA Version 1.6 specification adds support for Java annotations in RAR modules. For more
information on annotation support see the topic, JCA 1.6 support for annotations in RAR modules.

To view this administrative console page, click one of the following paths:
* Resources > Resource Adapters > Resource adapters > New.
* Resources > Resource Adapters > Resource adapters > resource_adapter.

» Applications > WebSphere enterprise applications > enterprise_application > Manage Modules >
connector_module > Resource Adapter.
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* Install a new resource adapter archive:
1. Click Resources > Resource Adapters > Resource adapters > Install RAR.
2. Specify a full path for the local file system or remote file system, and click Next.

Scope:

Specifies the highest topological level at which application servers can use this adapter.

The Scope field is a read-only string field that specifies where the particular definition for a resource
adapter is located. The Scope field is set when the resource adapter is installed, which can only be at the
node level, or when a new resource adapter definition is added.

Name:

Specifies the name of the resource adapter definition.

This property is a required string containing no spaces that is a meaningful text identifier for the resource
adapter.

Description:

Specifies a text description of the resource adapter.

This description is a free-form text string to describe the resource adapter and its purpose.

Archive path:

Specifies the path to the installed resource archive file that contains the module for this resource adapter.

You can only select RAR files that are installed on the nodes within the selected scope, preventing you
from configuring a selection that might fail for some of your nodes.

Note: For resources at the cell scope, the RAR files that are available are those that are installed on each
individual node in the entire cell. For resources at a cluster scope, the RAR files that are available
are those that are installed on each individual node in that particular cluster.

This property is required.

Data type String

Class path:

Specifies a list of paths or Java archive file (JAR) names that together form the location for the resource
adapter classes.

Class path entries are separated by using the ENTER key and must not contain path separator characters
like ;' or "', Class paths can contain variable (symbolic) names that can be substituted using a variable
map. Check your driver installation notes for specific JAR file names that are required.

Native library path:

Specifies an optional path to any native libraries, which are .dll or .so files.
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Native path entries are separated by using the ENTER key and must not contain path separator
characters like ;' or ':'. Native paths can contain variable (symbolic) names that can be substituted using a
variable map.

Isolate this resource provider:

Specifies that this resource provider will be loaded in its own class loader. This allows different versions of
the same resource provider to be loaded in the same Java Virtual Machine. Give each version of the
resource provider a unique class path that is appropriate for that version.

Ensure that all copies of a resource adapter have the same value for this option. For example, if you
create a resource adapter at the cluster scope, the value of this option will be taken from the resource
adapter archive (RAR) that you copy. When you create the copy, you cannot modify the value for any
instances of that RAR, which would be the copies at the node or cluster scope in this example. If you
need to modify the value, you have to delete the copies of the RAR until there is only one instance of that
particular RAR that is left.

Note: You cannot isolate a resource provider if you specify a native library path.
Thread pool alias:

Specifies the name of a thread pool that is part of the server configuration for this resource adapter. Set
this property only if the resource adapter uses the work manager service.

If you input a thread pool name that does not exist in the server configuration, the application server uses
the name DEFAULT.

Advanced resource adapter properties:

Use this page to specify advanced settings for resource adapters that comply with the Version 1.5 and 1.6
Java Platform, Enterprise Edition (Java EE) Connector Architecture (JCA) specification.

A resource adapter is an implementation of the JCA specification that provides access for applications to
an enterprise information system (EIS), like DB2, CICS, SAP and PeopleSoft, or provides access for an
EIS to applications on the server. A resource adapter can also provide an EIS with the ability to
communicate with message-driven beans that are configured on the server. Some resource adapters are
provided by IBM, but third party vendors can provide their own resource adapters.

A resource adapter implementation is provided in a resource adapter archive file; this file has an extension
of .rar. A resource adapter can be provided as a stand-alone adapter or as part of an application, in which
case it is referred to as an embedded adapter.

To view this administrative console page, click Resources > Resource Adapters > Resource adapters >
resource_adapter > Advanced resource adapter properties.

Restrict the JVM to allow only one instance of this resource adapter:

Prevents more than one instance of a resource adapter JavaBeans with a unique resource adapter
implementation class name from existing in the same Java Virtual Machine (JVM). This field is only
available on resource archives that allow definitions for activation specifications.

Note: Enabling this setting imposes a restrictive condition on the inbound communications. For example, if
two applications embed the same resource adapter, only the first application to start will be able to
access resources through its embedded resource adapter. If a stand-alone resource adapter is
configured for a single instance, no applications that embed that same resource adapter will be able
to access resources.
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Data type Boolean (checkbox)
Default False (disabled)

Register this resource adapter with the high availability manager:

Specifies that the high availability (HA) manager will manage the lifecycle of a JCA resource adapter in a
cluster. This option is only applicable to resource adapters with a version greater than JCA 1.0 and running
on the Network Deployment version of WebSphere. Do not select this option without first consulting the
product documentation for the resource adapter, because this option requires the resource adapter to
support high availability of inbound messaging. This field is only available on resource archives that allow
definitions for activation specifications.

Note: Enabling this setting imposes a restrictive condition on the inbound communications.

This setting can be implemented with:

* Endpoint failover: allows only one resource adapter in an HA group to receive messages across
multiple servers. The result is that only one resource adapter can have endpoints active at one time.

* Resource adapter instance failover: allows only one resource adapter in an HA group to be started
across multiple servers. Inbound or outbound communication is limited to one resource adapter in the
cluster.

Data type Boolean (checkbox with implementation options)
Default False (disabled)

Directory conventions:

References in product information to app_server_root, profile_root, and other directories imply specific
default directory locations. This topic describes the conventions in use for WebSphere Application Server.

Default product locations - IBM i

These file paths are default locations. You can install the product and other components in any directory
where you have write access. You can create profiles in any valid directory where you have write access.
Multiple installations of WebSphere Application Server products or components require multiple locations.

app_client_root
The default installation root directory for the Application Client for IBM WebSphere Application
Server is the /QIBM/ProdData/WebSphere/AppClient/V8/client directory.

app_client_user_data_root
The default Application Client for IBM WebSphere Application Server user data root is the
/QIBM/UserData/WebSphere/AppClient/V8/client directory.

app_client_profile_root
The default Application Client for IBM WebSphere Application Server profile root is the
/QIBM/UserData/WebSphere/AppClient/V8/client/profiles/profile name directory.

app_server_root
The default installation root directory for WebSphere Application Server is the
/QIBM/ProdData/WebSphere/AppServer/V8/Base directory.

java_home

242  Administering WebSphere applications



Table 19. Root directories for supported Java Virtual Machines.

This table shows the root directories for all supported Java Virtual Machines (JVMs).

JVM Directory
32-bit IBM Technology for Java /QOpenSys/QIBM/ProdData/JavaVM/jdk60/32bit
64-bit IBM Technology for Java /QOpenSys/QIBM/ProdData/JavaVM/jdk60/64bit

plugins_profile_root
The default Web Server Plug-ins profile root is the /QIBM/UserData/WebSphere/Plugins/V8/
webserver/profiles/profile_name directory.

plugins_root
The default installation root directory for Web Server Plug-ins is the /QIBM/ProdData/WebSphere/
Plugins/V8/webserver directory.

plugins_user_data_root
The default Web Server Plug-ins user data root is the /QIBM/UserData/WebSphere/Plugins/V8/

webserver directory.

product_library

product_lib
This is the product library for the installed product. The product library for each Version 8.0
installation on the system contains the program and service program objects (similar to .exe, .d11,
.so objects) for the installed product. The product library name is QWAS8x (where x is A, B, C, and
so on). The product library for the first WebSphere Application Server Version 8.0 product installed
on the system is QWAS8A. The app_server_root/properties/product.properties file contains the
value for the product library of the installation, was.install.library, and is located under the
app_server_root directory.

profile_root
The default directory for a profile named profile_name for WebSphere Application Server is the

/QIBM/UserData/WebSphere/AppServer/V8/Base/profiles/profile_name directory.

shared_product_library
The shared product library, which contains all of the objects shared by all installations on the
system, is QWAS8. This library contains objects such as the product definition, the subsystem

description, the job description, and the job queue.

user_data_root
The default user data directory for WebSphere Application Server is the /QIBM/UserData/

WebSphere/AppServer/V8/Base directory.
The profiles and profileRegistry subdirectories are created under this directory when you
install the product.

web_server_root
The default web server path is /www/web_server_name.

Updating a stand-alone resource adapter archive

Use the resource adapter archive (RAR) update wizard to update the stand-alone RAR files to a newer
version. The application server uses the classes and other code that comprise a resource adapter archive
to support the resource adapters that you configure.

Before you begin

A resource adapter must be installed on the application server, and you must have a new version of the
resource adapter that is compatible with the old version. You can create the RAR file with an assembly
tool, or the vendor for the resource adapter can provide the new version. If the new version of a RAR file
is not compatible with the old version of the resource adapter, an update is not possible.
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The Java Connector Architecture (JCA) Version 1.6 specification adds support for Java annotations in RAR
modules. For more information on annotation support and metadata, see the topic JCA 1.6 support for
annotations in RAR modules.

About this task

Update a RAR file when you determine that a resource adapter or a set of resource adapters needs to be
updated with a different version. Different versions of resource adapters can include different settings, so
updating your adapter might be beneficial if you require a certain set of configuration options. It is your
choice to update the resource adapter for all the nodes in a cell or all the nodes in a cluster. If some of
your nodes are earlier than Version 7.0, the RAR update is not supported until those nodes are migrated
to Version 7.0. Updates to JCA 1.6 adapters are only applicable to a Version 8.0 node.

If you prefer to have more than one version of a resource adapter active in a given Java Virtual Machine
(JVM), the update wizard does not provide the option of creating another version and keeping the old. In
this case, you need to create an isolated resource adapter and configure it accordingly. Refer to the topic
on configuring a resource adapter for more information.

Procedure
1. Save all configuration changes.

2. Back up your configuration settings with the backupConfig tool. The backupConfig tool is located in the
lapp server rootl/bin directory. Read the topic on the backupConfig command for more information
about how to use this command.

3. Stop any servers that contain the RAR file that is updated. Refer to the topic, Administering
applications and their environment, for information about how to stop or start an application server.

4. Click Resources > Resource Adapters > Resource Adapters.
Select the check box next to the RAR file to update, and click Update RAR.
6. Specify the installation path for the RAR file, and click Next.

» If your RAR file is located on the same workstation as your browser, select Local file system, and
browse to find the file.

« If your RAR file is located on the server workstation where the application server is installed, select
Remote file system, and specify the fully qualified path to the file.

7. Review the configuration information that is provided for the RAR file. The following information is
displayed for the RAR file:

* Name

+ Current® RAR version

* New RAR version

* Scope

* Any existing copies of the resource adapter. The resource adapters with an asterisk (*) are copies of
the resource adapter and must also be updated at the same time.

o

Click Next when you are finished.

8. Review the summary panel, and click Finish when you are satisfied with the configuration settings.
When you click Finish, all the configuration changes are saved automatically. To revert to an older
version of the resource adapter you must perform the update process again, and specify the older
version of the RAR file.

9. Restart the servers that contain the updated RAR file.
What to do next

If you are not satisfied with the results, and you backed up your configuration with backupConfig tool, use
the restoreConfig tool to restore your backup configuration. Read the topic on the restoreConfig command
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for more information about how to use this command.

RARUpdate command group

Use the resource adapter archive (RAR) update wizard to upgrade the RAR module and property
configuration of J2C Resource Adapters. The application server uses the classes and other code that
comprise a resource adapter archive to support the resource adapters that you configure.

To avoid problems, use the administrative console RAR update wizard. For more information, see the topic
Updating a resource adapter archive.

The RARUpdate command group contains the following commands:
. “compareResourceAdapterToRAR’1

* |“getNewRAObjectProperties’
* |“findOtherRAsToUpdate” on page 246|
« [‘updateRAR” on page 246)

compareResourceAdapterToRAR

The compareResourceAdapterToRAR command determines whether a resource adapter is compatible with
a new RAR file. A resource adapter may be updated with a RAR only when the two are compatible.

Target object

Resource adapter Object ID - The configuration object of the resource adapter that will be compared for
update.

Result

The command returns true if the resource adapter is compatible with the specified RAR. It also displays
the versions of the resource adapter and new RAR file. If the resource adapter is not compatible with the
specified RAR, then the command returns false and provides a message explaining why they are not
compatible.

Required parameters

-rarPath
The absolute path to a RAR file. (String, required)

Examples

Batch mode example usage:

AdminTask.compareResourceAdapterToRAR("Test Resource Adapter(cells/cell/nodes/node|resources.xml#J2CResourceAdapter 1169157308943)",
'[-rarPath "c:\tra\rar\TRA.rar"]")

getNewRAODbjectProperties

The getNewRAODbjectProperties command obtains the list of new properties within a RAR file that may be
configured when updating a resource adapter.

Target object
Resource adapter Object ID - The configuration object of the resource adapter that will be updated.

Result
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You receive the list of new properties that may be configured on the resource adapter when updating a
RAR.

Required parameters

-rarPath
The absolute path to a RAR file. (String, required)

-returnType
The type of value to return, "String" or "Hashtable". When returnType is "String", the command
returns a String inteded for input to the updateRAR command; if returnType is "Hashtable", then
the command returns a java.util. Hashtable which is intended for use with the Admin console. The
returnType defaults to "String". (String, optional)

Examples

Batch mode example usage:
» Using Jython:

AdminTask.getNewRAObjectProperties('"Test Resource Adapter(cells/cell/nodes/node|resources.xml#J2CResourceAdapter 1169157308943)"",
'[-rarPath c:/tra/RAR/TRA.rar -returnType String]')

findOtherRAsToUpdate

The findOtherRAsToUpdate command locates other resource adapters in the configuration that are similar
to the resource adapter to be updated. The resulting resource adapters should also be updated.

Target object

Resource adapter Object ID - The configuration object of the resource adapter that will be compared for
update.

Result

The command returns a list of resource adapter Object ID Strings that may be input as the target object of
RARUpdate commands.

Examples

Batch mode example usage:
» Using Jython:

AdminTask.findOtherRAsToUpdate('"Test Resource Adapter(ce]1s/ce]1/nodes/node|resources.xm]#JZCResourceAdapter_l169157308943)“ ")
updateRAR

The updateRAR command updates the RAR and configuration of a resource adapter at a specific scope.
Target object

Resource adapter Object ID - The configuration object of the resource adapter that will be updated.
Result

This command returns a message of success or failure upon completion.

Required parameters
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-rarPath
The absolute path to the new RAR file. (String, required)
Optional parameters

-ResourceAdapterProps
A list of [name value] pairs of new properties to set on the ResourceAdapter implementation class.
You can specify the following parameters for this step:

-name The name of the resource adapter property. (String, optional)
-value The value of the resource adapter property. (String, optional)

-ConnectionFactoryProps
A list of [id name value] triplets of new properties to set on the connection factories in the resource
adapter configuration. You can specify the following parameters for this step:

-id The Java Naming and Directory Interface (JNDI) name of the connection factory. (String,
optional)

-name The name of the connection factory property. (String, optional)
-value The value of the resource adapter property. (String, optional)

-ActivationSpecProps
A list of [id name value] triplets of new properties to set on the activation specifications in the
resource adapter configuration. You can specify the following parameters for this step:

-id The Java Naming and Directory Interface (JNDI) name of the activation specification.
(String, optional)

-name The name of the activation specification property. (String, optional)
-value The value of the activation specification property. (String, optional)

-AdminObjectProps
A list of [id name value] triplets of new properties to set on the administered objects in the
resource adapter configuration. You can specify the following parameters for this step:

-id The Java Naming and Directory Interface (JNDI) name of the activation specification.
(String, optional)
-name The name of the administered object property. (String, optional)

-value The value of the administered object property. (String, optional)
Examples

Batch mode example usage:
» Using Jython:

AdminTask.updateRAR('"Test Resource Adapter(cells/cell/nodes/node|resources.xml#J2CResourceAdapter 1169157308943)" ",
'[-rarPath c:/tra/RAR/TRA.rar -ResourceAdapterProps [[RAPropl RAProplVal] [RAProp2 RAProp2Val]]
-ConnectionFactoryProps [[eis/TRA_CF_1 CFPropl CFProplval] [eis/TRA_CF_2 CFPropl CFProplVal2] [eis/TRA_DIF_CF CFProp2 CFProp2vall]

-ActivationSpecProps [[eis/TRA_AS_1 ASPropl ASProplVal] [eis/TRA_AS_1 ASProp2 ASProp2Val] [eis/TRA_AS_2 ASProp3 ASProp3val] [eis/TRA_AS_2 ASProp4 ASProp4Val.
-AdminObjectProps [[eis/TRA_AO_1 AOPropl AOProplVal] [eis/TRA_AO_1 AOProp2 AOProp2Val] [eis/TRA_AO_2 AOPropl AOProplVal] [eis/TRA_AO_3 AOProp2 AOProp2Valll]

Interactive mode example usage:
* Using Jython:

AdminTask.updateRAR('-interactive')

Mapping resource manager connection factory references to resource

factories

You can use the administrative console to bind the resource manager connection factory references to one
of the configured resource factories.
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Before you begin

Before you can map the resource manager connection factory references to a configured resource factory,
your enterprise application must contain configured resource references. You must use an assembly tool,
such as Rational Application Developer, to assemble the application before deploying it through the
administrative console.

Important: If your application does not contain resource references, the Resource references link does
not display in the administrative console.

For more information on resource references, see the following topics:
» Creating or changing a resource reference
» Resource reference benefits

About this task

If the value of the res-auth element is Container within the deployment descriptor for your application, then
you must specify the mapping configuration.

Procedure

1. Click Applications > Enterprise applications > application_name.

2. From Resources, select Resource references.

3. Select the application module and specify an authentication method for the selected connection
factory reference binding. Select either Use default method, Use custom login configuration or
Use trusted connections. If you select the Use default method option, the DefaultPrincipalMapping
login configuration is selected. If you select the Use trusted connections option, then the
TrustedConnectionMapping login configuration is selected. You must select an authentication data
alias from the list.

4. After you make a selection, click Apply for the configuration to take effect.

5. If you select the Use trusted connection option, then you must select an authentication data alias
from the menu list. The alias that is specified is what the application server uses to get the initial
trusted connection.

6. Click Apply. The selected login configuration name and an Mapping properties button is displayed
in the Login configuration field of the particular connection factory reference binding.

7. Click Mapping properties > New to specify the properties for your configuration. Click OK after
specifying the properties on the Mapping properties panel.

8. If you select the Use trusted connection option, then you must select an authentication data alias
from the menu list.

9. Click Apply. The Mapping properties button is displayed in the login configuration field of the
particular connection factory reference binding.

10. Click Mapping properties to modify the properties of the trusted connection. See the topic, Setting
the security properties for trusted connections, for information on tuning the mapping properties for
the trusted connection.

11. Click OK and Save on the Resource references panel to save your changes to the master
configuration.

Managing messages with message endpoints

Manage message delivery for message-driven beans (MDB) that are deployed as message endpoints. The
message endpoints are managed beans (MBeans) for inbound resource adapters that are compliant with
Java Platform, Enterprise Edition (Java EE) Connector Architecture (JCA) Version 1.5.
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About this task

The application server provides message endpoint MBeans to assist you in managing the delivery of a
message to your message-driven beans that are acting as listeners on specific endpoints, which are
destinations, and in managing the enterprise information system (EIS) resources that are utilized by these
message-driven beans. Message-driven beans that are deployed as message endpoints are not the same
as message-driven beans that are configured against a listener port. Message-driven beans that are used
as message endpoints must be deployed using an ActivationSpecification that is defined within a resource
adapter configuration for JCA Version 1.5.

With message endpoint MBeans, you can activate and deactivate specific endpoints within your
applications to ensure that messages are delivered only to listening message-driven beans that are
interacting with healthy EIS resources. This capability allows you to optimize the performance of your JMS
applications in situations where an EIS resource is not behaving as expected. Message delivery to an
endpoint typically fails when the message driven bean that is listening invokes an operation against a
resource that is not healthy. For example, a messaging provider, which is an inbound resource adapter
that is JCA Version 1.5 compliant, might fail to deliver messages to an endpoint when its underlying
message-driven bean attempts to commit transactions against a database server that is not responding.

Note: Design your message-driven beans to delegate business processing to other enterprise beans. Do
not access the EIS resources directly in the message-driven bean, but do so indirectly through a
delegate bean.

Message endpoint MBeans alleviate two problems that are inherent to applications that provide message
endpoints that access resources:

» Failed messages require additional processing, such as delivering them to the listening endpoint again
or redirecting them to alternate destinations that process failed messages. In addition, a resource
adapter might redeliver a message to an endpoint an infinite number of times.

» Message redirection requires the implementation of specialized destinations (queues and listeners) to
process failed messages, as well as the logic to detect message failures. Message redirection is
potentially error prone and computationally expensive due to its complexity.

The capability to deactivate (pause) and reactivate (resume) a specific message endpoint alleviates these
problems by enabling the administrator to deactivate the endpoint from processing messages that are
destined to fail. When the message endpoint is deactivated, you can repair the resource that is causing
the problems and reactivate the endpoint to resume handling message requests. In the course of
troubleshooting, you will not affect the resource adapter or the application that is hosting the endpoint.

If you are connecting to WebSphere MQ, you can also use the WAS_EndpointlnitialState custom property
in the activation specification to make the message endpoint start out in a deactivated state. When you set
this property to Inactive, the message-driven bean connects with the destination, but does not start
receiving messages. Use this setting to automatically deactivate a message endpoint when you know that
certain tasks must be completed, services must be started, or checks must be carried out, before message
handling begins. You activate the message endpoint in the same way as you would reactivate a message
endpoint that you paused during its operation.

Procedure

1. Using the administrative console, navigate to the Message Endpoints panel for the application that is
hosting the message endpoint.

a. Select the Applications > Application Types > Websphere enterprise applications >
application_name.

Select the Runtime panel.

Select Message Endpoints. The panel lists the set of message endpoints that are hosted by the
application.
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2. Optional: Temporarily disable a message endpoint from handling messages and troubleshoot the
problem.

a. Deactivate the message endpoint by selecting the appropriate endpoint and clicking Pause.

b. When the message endpoint is inactive, diagnose and repair the underlying cause of the delivery
failures.

c. Reactivate the message endpoint by selecting the appropriate endpoint and clicking Resume.

3. Optional: Activate a message endpoint that started out in a deactivated state. Select the appropriate
endpoint and click Resume.

Results

The behavior you will observe when you deactivate (pause) a message endpoint using the message
endpoint MBean is dependent upon a variety of factors, including the resource adapter that manages the
message endpoint, the configuration of the message endpoint and the application server topology. Some
specific examples of interest are as follows:

« MDB listening on a non-durable topic (dependent on configuration): The behavior that is implied by
the deactivation (pause) of a message endpoint is often dependent upon the function that it is fulfilling.
For example, if you have configured a message-driven bean to listen on a non-durable topic on the
service integration bus, deactivating the message endpoint is analogous to stopping the application and
will cause the subscription to be closed. This means that any messages that are published during the
time that the message endpoint is paused will not be received by the message-driven bean.

* Clustered message-driven bean (dependent on topology): In this scenario a message-driven bean
application has been deployed to a cluster of servers. A given message endpoint MBean controls only
the behavior of the MDB in one server from the cluster, so will cause only one server to stop processing
messages. Depending upon the messaging configuration and the specific resource adapter in use the
messages that would have been consumed by the paused message endpoint may be consumed by the
active message endpoints in the cluster, or they may remain unconsumed until the paused message
endpoint is resumed.

» Clustered message-driven bean, a non-clustered queue: In this scenario, you have a cluster of
servers with the same message-driven bean deployed to them. This is similar to the case, in which you
have different message-driven beans with the same message selection criteria, except that in this case
the message-driven beans are logically the same message-driven bean. Pausing the endpoint will
cause only one of the servers to stop receiving messages, and the other message-driven beans will
receive all the messages; none of the messages will be orphaned. To stop all of the endpoints, you
must direct each server in the cluster to stop the local message endpoint.

» Clustered message-driven bean, clustered queue: In this scenario, each message-driven bean is
pulling messages from a different partition of the queue. Messaging through WebSphere MQ and the
Service Integration Bus have similar, but different, capabilities. If you are using WebSphere MQ, then
pausing one endpoint will not allow the other instances of the message-driven bean to receive the
messages. In the Service Integration Bus, messages from a paused endpoint will be redirected to the
other message-driven beans.

Manage message endpoints

Use this panel to manage situations where messaging providers fail to deliver messages to their intended
destinations. For example, a provider might fail to deliver messages to a message endpoint when its
underlying message driven bean attempts to commit transactions against a database server that is not
responding.

To view this administrative console panel:

1. Select the Applications > Application Types > WebSphere enterprise applications >
application_name.

2. Select the Runtime panel. You will only see the Runtime panel if you have an application installed that
is hosting message-driven beans.
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3. Select Message Endpoints. The panel lists the set of message endpoints that are hosted by the
application.

Name:
Specifies the name of the message endpoint.

Click the name of the message endpoint to view the configuration binding for the underlying endpoint
message-driven bean and Activation Specification.

Running object scope:

Specifies the server where the endpoint is running.

For more information on scope, see the topic, Administrative console scope settings.
Status:

Indicates whether the message endpoint is active or inactive.

Click Pause to deactivate a message endpoint and stop it from handling messages.

Click Resume to reactivate a message endpoint that is inactive.

Configuring a JDBC provider and data source

For access to relational databases, applications use the Java Database Connectivity (JDBC) drivers and
data sources that you configure for the application server.

Before you begin

Each vendor database requires different JDBC driver implementation classes for JDBC connectivity. A
JDBC provider encapsulates those vendor-specific driver files. Through the data source that you associate
with the JDBC provider, an application server obtains and manages the physical connections for
transactions between applications and the database.

Attention: If you are accessing a DB2 database, IBM Optim pureQuery Runtime is an alternative to
JDBC. For more information on pureQuery, see the topic, Task overview: IBM Optim pureQuery Runtime,
in the related links section.

Before starting this task, determine the version of data source that you need according to the API
specification of your applications.

» Data sources (WebSphere Application Server Version 4) are for use with the Enterprise JavaBeans
(EJB) 1.0 specification and the Java Servlet 2.2 specification.

» Data sources of the latest standard version are for use with applications that implement the more
advanced releases of these specifications.

Procedure

1. Verify that all of the necessary JDBC driver files are installed on your application server. Consult the
article, Data source minimum required settings, by vendor for that information. If you opt to configure a
user-defined JDBC provider, check your database documentation for information about the driver files.

2. Create a JDBC provider.

When you create a JDBC provider from the administrative console, see the topic, Configuring a JDBC
provider using the administrative console.

OR

Chapter 7. Welcome to administering Data access resources 251



Using the wsadmin scripting client, see the topic, Configuring a JDBC provider using the scripting.
OR

Using the Java Management Extensions (JMX) API, see the topic, Creating a JDBC provider and data
source using the JavaManagement Extensions API.

3. Create a data source.

From the administrative console, see the topic, Creating a data source using the administrative
console.

OR

Using the wsadmin scripting client, see the topic, Configuring new data sources using scripting. For V4
data sources, see the topic, Configuring new WAS40 data sources using scripting.

OR

Using the JMX API, see the topic, Creating a JDBC provider and data source using the
JavaManagement Extensions API.

Required properties: Different database vendors require different properties for implementations of
their JDBC drivers. Set these properties on the WebSphere Application Server
data source. Because Application Server contains templates for many vendor
JDBC implementations, the administrative console surfaces the required
properties and prompts you for them as you create a data source. However, if
you script your data access configurations, you must consult the article Data
source minimum required settings, by vendor, for the required properties and
settings options.

4. Optional: Configure custom properties. Like the required properties, custom properties for specific
vendor JDBC drivers must be set on the Application Server data source. Consult your database
documentation for information about available custom properties. To configure a custom class to
facilitate the handling of database properties that are not recognized natively by the Application Server,
refer to the topic, Developing a custom DataStoreHelper class.

You can also learn about optional data source properties in the Application Programming Guide and
Reference for Java for your version of DB2 for z/OS if you use the DB2 Universal JDBC Driver
provider.

5. Bind resource references to the data source. See the article, Data source lookups for enterprise beans
and web modules.

6. Test the connection (for non-container-managed persistence usage). See the topic, Test connection
service.

Results

If you use the DB2 JDBC Universal Driver, you might experience data source failures that the application
server JVM log does not document. Check the DB2 database log or the WebSphere Application Server
JDBC trace log (if JDBC trace was active). You might find that a bad authentication credential is the cause
of failure. Currently the DB2 JDBC Universal Driver does not identify or surface the errors that are
produced by non-valid authentication credentials in a proper or consistent way.

Even if you receive information about a bad credential, check the database and JDBC trace logs. These
logs provide more reliable, detailed error data on authentication failures.

Note: The JDBC trace log exists only if the JDBC trace service is active during server start up. Activate
the service in the administrative console. For more information, see the topic, Enabling trace at
server startup. Specify WAS.database as the trace group and select com.ibm.ws.db2.logwriter as
the trace string.
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Data source minimum required settings, by vendor

These properties vary according to the database vendor requirements for Java Database Connectivity
(JDBC) driver implementations. You must set the appropriate properties on every data source that you
configure.

Use these tables for quick reference on the JDBC providers that represent your JDBC driver classes. Each
table corresponds to a specific database vendor, product, and platform.

Following the tables are links to |detailed requirements| for creating data sources that correspond to each
JDBC provider that the application server supports . The list includes information about connection
properties that are required by the database and any optional properties that the JDBC driver supports.
Use the administrative console or the wsadmin scripting tool to define these properties on your data
sources.

Table 20. Apache Derby JDBC providers. Use the table for quick reference on database-specific JDBC providers.

Apache Derby

JDBC provider Transaction support Version and other considerations
Derby JDBC Provider One-phase » Does not support Version 4 data
sources

» Configurable only in nodes at
version 6.0.2 and later

¢ Not for use in clustered
environment: accessible from a
single JVM only

Derby JDBC PrOVider (XA) One and two phase ¢ Does not Support Version 4 data
sources

» Configurable only in nodes at
version 6.0.2 and later

* Not for use in clustered
environment: accessible from a
single JVM only

Del’by JDBC Provider 40 One-phase . Configurab|e Only in nodes at
version 7.0 and later

» Does not support Version 4 data
sources

Derby JDBC PrOVider 40 (XA) One and two phase . Configurab|e On|y in nodes at
version 7.0 and later
¢ Does not support Version 4 data

sources
Derby Network Server Using Derby | One-phase « Does not support Version 4.0 data
Client sources.

» Configurable only in nodes at
version 6.1 and later

e Can be used in clustered
environment: a database instance
can be accessed by multiple JVMs

* Only for use with Apache Derby
databases that run on the same
node as the application server
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Table 20. Apache Derby JDBC providers (continued). Use the table for quick reference on database-specific JDBC

providers.

Apache Derby

JDBC provider

Transaction support

Version and other considerations

Derby Network Server Using Derby
Client (XA)

One and two phase

* Does not support Version 4 data
sources

= Configurable only in nodes at
version 6.1 and later

e Can be used in clustered
environment: a database instance
can be accessed by multiple JVMs

* Only for use with Apache Derby
databases that run on the same
node as the application server

Derby Network Server Using Derby
Client 40

One-phase

» Configurable only in nodes at
version 7.0 and later

* Does not support Version 4 data
sources

Derby Network Server Using Derby
Client 40 (XA)

One and two phase

« Configurable only in nodes at
version 7.0 and later

» Does not support Version 4 data
sources

Table 21. DB2 on AlX, HP-UX, Linux, Solaris, and Windows systems JDBC providers. Use the table for quick
reference on database-specific JOBC providers.

DB2 on AIX, HP-UX, Linux, Solaris, and Windows systems

JDBC provider

Transaction support

Version and other considerations

DB2 Using IBM JCC Driver

One-phase

» Configurable in nodes that are at
version 7.0 and later.

DB2 Using IBM JCC Driver (XA)

One and two phase

* Configurable in nodes that are at
version 7.0 and later.

DB2 Universal JDBC Provider

One-phase

N/A

DB2 Universal JDBC Provider (XA)

One and two phase

N/A

Table 22. DB2 UDB for iSeries JDBC providers. Use the table for quick reference on database-specific JDBC

providers.

DB2 UDB for iSeries

JDBC provider

Transaction support

Version and other considerations

DB2 UDB for iSeries (Native)

One-phase

Recommended when you run the
application server on iSeries.

DB2 UDB for iSeries (Native XA)

One and two phase

Recommended when you run the
application server on iSeries.

DB2 UDB for iSeries (Toolbox)

One-phase

N/A

DB2 UDB for iSeries (Toolbox XA)

One and two phase

N/A
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Table 23. DB2 on z/OS JDBC providers. Use the table for quick reference on database-specific JOBC providers.

DB2 on 2/0S

JDBC provider

Transaction support

Version and other considerations

DB2 Using IBM JCC Driver

One-phase

Configurable in version 7.0 and later
nodes.

DB2 Using IBM JCC Driver (XA)

One and two phase

Configurable version 7.0 and later
nodes.

DB2 Universal JDBC Provider

One-phase when connecting to the
application server that is on AlX,
HP-UX, Linux, Solaris, Windows, and
iSeries systems

DB2 Universal JDBC Provider (XA)

One and two phase

Table 24. Informix JDBC providers. Use the table for quick reference on database-specific JDBC providers.

Informix

JDBC provider

Transaction support

Version and other considerations

Informix Using IBM JCC Driver

One phase

This provider is configurable in nodes
that are at version 7.0 and later.

Informix Using IBM JCC Driver (XA)

One and two phase

This provider is configurable in nodes
that are at version 7.0 and later.

Informix JDBC Driver

One-phase

N/A

Informix JDBC Driver (XA)

One and two phase

N/A

Informix using IBM DB2 JDBC
Universal Driver

One phase

This provider is configurable in nodes
that are at version 7.0 and later.

Informix using IBM DB2 JDBC
Universal Driver (XA)

One and two phase

This provider is configurable in nodes
that are at version 7.0 and later.

Table 25. Microsoft SQL Server JDBC providers. Use the table for quick reference on database-specific JDBC

providers.

Microsoft SQL Server

JDBC provider Transaction support Version and other considerations
Microsoft SQL Server JDBC Driver One-phase N/A

Microsoft SQL Server JDBC Driver One and two phase N/A

(XA)

DataDirect ConnectJDBC Provider One-phase N/A

type 4 driver for MS SQL Server

DataDirect ConnectJDBC Provider, One and two phase N/A

type 4 driver, for MS SQL Server (XA)

Table 26. Oracle JDBC providers. Use the table for quick reference on database-specific JDBC providers.

Oracle

JDBC provider

Transaction support

Version and other considerations

Oracle JDBC Driver

One-phase

Must use the ojdbc6.jar driver to
connect to any version of Oracle
database.
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Table 26. Oracle JDBC providers (continued). Use the table for quick reference on database-specific JDBC
providers.

Oracle

JDBC provider Transaction support Version and other considerations

Oracle JDBC Driver(XA) One and two phase Must use the ojdbc6.jar driver to
connect to any version of Oracle
database.

Table 27. Sybase JDBC providers. Use the table for quick reference on database-specific JDBC providers.

Sybase

JDBC provider Transaction support Version and other considerations
Sybase JDBC 4 Driver One-phase jConnect v7.0

Sybase JDBC 4 Driver (XA) One and two phase jConnect v7.0

Sybase JDBC 3 Driver One-phase jConnect v6.05

Sybase JDBC 3 Driver (XA) One and two phase jConnect v6.05

Sybase JDBC 2 Driver One-phase jConnect v5.5

Sybase JDBC 2 Driver (XA) One and two phase jConnect v5.5

Detailed requirements
The following list identifies required class files and connection properties per JDBC provider.

After you determine the JDBC provider that suits your application and environment, ensure that you
acquire the corresponding JDBC driver at a release level supported by this version of the application
server. Consult the IBM support website for supported hardware and software.

Use the following links to navigate to the requirements list. Each link corresponds to a specific database
vendor, product, and platform.

+ [Apache Derby or Cloudscape 10.x|
« [DB2 Universal Database for iSeries|
.

[Microsoft SQL Server

* |Oracle]

* |Sybase

Data source minimum required settings for Apache Derby:

These properties vary according to the database vendor requirements for JDBC driver implementations.
You must set the appropriate properties on every data source that you configure. These settings are for
Apache Derby and Cloudscape data sources.

You can configure the following types of providers:
Derby JDBC Provider|

» [Derby JDBC Provider (XA)|

« [Derby JDBC Provider 40

» [Derby JDBC Provider 40 (XA)|

+ [Derby Network Server using Derby Client|
[Derby Network Server using Derby Client (XA)|
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« [Derby Network Server using Derby Client 40|
+ [Derby Network Server using Derby Client 40 (XA)|
* Derby JDBC Provider

The Derby JDBC driver provides JDBC access to the Apache Derby database by using the framework
that is already embedded in the application server. You cannot use any Version 4.0 data sources with
this provider.

This provider:
— Is configurable only in nodes at version 6.0.2 and later
— Supports one phase data source with the following class:
org.apache.derby.jdbc.EmbeddedConnectionPoolDataSource
— Requires the JDBC driver file:
- derby.jar
The full path name is ${DERBY_JDBC_DRIVER_PATH}/derby.jar. When you create a connection
through the application server, the environment variables are set automatically.

— Requires the following DataStoreHelper class:
com.ibm.websphere.rsadapter.DerbyDataStoreHelper
— Requires the following properties:

databaseName
The name of the database from which the data source obtains connections. If you do not
specify a fully qualified path name, the application server uses the default location of
lapp_server rooflderby or the equivalent default for AIX, HP-UX, Linux, or Solaris system
environments. An example for the database path name is:

If no database exists for the path name that you want to specify, configure the custom property,
createDatabase, to a value of create to create the database dynamically.

* Derby JDBC Provider (XA)

The Derby JDBC driver (XA) provides JDBC access to the Apache Derby database by using the
framework that is already embedded in the application server.

This provider:
— Does not support use Version 4.0 data sources.
— Is configurable only in nodes at version 6.0.2 and later
— Supports the two-phase data source with the following class:
org.apache.derby.jdbc.EmbeddedXADataSource
— Requires JDBC driver file:
- derby.jar
The full path name is ${DERBY_JDBC_DRIVER_PATH}/derby.jar. When you create a connection
through the application server, the environment variables are set automatically.
— Requires the following DataStoreHelper class:
com.ibm.websphere.rsadapter.DerbyDataStoreHelper
— Does not require a valid authentication alias.
— Requires the following properties:
databaseName
The name of the database from which the data source obtains connections. If you do not
specify a fully qualified path name, the application server uses the default location of

|app_server_rooz}’derby or the equivalent default for AlX, HP-UX, Linux, or Solaris system
environments. An example for the database path name is:

If no database exists for the path name that you want to specify, configure the custom property,
createDatabase, to a value of create to create the database dynamically.
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* Derby JDBC Provider 40

The Derby JDBC Provider 40 provides JDBC access to the Apache Derby database by using the
framework that is already embedded in the application server.

This provider:
— Is configurable only in nodes at version 7.0 and later.
— Does not support Version 4.0 data sources.
— Supports one phase data source with the following class:
org.apache.derby.jdbc.EmbeddedConnectionPoolDataSource40
— Requires the JDBC driver file:
- derby.jar
The full path name is ${DERBY_JDBC_DRIVER_PATH}/derby.jar. When you create a connection
through the application server, the environment variables are set automatically.

— Requires the following DataStoreHelper class:
com.ibm.websphere.rsadapter.DerbyDataStoreHelper
— Requires the following properties:
databaseName
The name of the database from which the data source obtains connections. If you do not
specify a fully qualified path name, the application server uses the default location of

|app_server rooffderby or the equivalent default for AIX, HP-UX, Linux, or Solaris system
environments. An example for the database path name is:

If no database exists for the path name that you want to specify, configure the custom property,
createDatabase, to a value of create to create the database dynamically.

* Derby JDBC Provider 40 (XA)

The Derby JDBC Provider 40 (XA) provides JDBC access to the Apache Derby database by using the
framework that is already embedded in the application server.

This provider:
— Is configurable only in nodes at version 7.0 and later.
— Does not support Version 4.0 data sources.
— Supports one phase data source with the following class:
org.apache.derby.jdbc.EmbeddedXADataSource40
— Requires the JDBC driver file:
- derby.jar
The full path name is ${DERBY_JDBC_DRIVER_PATH}/derby.jar. When you create a connection
through the application server, the environment variables are set automatically.
— Requires the following DataStoreHelper class:
com. ibm.websphere.rsadapter.DerbyDataStoreHelper
— Requires the following properties:
databaseName
The name of the database from which the data source obtains connections. If you do not
specify a fully qualified path name, the application server uses the default location of

lapp_server_rooffderby or the equivalent default for AIX, HP-UX, Linux, or Solaris system
environments. An example for the database path name is:

If no database exists for the path name that you want to specify, configure the custom property,
createDatabase, to a value of create to create the database dynamically.

* Derby Network Server using Derby Client

Use this provider to access only Apache Derby databases that run on the same node as the application
server.
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This provider:
— Does not support Version 4.0 data sources.
— Is configurable only in nodes at version 6.1 and later
— Uses the following one phase data source for the Derby Network Server using Derby Client provider:
org.apache.derby.jdbc.ClientConnectionPoolDataSource
— Requires the following JDBC driver file:
- derbyclient.jar
— Requires DataStoreHelper class:
com.ibm.websphere.rsadapter.DerbyNetworkServerDataStoreHelper
— Requires the following property:
databaseName
The name of the database from which the data source obtains connections. If you do not
specify a fully qualified path name, the application server uses the default location of

lapp_server_rooffderby or the equivalent default for AIX, HP-UX, Linux, or Solaris system
environments. An example for the database path name is:

If no database exists for the path name that you want to specify, configure the custom property,
createDatabase, to a value of create to create the database dynamically.

Derby Network Server using Derby Client (XA)

Use this provider to access only Apache Derby databases that run on the same node as the application
server.

This provider:
— Does not support Version 4.0 data sources.
— Is configurable only in nodes at version 6.1 and later
— Uses the following XA data source for this Derby Network Server using Derby Client provider:
org.apache.derby.jdbc.ClientXADataSource
— Requires the following JDBC driver file:
- derbyclient.jar
— Requires the DataStoreHelper class:
com.ibm.websphere.rsadapter.DerbyNetworkServerDataStoreHelper
— Requires the following property:
databaseName
The name of the database from which the data source obtains connections. If you do not
specify a fully qualified path name, the application server uses the default location of

[app_server_rooffderby or the equivalent default for AIX, HP-UX, Linux, or Solaris system
environments. An example for the database path name is:

If no database exists for the path name that you want to specify, configure the custom property,
createDatabase, to a value of create to create the database dynamically.

Derby Network Server using Derby Client 40

Use this provider to access only Apache Derby databases that run on the same node as the application
server.

This provider:

— Is configurable only in nodes at version 7.0 and later

— Does not support Version 4.0 data sources.

— Uses the following one phase data source for the Derby Network Server using Derby Client provider:
org.apache.derby.jdbc.ClientConnectionPoolDataSource40

— Requires the following JDBC driver file:
- derbyclient.jar
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— Requires DataStoreHelper class:

com. ibm.websphere.rsadapter.DerbyNetworkServerDataStoreHelper

— Requires the following property:

databaseName
The name of the database from which the data source obtains connections. If you do not
specify a fully qualified path name, the application server uses the default location of
|app_server_r004’derby or the equivalent default for AIX, HP-UX, Linux, or Solaris system
environments. An example for the database path name is:

If no database exists for the path name that you want to specify, configure the custom property,
createDatabase, to a value of create to create the database dynamically.

Derby Network Server using Derby Client 40 (XA)

Use this provider to access only Apache Derby databases that run on the same node as the application
server.

This provider:
— Is configurable only in nodes at version 7.0 and later
— Does not support Version 4.0 data sources.
— Uses the following one phase data source for the Derby Network Server using Derby Client provider:
org.apache.derby.jdbc.ClientXADataSource40
— Requires the following JDBC driver file:
- derbyclient.jar
— Requires DataStoreHelper class:
com.ibm.websphere.rsadapter.DerbyNetworkServerDataStoreHelper
— Requires the following property:
databaseName
The name of the database from which the data source obtains connections. If you do not
specify a fully qualified path name, the application server uses the default location of

lapp_server_rooffderby or the equivalent default for AIX, HP-UX, Linux, or Solaris system
environments. An example for the database path name is:

If no database exists for the path name that you want to specify, configure the custom property,
createDatabase, to a value of create to create the database dynamically.

Data source minimum required settings for DB2 Universal Database for IBM i:

These properties vary according to the database vendor requirements for JDBC driver implementations.
You must set the appropriate properties on every data source that you configure. These settings are for a
DB2 UDB data source.

What type of configuration do you have?

“DB2 UDB for iSeries with the application server for AIX, HP-UX, IBM i, Linux, Solaris, or Windows”|

DB2 UDB for iSeries with the application server for AIX, HP-UX, IBM i, Linux, Solaris, or Windows

You can configure the following types of providers:

DB2 UDB for iSeries (Native)
DB2 UDB for iSeries (Native XA)|
DB2 UDB for iSeries (Toolbox
DB2 UDB for iSeries (Toolbox XA)|
DB2 UDB for iSeries (Native)
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The iSeries Developer Kit for Java contains this Type 2 JDBC driver that is built on top of the iSeries
DB2 Call Level Interface (CLI) native libraries.

This provider:

— Is for local DB2 connections on iSeries. It is not recommended for remote access.

— Supports the one-phase data source:
com.ibm.db2.jdbc.app.UDBConnectionPoolDataSource

— Requires the following JDBC driver files:

- db2_classes16.jar - for nodes that are running at Version 7.0 or later. The location of the jar file is
/QIBM/Proddata/java400/jdk6/1ib/ext/db2_classesl6.jar.

- db2_classes.jar - for nodes that are running at Version 6.1 or earlier. The location of the jar file is
/QIBM/ProdData/Java400/ext/db2_classes.jar.

— Requires the following DataStoreHelper class:
com.ibm.websphere.rsadapter.DB2AS400DataStoreHelper

— Does not require an authentication alias.

— Requires the following properties:

- databaseName - The name of the relational database to which the data source connections are
established. This name must appear in the iSeries Relational Database Directory. The default is
*LOCAL.

DB2 UDB for iSeries (Native XA)

The iSeries Developer Kit for Java contains this XA-compliant Type 2 JDBC driver built on top of the
iSeries DB2 Call Level Interface (CLI) native libraries.

This provider:
— Is for local DB2 connections on iSeries. It is not recommended for remote access.
— Supports the following two-phase data source:
com.ibm.db2. jdbc.app.UDBXADataSource
— Requires the following JDBC driver files:

- db2_classes16.jar - for nodes that are running at Version 7.0 or later. The location of the jar file is
/QIBM/Proddata/java400/jdk6/1ib/ext/db2_classesl6.jar.

- db2_classes.jar - for nodes that are running at Version 6.1 or earlier. The location of the jar file is
/QIBM/ProdData/Java400/ext/db2_classes.jar.

— Requires the following DataStoreHelper class:
com.ibm.websphere.rsadapter.DB2AS400DataStoreHelper
— Does not require an authentication alias.

— Requires the following properties:
- databaseName - The name of the relational database to which the data source connections are
established. This name must appear in the iSeries Relational Database Directory. The default is
*LOCAL.

DB2 UDB for iSeries (Toolbox)

This JDBC driver, also known as iSeries Toolbox driver for Java, is provided in the DB2 for iSeries
database server.

This provider:

— Is for remote DB2 connections on iSeries. Use this driver instead of the IBM Developer Kit for Java
JDBC Driver to access remote DB2 UDB for iSeries systems.

— Supports the following one-phase data source:
com.ibm.as400.access.AS400JDBCConnectionPoolDataSource
— Requires the following JDBC driver files:
- jt400.jar
— Requires the following DataStoreHelper class:
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com. ibm.websphere.rsadapter.DB2AS400DataStoreHelper

Does not require an authentication alias if the application server and DB2 UDB for iSeries are
installed in the same server. If they are installed in different servers, the user ID and password are
required.

Requires the following properties:

- serverName - The name of the server from which the data source obtains connections. Example:
myserver.mydomain.com.

DB2 UDB for iSeries (Toolbox XA)

This XA compliant JDBC driver, also known as iSeries Toolbox XA compliant driver for Java, is provided
in the DB2 for iSeries database server.

This provider:

Is for remote DB2 connections on iSeries. Use this driver instead of the IBM Developer Kit for Java
JDBC Driver to access remote DB2 UDB for iSeries systems.

Supports the following two-phase data source:
com.ibm.as400.access.AS400JDBCXADataSource
Requires the following JDBC driver files:

- jt400.jar

Requires the following DataStoreHelper class:
com.ibm.websphere.rsadapter.DB2AS400DataStoreHelper

Does not require an authentication alias if the application server and DB2 UDB for iSeries are
installed in the same server. If they are installed in different servers, the user ID and password are
required.

Requires the following properties:
- serverName - The name of the server from which the data source obtains connections. Example:
myserver.mydomain.com.

Data source minimum required settings for Informix:

These properties vary according to the database vendor requirements for JDBC driver implementations.
You must set the appropriate properties on every data source that you configure. These settings are for
Informix data sources.

You can configure the following types of providers:
« [Informix JDBC Drivel

[Informix JDBC Driver (XA)]

[Informix Using IBM JCC Driver

[Informix Using IBM JCC Driver (XA)|

Informix Using IBM DB2 JDBC Universal Driver|

Informix Using IBM DB2 JDBC Universal Driver (XA)|

Informix JDBC Driver

The Informix JDBC Driver is a Type 4 JDBC driver that provides JDBC access to the Informix database.
Informix JDBC Driver supports one phase data source:

com.informix.jdbcx.IfxConnectionPoolDataSource

Requires the following JDBC driver files:

ifxjdbc.jar
ifxjdbcx.jar

Requires the following DataStoreHelper class:
com.ibm.websphere.rsadapter.InformixDataStoreHelper
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Requires a valid authentication alias.
Requires the following properties:
— serverName
The name of the Informix instance on the server. Example: ol_myserver.
— portNumber
The port on which the instances listen. Example: 1526.
— ifxIFXHOST

Either the IP address or the host name of the machine that is running the Informix database to which
you want to connect. Example: myserver.mydomain.com.

To support IPv6: On AIX and Solaris, IBM Informix Dynamic Server 10.00 with fix pack 1 supports
the IPv6 standard. To enable IPv6 on your WebSphere Application Server connection with one of
these Informix releases, input your full IPv6 host name for the ifxIFXHOST property.

— databaseName
The name of the database from which the data source obtains connections. Example: Sample.
— informixLockModeWait

Although not required, this property enables you to set the number of seconds that Informix software
waits for a lock. By default, Informix code throws an exception if it cannot immediately acquire a lock.
Example: 2.

Informix JDBC Driver (XA)

The Informix JDBC Driver (XA) is a Type 4 JDBC driver that provides XA-compliant JDBC access to the
Informix database.

Informix JDBC Driver (XA) supports two phase data source:
com.informix.jdbcx.IfxXADataSource

Requires the following JDBC driver files:

ifxjdbc.jar
ifxjdbcx.jar

To use SQLJ: This provider also requires driver file ifxsqlj.jar if you plan to use SQLJ for queries.
Requires the following DataStoreHelper class:
com.ibm.websphere.rsadapter.InformixDataStoreHelper
Requires a valid authentication alias.
Requires the following properties:
— serverName
The name of the Informix instance on the server. Example: ol_myserver.
— portNumber
The port on which the instances listen. Example: 1526.
— ifXIFXHOST

Either the IP address or the host name of the machine that is running the Informix database to which
you want to connect. Example: myserver.mydomain.com.

To support IPv6: On AIX and Solaris, IBM Informix Dynamic Server 10.00 with fix pack 1 supports
the IPv6 standard. To enable IPv6 on your WebSphere Application Server connection with one of
these Informix releases, input your full IPv6 host name for the ifxIFXHOST property.

— databaseName
The name of the database from which the data source obtains connections. Example: Sample.
— ifxIFX_XASPEC

Turn on this property when multiple users access the same database. Activating the property
enforces tight coupling of XA transactions within the same global transaction ID, and requires the
transactions to share lock space.
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These parameters help prevent transaction management errors from occurring in the case of multiple
client requests.

Turn on the ifxIFX_XASPEC property by assigning it the value of Y or y; either character works
because the setting is not case-specific. Turn the property off by assigning it the value of N or n.
WebSphere Application Server ignores all other values. Your setting for the property overrides the
Informix database system setting.

— informixLockModeWait

Although not required, this property enables you to set the number of seconds that Informix software
waits for a lock. By default, Informix code throws an exception if it cannot immediately acquire a lock.
Example: 2.

* Informix Using IBM JCC Driver

The Informix IBM JCC Driver is a one-phase commit provider for Informix that uses the IBM Data
Server Driver for JDBC and SQLJ. The IBM Data Server Driver is JDBC 4.0 compliant and is the next
generation of the Universal JCC driver.

This provider is configurable in version 7.0 and later nodes.
The following one-phase data source is supported:
com.ibm.db2.jcc.DB2ConnectionPoolDataSource

The following JDBC driver files are required:

db2jcc4.jar
db2jcc_Ticense_cu.jar
db2jcc_Tlicense_cisuz.jar

as well as the following DataStoreHelper class:
com.ibm.websphere.rsadapter.InformixJccDataStoreHelper

This provider requires a valid authentication alias.

The following properties are required:

— serverName - The TCP/IP address or host name for the Informix server.
— portNumber - The TCP/IP port number where the Informix server resides.

— databaseName - The name of the database from which the data source obtains connections.
Example: Sample.

* Informix Using IBM JCC Driver (XA)

The Informix IBM JCC Driver (XA) is a two-phase commit provider for Informix that uses the IBM Data
Server Driver for JDBC and SQLJ. The IBM Data Server Driver is JDBC 4.0 compliant and is the next
generation of the Universal JCC driver.

This provider is configurable in version 7.0 and later nodes.
The following two-phase data source is supported:
com.ibm.db2.jcc.DB2XADataSource

The following JDBC driver files are required:

db2jcc4.jar
db2jcc_Ticense_cu.jar
db2jcc_license_cisuz.jar

as well as the following DataStoreHelper class:
com.ibm.websphere.rsadapter.InformixJccDataStoreHelper

Note: If you plan to use SQLJ for queries, this provider also requires driver file ifxsqlj.jar.
This provider requires a valid authentication alias.

The following properties are required:

— serverName - The TCP/IP address or host name for the Informix server.

— portNumber - The TCP/IP port number where the Informix server resides.
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— databaseName - The name of the database from which the data source obtains connections.
Example: Sample.

Note: You cannot use Informix XA data sources with ANSI databases if SQL statements are issued in
local transactions instead of global transactions. This scenario might occur within the application
code or within a component of Application Server such as scheduler. The following message
might be logged if you are experiencing this problem:

java.sql.SQLException: Already in transaction.
at com.informix.util.IfxErrMsg.getSQLException(IfxErrMsg.java:398)
at com.informix.jdbc.IfxSqli.a(IfxSqli.java:3247)
at com.informix.jdbc.IfxSqli.E(IfxSqli.java:3556)
at com.informix.jdbc.IfxSqli.dispatchMsg(IfxSqli.java:2382)
at com.informix.jdbcx.IfxXASqli.receiveMessage(IfxXASqli.java:120)
at com.informix.jdbc.IfxSq1i.X(IfxSqli.java:7926)
at com.informix.jdbc.IfxSqli.a(IfxSqli.java:854)
at com.informix.jdbc.IfxSqli.executeCommand(IfxSqli.java:749)
at com.informix.jdbc.IfxResultSet.b(IfxResultSet.java:293)
at com.informix.jdbc.IfxStatement.c(IfxStatement.java:1269)
at com.informix.jdbc.IfxStatement.b(IfxStatement.java:423)
at com.informix.jdbc.IfxStatement.executeUpdate(IfxStatement.java:277)
at com.informix.jdbc.IfxSqliConnect.setTransactionIsolation(IfxSqliConnect.java:2565)

To avoid this issue:
— Switch to a non-ANSI database.

— If the error is triggered by an application, update the application such that it always runs in a global
transaction.

Informix Using IBM DB2 JDBC Universal Driver

The Informix JDBC Driver is a Type 4 JDBC driver that is JDBC 3.0 compliant and provides access to
the Informix database.

This provider supports the following one-phase data source:
com.ibm.db2.jcc.DB2ConnectionPoolDataSource
The following JDBC driver files are required:

db2jcc.jar
db2jcc_Ticense_cu.jar
db2jcc_Tlicense_cisuz.jar

as well as the following DataStoreHelper class:
com.ibm.websphere.rsadapter.InformixdccDataStoreHelper

This provider requires a valid authentication alias.

The following properties are required:

— serverName - The TCP/IP address or host name for the Informix server.
— portNumber - The TCP/IP port number where the Informix server resides.

— databaseName - The name of the database from which the data source obtains connections.
Example: Sample.

Informix Using IBM DB2 JDBC Universal Driver (XA)

The Informix Using JDBC Driver (XA) is a Type 4 JDBC driver that is JDBC 3.0 compliant and provides
XA-compliant JDBC access to the Informix database.

This provider supports the following two-phase data source:
com.ibm.db2.jcc.DB2XADataSource
The following JDBC driver files are required:

db2jcc.jar
db2jcc_Tlicense _cu.jar
db2jcc_Ticense_cisuz.jar

as well as the following DataStoreHelper class:
com.ibm.websphere.rsadapter.InformixJccDataStoreHelper
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This provider requires a valid authentication alias.
The following properties are required:

— serverName - The TCP/IP address or host name for the Informix server.

— portNumber - The TCP/IP port number where the Informix server resides.

— databaseName - The name of the database from which the data source obtains connections.

Example: Sample.

Note: You cannot use Informix XA data sources with ANSI databases if SQL statements are issued in
local transactions instead of global transactions. This scenario might occur within the application
code or within a component of Application Server such as scheduler. The following message
might be logged if you are experiencing this problem:

java.sql.SQLException:
at com.informix.
at com.informix.
at com.informix.
at com.informix.
at com.informix.
at com.informix.
at com.informix.
at com.informix.
at com.informix.
at com.informix.
at com.informix.
at com.informix.
at com.informix.

Data source minimum required settings for Microsoft SQL Server:

Already in transaction.

util.IfxErrMsg.getSQLException(IfxErrMsg.java:398)

jdbc.IfxSqli.a(IfxSqli.java:3247)
jdbc.IfxSqli.E(IfxSqli.java:3556)
jdbc.IfxSqli.dispatchMsg(IfxSqli.java:2382)

jdbex. ITxXASqli.receiveMessage(IfxXASqli.java:120)
I1fxSq1i.X(IfxSqli.java:7926)
IfxSqli.a(IfxSqli.java:854)
1fxSqli.executeCommand (IfxSqli.java:749)
IfxResultSet.b(IfxResultSet.java:293)
IfxStatement.c(IfxStatement.java:1269)
IfxStatement.b(IfxStatement.java:423)
IfxStatement.executeUpdate (IfxStatement.java:277)
IfxSqliConnect.setTransactionIsolation(IfxSqliConnect.java:2565)

Jjdbc.
jdbc.
jdbc.
jdbc.
jdbc.
jdbc.
jdbc.
jdbc.

These properties vary according to the database vendor requirements for Java Database Connectivity
(JDBC) driver implementations. You must set the appropriate properties on every data source that you
configure. These settings are for Microsoft SQL Server data sources.

The application server also supports two options for setting isolation level in Microsoft SQL Server:
SNAPSHOT and READ_COMMITTED_SNAPSHOT.

Table 28. Isolation levels in Microsoft SQL Server.

configuration considerations.

The following table describes these isolation levels and

JDBC provider

Microsoft SQL Server feature

Configuration consideration

Microsoft SQL Server JDBC Driver

SNAPSHOT isolation level

Set the isolation level constant by invoking the
setTransactionlsolation method with one of the
following attributes:

» conn.setTransactionlsolation
(com.microsoft.sqlserver.jdbc.
SQLServerConnection.
TRANSACTION_SNAPSHOT)

conn.setTransactionlsolation(value_of_constant)

READ_COMMITTED_SNAPSHOT isolation level

This isolation level is an implementation of the
Read committed isolation level. The policy
enforces optimistic locking for read operations
with Microsoft SQL Server.

1. Configure the isolation level on the database.

2. Invoke the setTransactionlsolation method
with the conn.setTransactionlsolation
(java.sql.Connection
TRANSACTION_READ_COMMITTED)
attribute.
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Table 28. Isolation levels in Microsoft SQL Server (continued). The following table describes these isolation levels

and configuration considerations.

JDBC provider Microsoft SQL Server feature Configuration consideration
DataDirect ConnectJDBC type 4 driver for SNAPSHOT isolation level This isolation level implements optimistic locking
Microsoft SQL Server for transactions in which Microsoft SQL Server

serializes the data.

Configure the ALLOW_SNAPSHOT _ISOLATION
setting on the database, and then set the
isolation level in one of two ways:

* By isolation level constant. Invoke the
setTransactionlsolation method with one of
the following attributes:

— conn.setTransactionlsolation
(com.ddtek.jdbc.extensions.
ExtConstants. TRANSACTION_SNAPSHOT)

— conn.setTransactionlsolation(16)
* By the custom data source property:

— Set the data source custom property
snapshotSerializable to true.

— Invoke the setTransactionlsolation method
with the conn.setTransactionlsolation
(java.sqgl.Connection.
TRANSACTION_SERIALIZABLE) attribute:

READ_COMMITTED_SNAPSHOT isolation level | This isolation level is an implementation of the
Read committed isolation level. The policy
enforces optimistic locking for read operations
with Microsoft SQL Server.

1. Configure the isolation level on the database.

2. Invoke the setTransactionlsolation method
with the conn.setTransactionlsolation
(java.sql.Connection.
TRANSACTION_READ_COMMITTED)
attribute.

Consult the Backward Compatibility for Microsoft SQL Server components web Cga%e for a complete list of
deprecated items, as well as backward compatibility provisions, for Microsoft SQL Server.

You can configure the following types of providers:

[Microsoft SQL Server JDBC Driver|
[Microsoft SQL Server JDBC Driver (XA)|
[DataDirect ConnectJDBC type 4 driver for Microsoft SQL Server|

[DataDirect ConnectJDBC type 4 driver for Microsoft SQL Server (XA)|
Microsoft SQL Server JDBC Driver

The Microsoft SQL Server JDBC driver supports this data source:
com.microsoft.sqlserver. jdbc.SQLServerConnectionPoolDataSource
The JDBC provider requires the following Java archive (JAR) files:
sqljdbc4. jar

The JDBC provider requires the following DataStoreHelper class:
com. ibm.websphere.rsadapter.MicrosoftSQLServerDataStoreHelper

The JDBC provider requires a valid authentication alias.

The JDBC driver requires the following properties:

serverName
Specifies the name of the server in which Microsoft SQL Server resides. Example:
myserver.mydomain.com

portNumber
Specifies the TCP/IP port that Microsoft SQL Server uses for communication. Port 1433 is the
default.
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databaseName
Specifies the name of the database from which the data source obtains connections. Example:
Sample.

* Microsoft SQL Server JDBC Driver (XA)

This JDBC provider supports this data source:

com.microsoft.sqlserver. jdbc.SQLServerXADataSource

The JDBC provider requires the following Java archive (JAR) files:

sqljdbc4. jar

The JDBC provider requires the following DataStoreHelper class:

com.ibm.websphere.rsadapter.MicrosoftSQLServerDataStoreHelper

The JDBC provider requires a valid authentication alias.
The JDBC driver requires the following properties:
serverName
Specifies the name of the server in which Microsoft SQL Server resides. Example:
myserver.mydomain.com
portNumber
Specifies the TCP/IP port that Microsoft SQL Server uses for communication. Port 1433 is the
default.
databaseName
Specifies the name of the database from which the data source obtains connections. Example:
Sample.
+ DataDirect ConnectJDBC type 4 driver for Microsoft SQL Server
DataDirect ConnectJDBC type 4 driver for Microsoft SQL Server is a Type 4 JDBC driver that provides
JDBC access to the Microsoft SQL Server databases. This provider is for use only with the Connect
JDBC driver purchased from DataDirect Technologies.
This JDBC provider supports the following data source:
com.ddtek. jdbcx.sqlserver.SQLServerDataSource
Requires JDBC driver files:
sqlserver.jar
Requires DataStoreHelper class:
com.ibm.websphere.rsadapter.ConnectJDBCDataStoreHelper
Requires a valid authentication alias.
Requires properties:
— serverName The name of the server in which Microsoft SQL Server resides. Example:
myserver.mydomain.com
— portNumber The TCP/IP port that Microsoft SQL Server uses for communication. Port 1433 is the
default.
— databaseName The name of the database from which the data source obtains connections.
Example: Sample.
» DataDirect ConnectJDBC type 4 driver for Microsoft SQL Server (XA)
DataDirect ConnectJDBC type 4 driver for Microsoft SQL Server (XA) is a Type 4 JDBC driver which
provides XA-compliant JDBC access to the Microsoft SQL Server databases. This provider is for use
only with the Connect JDBC driver purchased from DataDirect Technologies.
This JDBC provider supports this data source:
com.ddtek. jdbcx.sqlserver.SQLServerDataSource.
Requires JDBC driver files:
sqlserver.jar
Requires DataStoreHelper class:
com. ibm.websphere.rsadapter.ConnectJDBCDataStoreHelper

Requires a valid authentication alias.
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Requires properties:

— serverName The name of the server in which Microsoft SQL Server resides. Example:
myserver.mydomain.com

— portNumber The TCP/IP port that Microsoft SQL Server uses for communication. Port 1433 is the
default.

— databaseName The name of the database from which the data source obtains connections.
Example: Sample.

Data source minimum required settings for Oracle:

These properties vary according to the database vendor requirements for JDBC driver implementations.
You must set the appropriate properties on every data source that you configure. These settings are for
Oracle data sources.

You can configure the following types of providers:

Oracle JDBC Driver|

Oracle JDBC Driver (XA)|

Oracle JDBC Driver

The Oracle JDBC Driver provides JDBC access to the Oracle database. This JDBC driver supports both
Type 2 JDBC access and Type 4 JDBC access.
This provider:
Supports one-phase data source:
oracle.jdbc.pool.0racleConnectionPoolDataSource
— Requires the following JDBC driver files:
- ojdbc6.jar.

Note: Be aware of the following:
* Oracle does not support the use of ojdbc5s.jar in an environment with the Java SE
Development Kit Version 6 or later.
* In mixed node environments, the data source wizard in the administrative console allows
you to choose a class path for ojdbc6. jar or ojdbc5. jar.
» For Oracle trace, use ojdbcversion_g.jar.
— Requires the following DataStoreHelper class:

com.ibm.websphere.rsadapter.OraclellgDataStoreHelper

Note: You must use the Oracle11gDataStoreHelper with the ojdbc6. jar driver file, regardless of
whether you use an Oracle 11g or Oracle 10g database server.
— Requires a valid authentication alias.
— Requires properties:
URL The URL that indicates the database from which the data source obtains connections. For
example:

jdbc:oracle:thin:@//myServer:1521/myDatabase

where myServer is the server name, 1521 is the port that the server uses for communication,
and myDatabase is the database name.
Oracle JDBC Driver (XA)
The Oracle JDBC Driver (XA) provides XA-compliant JDBC access to the Oracle database. This JDBC
driver supports both Type 2 JDBC access and Type 4 JDBC access.
This provider:
— Supports two-phase data source:
oracle.jdbc.xa.client.OracleXADataSource
— Requires the following JDBC driver files:
- ojdbcé6.jar
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Note: Be aware of the following notes regarding the use of these driver files:
* Oracle does not support the use of ojdbc5s.jar in an environment with the Java SE
Development Kit Version 6 or later.
* In mixed node environments, the data source wizard in the administrative console allows
you to choose a class path for ojdbc6. jar or ojdbc5. jar.
* For Oracle trace, use ojdbcversion g.jar.
— Requires the following DataStoreHelper class:

com.ibm.websphere.rsadapter.OraclellgDataStoreHelper

Note: You must use the Oracle11gDataStoreHelper with the ojdbc6.jar driver file, regardless of
whether you use an Oracle 11g or Oracle 10g database server.
— Requires a valid authentication alias.
— Requires properties:
URL Indicates the database from which the data source obtains connections. For example:
jdbc:oracle:thin:@//myServer:1521/myDatabase

where myServer is the server name, 1521 is the port that the server uses for communication,
and myDatabase is the database name.

Data source minimum required settings for Sybase:

These properties vary according to the database vendor requirements for JDBC driver implementations.
You must set the appropriate properties on every data source that you configure. These settings are for
Sybase data sources.

What types of providers can you configure?

You can configure the following types of providers:
+ [Sybase JDBC 4 Driver|

+ [Sybase JDBC 4 Driver (XA)|

+ [Sybase JDBC 3 Driver

+ [Sybase JDBC 3 Driver (XA)|

+ [Sybase JDBC 2 Driver

+ [Sybase JDBC 2 Driver (XA)|

Sybase JDBC 4 Driver
The Sybase JDBC 4 Driver is a Type 4 JDBC driver that provides JDBC access to the Sybase database.

This provider:
* Uses jConnect Version 7.0
* Supports one phase data source:

com.sybase.jdbc4.jdbc.SybConnectionPoolDataSource
* Requires the following JDBC driver files:

jconnd.jar
* Requires the following DataStoreHelper class:

com.ibm.websphere.rsadapter.SybaseDataStoreHelper
* Requires a valid authentication alias.
* Requires the following properties:

— serverName - The name of the database server. Example: myserver.mydomain.com.

— databaseName - The name of the database from which the data source obtains connections.
Example: Sample.
portNumber - The TCP/IP port number through which all communications to the server take place.
Example: 5000.
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— connectionProperties - A custom property required for applications containing EJB 2.0 enterprise
beans. Value: SELECT_OPENS_CURSOR=true (Type: java.lang.String)

Sybase JDBC 4 Driver (XA)

The Sybase JDBC 4 Driver (XA) is a Type 4 JDBC driver that provides XA-compliant JDBC access to the
Sybase database.

This provider:
» Uses jConnect Version 7.0
» Supports two phase data source:

com.sybase.jdbc4.jdbc.SybXADataSource
* Requires JDBC driver files:

jconnd.jar
* Requires the following DataStoreHelper class:

com.ibm.websphere.rsadapter.SybaseDataStoreHelper
* Requires a valid authentication alias.

* Requires the following properties:

— serverName - The name of the database server. Example: myserver.mydomain.com
databaseName - The name of the database from which the data source obtains connections.
Example: Sample.

— portNumber - The TCP/IP port number through which all communications to the server take place.
Example: 5000.

— connectionProperties - A custom property required for applications containing EJB 2.0 enterprise
beans. Value: SELECT_OPENS_CURSOR=true (Type: java.lang.String)

Sybase JDBC 3 Driver
The Sybase JDBC 3 Driver is a Type 4 JDBC driver that provides JDBC access to the Sybase database.

This provider:
» Uses jConnect Version 6.05
* Supports one phase data source:

com.sybase.jdbc3.jdbc.SybConnectionPoolDataSource
* Requires the following JDBC driver files:

jconn3.jar
* Requires the following DataStoreHelper class:

com.ibm.websphere.rsadapter.SybaseDataStoreHelper
* Requires a valid authentication alias.

* Requires the following properties:

— serverName - The name of the database server. Example: myserver.mydomain.com.
databaseName - The name of the database from which the data source obtains connections.
Example: Sample.

— portNumber - The TCP/IP port number through which all communications to the server take place.
Example: 5000.

— connectionProperties - A custom property required for applications containing EJB 2.0 enterprise
beans. Value: SELECT_OPENS_CURSOR=true (Type: java.lang.String)

Sybase JDBC 3 Driver (XA)

The Sybase JDBC 3 Driver (XA) is a Type 4 JDBC driver that provides XA-compliant JDBC access to the
Sybase database.

This provider:
» Uses jConnect Version 6.05
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» Supports two phase data source:

com.sybase.jdbc3.jdbc.SybXADataSource
* Requires JDBC driver files:

jconn3.jar
* Requires the following DataStoreHelper class:

com.ibm.websphere.rsadapter.SybaseDataStoreHelper

* Requires a valid authentication alias.

* Requires the following properties:

serverName - The name of the database server. Example: myserver.mydomain.com

databaseName - The name of the database from which the data source obtains connections.

Example: Sample.

— portNumber - The TCP/IP port number through which all communications to the server take place.
Example: 5000.

— connectionProperties - A custom property required for applications containing EJB 2.0 enterprise
beans. Value: SELECT_OPENS_CURSOR=true (Type: java.lang.String)

Sybase JDBC 2 Driver
The Sybase JDBC 2 Driver is a Type 4 JDBC driver that provides JDBC access to the Sybase database.

This provider:
* Uses jConnect Version 5.5
» Supports one phase data source:

com.sybase.jdbc2.jdbc.SybConnectionPoolDataSource
* Requires the following JDBC driver files:

jconn2.jar
* Requires the following DataStoreHelper class:

com.ibm.websphere.rsadapter.SybaseDataStoreHelper

* Requires a valid authentication alias.

* Requires the following properties:

serverName - The name of the database server. Example: myserver.mydomain.com.

databaseName - The name of the database from which the data source obtains connections.

Example: Sample.

— portNumber - The TCP/IP port number through which all communications to the server take place.
Example: 5000.

— connectionProperties - A custom property required for applications containing EJB 2.0 enterprise
beans. Value: SELECT _OPENS_CURSOR=true (Type: java.lang.String)

Sybase JDBC 2 Driver (XA)

The Sybase JDBC 2 Driver (XA) is a Type 4 JDBC driver that provides XA-compliant JDBC access to the
Sybase database.

This provider:

* Uses jConnect Version 5.5

» Supports two phase data source:
com.sybase.jdbc2.jdbc.SybXADataSource

* Requires JDBC driver files:
jconn2.jar

* Requires the following DataStoreHelper class:
com.ibm.websphere.rsadapter.SybaseDataStoreHelper

* Requires a valid authentication alias.

* Requires the following properties:
— serverName - The name of the database server. Example: myserver.mydomain.com
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— databaseName - The name of the database from which the data source obtains connections.
Example: Sample.

— portNumber - The TCP/IP port number through which all communications to the server take place.
Example: 5000.

— connectionProperties - A custom property required for applications containing EJB 2.0 enterprise
beans. Value: SELECT_OPENS_CURSOR=true (Type: java.lang.String)

Configuring a JDBC provider using the administrative console
To create connections between an application and a relational database, the application server uses the
driver implementation classes that are encapsulated by the Java Database Connectivity (JDBC) provider.

Before you begin

Each JDBC provider is essentially an object that represents vendor-specific JDBC driver classes to the
application server, for establishing access to that particular vendor database. JDBC providers are
prerequisites for data sources, which supply applications with the physical connections to a database.
Consult the |JDBC provider tabld| to identify the appropriate JDBC provider for your database and
application requirements.

About this task

Configure at least one JDBC provider for each database server that you plan to use at a particular scope
within your application server environment.

Procedure
1. Open the administrative console.
2. Click Resources > JDBC > JDBC Providers.

3. Select the scope at which applications can use the JDBC provider. The scope that you select
becomes the scope of any data source that you associate with this provider. You can choose a cell,
node, cluster, or server. For more information about scope and how it can affect resources, see the
information center topic on administrative scope settings.

4. Click New. This action causes the Create a new JDBC Provider wizard to launch.
5. Use the first drop-down list to select the database type of the JDBC provider that you must create.

The User-Defined option: Select User-Defined for your database type if you encounter either of the
following scenarios:

* You do not see your database type.

* You cannot select the JDBC provider type that you need in the next
step.

The user-defined selection triggers the wizard panel to display your
provider type as a user-defined JDBC provider, and your implementation
type as user-defined. Consult your database documentation for the JDBC
driver class files, data source properties, and so on, that are required for
your user-defined provider. You must supply this information about the
next two panels:

» database class path
» database-specific properties

6. Select your JDBC provider type if it is displayed in the second drop-down list. Select Show
Deprecated to trigger the display of both current and deprecated providers. If you cannot find your
provider in this expanded list, then select User-Defined from the previous list of database types.

7. From the third drop-down list, select the implementation type that is necessary for your application. If
your application does not require that connections support two-phase commit transactions, choose
Connection Pool Data Source. Choose XA Data Source, however, if your application requires
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connections that support two-phase commit transactions. Applications that use this data source
configuration have the benefit of container-managed transaction recovery.

After you select an implementation type, the wizard fills the name and the description fields for your
JDBC provider. You can type different values for these fields; they exist for administrative purposes
only.

8. Click Next to see the Enter database class path information wizard panel.

9. In the class path field, type the full path location of the database JDBC driver class files. Your class
path information becomes the value of the WebSphere environment variable that is displayed on this
panel, in the form of ${DATABASE_JDBC_DRIVER_PATH]}. The application server uses the variable
to define your JDBC provider; this practice eliminates the must specify static JDBC class paths for
individual applications. Remember that if you do not provide the full, correct JDBC driver class path
for the variable, your data source ultimately fails. If the field already displays a fully qualified class
path, you can accept that variable definition by completing the rest of this wizard panel and clicking
Next.

Note: The application server supports multiple versions of the selected JDBC driver for the
DataDirect ConnectJDBC type 4 driver for MS SQL Server. Each version of the JDBC driver
has a unique class path. Select the appropriate version of the JDBC driver so the class path is
populated correctly.

10. Use the Native library path field to specify additional class files that your JDBC driver might require
to function properly on your application server platform. Type the full directory path name of these
class files.

gotcha: If you are using an Oracle OCI driver as your JDBC provider, you must specify the path to
where the native libraries are stored. If you do not specify a native library path, the first time
you try to connect using this provider, class loader errors occur.

11. Click Next to see a summary of your JDBC provider settings.

12. Click Finish if you are satisfied with the JDBC provider configuration. You now see the JDBC provider
collection panel, which displays your new JDBC provider in a table along with other providers that are
configured for the same scope.

What to do next

The next step is to create a data source to associate with your JDBC provider. For detailed information,
see the information center topic on configuring a data source using the administrative console.

Remember: If you modify configuration of a JDBC provider, like the class path, native library path, or
custom properties, click OK and then restart every application server within the scope of that
JDBC provider. Otherwise, the new configuration does not work and you receive data source
failure messages.

JDBC provider collection:

Use this page to view JDBC providers. The JDBC provider object encapsulates the specific JDBC driver
implementation class for the data sources that you define and associate with the provider.

To view this administrative console page, click Resources > JDBC > JDBC providers .
Name:
Specifies a text identifier for this provider.

For example, this field can be DB2 JDBC Provider (XA).

Data type String
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Scope:

Specifies the scope of the JDBC provider; if you use any scope other than the default of Node, the
provider might not be available in other scope contexts. Data sources that are created with this JDBC
provider inherit this scope.

Description:

Specifies a text string describing this provider.

Data type String

JDBC provider settings:

Use this page to modify the settings for a JDBC provider.

To view this administrative console page, click Resources > JDBC > JDBC providers > JDBC_provider.

Important: If you use this page to modify the class path or native library path of an existing JDBC
provider: After you apply and save the new settings, you must restart every application server
within the scope of that JDBC provider for the new configuration to work. Otherwise, you
receive a data source failure message.

Scope:

Specifies the scope of the JDBC provider; data sources that are created with this JDBC provider inherit
this scope.

Name:

Specifies the name of the resource provider.

Data type String

Description:

Specifies a text description for the resource provider.

Data type String

Class path:

Specifies a list of paths or JAR file names which together form the location for the resource provider
classes.

For example:
* QIBM/ProdData/Java400/ext/db2_classes.jar for iSeries platforms.

Class path entries are separated by using the ENTER key and must not contain path separator characters
(such as ;' or ":'). Class paths contain variable (symbolic) names which you can substitute using a variable
map. Check the driver installation notes for the specific required JAR file names.

Data type String
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Native Library Path:
Specifies a list of paths that forms the location for the resource provider native libraries.

Native path entries are separated by using the ENTER key and must not contain path separator
characters (such as ';' or .'). Native paths can contain variable (symbolic) names which you can substitute
using a variable map.

Data type String

Isolate this resource provider:

Specifies that this resource provider will be loaded in its own class loader. This allows different versions or
implementations of the same resource provider to be loaded in the same Java Virtual Machine. Give each
version of the resource provider a unique class path that is appropriate for that version or implementation.

Note: Be aware of the following:

* You cannot isolate a resource provider if you specify a native library path. The Application Server
will define a value for the native library path for some JDBC providers; this behavior is intended
to help you configure your provider when a native library path is necessary. If you do not require
the native library path, delete the value, and you will be able to select the option to isolate the
resource provider.

 If you are running a mixed cell environment, the application server will remove any isolated
JDBC providers from nodes that are running at versions earlier than 7.0 if the provider is scoped
for a version 7.0 cell, and you have not migrated the provider from an older release. If you want
to use isolated resources at the cell level, do not use the resources in nodes that are running at
versions earlier than 7.0. Define a resource at the node level, or avoid using the resource in
nodes that are earlier than version 7.0, because this will result in a "Naming not found" exception
when the application server attempts to perform a lookup on an isolated resource at the cell
level.

Implementation class name:

Specifies the Java class name of the JDBC driver implementation.

This class is available in the driver file mentioned in the class path description above.

For example, com.ibm.db2.jdbc.app.UDBXADataSource for iSeries platforms.

Note: If you modify the implementation class name of the JDBC provider after you have created the
provider, you might disconnect the provider from the template used to create it. As a result, data

sources created from this JDBC provider do not have an associated template; you must manually
configure a working data source through setting custom properties.

Data type String

JDBC provider summary:

JDBC providers are prerequisites for data sources, which supply applications with the physical connections
to a database.

Use these tables for quick reference on database-specific JDBC providers.
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Table 29. Apache Derby JDBC providers. Use the table for quick reference on database-specific JDBC providers.

Apache Derby

JDBC provider

Transaction support

Version and other considerations

Derby JDBC Provider

One-phase

* Does not support Version 4 data
sources

» Configurable only in nodes at
version 6.0.2 and later

* Not for use in clustered
environment: accessible from a
single JVM only

Derby JDBC Provider (XA)

One and two phase

* Does not support Version 4 data
sources

» Configurable only in nodes at
version 6.0.2 and later

¢ Not for use in clustered
environment: accessible from a
single JVM only

Derby JDBC Provider 40

One-phase

» Configurable only in nodes at
version 7.0 and later

» Does not support Version 4 data
sources

Derby JDBC Provider 40 (XA)

One and two phase

» Configurable only in nodes at
version 7.0 and later

* Does not support Version 4 data
sources

Derby Network Server Using Derby
Client

One-phase

e Does not support Version 4.0 data
sources.

» Configurable only in nodes at
version 6.1 and later

e Can be used in clustered
environment: a database instance
can be accessed by multiple JVMs

* Only for use with Apache Derby
databases that run on the same
node as the application server

Derby Network Server Using Derby
Client (XA)

One and two phase

* Does not support Version 4 data
sources

» Configurable only in nodes at
version 6.1 and later

e Can be used in clustered
environment: a database instance
can be accessed by multiple JVMs

* Only for use with Apache Derby
databases that run on the same
node as the application server

Derby Network Server Using Derby
Client 40

One-phase

» Configurable only in nodes at
version 7.0 and later

* Does not support Version 4 data
sources
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Table 29. Apache Derby JDBC providers (continued). Use the table for quick reference on database-specific JDBC

providers.

Apache Derby

JDBC provider

Transaction support

Version and other considerations

Derby Network Server Using Derby
Client 40 (XA)

One and two phase

» Configurable only in nodes at
version 7.0 and later

* Does not support Version 4 data
sources

Table 30. DB2 on AlX, HP-UX, Linux, Solaris, and Windows systems JDBC providers. Use the table for quick
reference on database-specific JOBC providers.

DB2 on AIX, HP-UX, Linux, Solaris, and Windows systems

JDBC provider

Transaction support

Version and other considerations

DB2 Using IBM JCC Driver

One-phase

» Configurable in nodes that are at
version 7.0 and later.

DB2 Using IBM JCC Driver (XA)

One and two phase

» Configurable in nodes that are at
version 7.0 and later.

DB2 Universal JDBC Provider

One-phase

N/A

DB2 Universal JDBC Provider (XA)

One and two phase

N/A

Table 31. DB2 UDB for iSeries JDBC providers. Use the table for quick reference on database-specific JDBC

providers.

DB2 UDB for iSeries

JDBC provider

Transaction support

Version and other considerations

DB2 UDB for iSeries (Native)

One-phase

Recommended when you run the
application server on iSeries.

DB2 UDB for iSeries (Native XA)

One and two phase

Recommended when you run the
application server on iSeries.

DB2 UDB for iSeries (Toolbox)

One-phase

N/A

DB2 UDB for iSeries (Toolbox XA)

One and two phase

N/A

Table 32. DB2 on z/OS JDBC providers. Use the table for quick reference on database-specific JDBC providers.

DB2 on 2/0S

JDBC provider

Transaction support

Version and other considerations

DB2 Using IBM JCC Driver

One-phase

Configurable in version 7.0 and later
nodes.

DB2 Using IBM JCC Driver (XA)

One and two phase

Configurable version 7.0 and later
nodes.

DB2 Universal JDBC Provider

One-phase when connecting to the
application server that is on AlX,
HP-UX, Linux, Solaris, Windows, and
iSeries systems

DB2 Universal JDBC Provider (XA)

One and two phase
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Table 33. Informix JDBC providers. Use the table for quick reference on database-specific JDOBC providers.

Informix

JDBC provider

Transaction support

Version and other considerations

Informix Using IBM JCC Driver

One phase

This provider is configurable in nodes
that are at version 7.0 and later.

Informix Using IBM JCC Driver (XA)

One and two phase

This provider is configurable in nodes
that are at version 7.0 and later.

Informix JDBC Driver

One-phase

N/A

Informix JDBC Driver (XA)

One and two phase

N/A

Informix using IBM DB2 JDBC
Universal Driver

One phase

This provider is configurable in nodes
that are at version 7.0 and later.

Informix using IBM DB2 JDBC
Universal Driver (XA)

One and two phase

This provider is configurable in nodes
that are at version 7.0 and later.

Table 34. Microsoft SQL Server JDBC providers. Use the table for quick reference on database-specific JDBC

providers.

Microsoft SQL Server

JDBC provider

Transaction support

Version and other considerations

Microsoft SQL Server JDBC Driver One-phase N/A
Microsoft SQL Server JDBC Driver One and two phase N/A
(XA)

DataDirect ConnectJDBC Provider One-phase N/A
type 4 driver for MS SQL Server

DataDirect ConnectJDBC Provider, One and two phase N/A

type 4 driver, for MS SQL Server (XA)

Table 35. Oracle JDBC providers. Use the table for quick reference on database-specific JDBC providers.

Oracle

JDBC provider

Transaction support

Version and other considerations

Oracle JDBC Driver

One-phase

Must use the ojdbcé6.jar driver to
connect to any version of Oracle
database.

Oracle JDBC Driver(XA)

One and two phase

Must use the ojdbcé6.jar driver to
connect to any version of Oracle
database.

Table 36. Sybase JDBC providers. Use the table for quick reference on database-specific JDBC providers.

Sybase

JDBC provider

Transaction support

Version and other considerations

Sybase JDBC 4 Driver

One-phase

jConnect v7.0

Sybase JDBC 4 Driver (XA)

One and two phase

jConnect v7.0

Sybase JDBC 3 Driver

One-phase

jConnect v6.05

Sybase JDBC 3 Driver (XA)

One and two phase

jConnect v6.05

Sybase JDBC 2 Driver

One-phase

jConnect v5.5

Sybase JDBC 2 Driver (XA)

One and two phase

jConnect v5.5
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Configuring a data source using the administrative console
Application components use a data source to access connection instances to a relational database.

Before you begin

The application server supports two different versions of data source. Determine the data source for your

environment according to the enterprise bean and servlet specification levels that are the basis of your

applications:

» Data sources (WebSphere Application Server Version 4) are for use with the Enterprise JavaBeans
(EJB) 1.0 specification and the Java Servlet 2.2 specification.

» Data sources of the latest standard version are for use with applications that implement the more
advanced releases of these specifications.

About this task

When you create a data source, you associate it with a Java Database Connectivity (JDBC) provider that
is configured for access to a specific vendor database. The application server requires both objects for
your applications to make calls to that particular database and receive data from it. The data source
provides connection management capabilities that physically make possible these exchanges between
your applications and the database.

Procedure
1. Open the administrative console.
2. Access the necessary console panel. Use one of the following paths:
» Click Resources > JDBC > Data sources.
* Click Resources > JDBC > Data sources (WebSphere Application Server Version 4)
* Click Resources > JDBC > JDBC providers > jdbc_provider > Data sources

» Click Resources > JDBC > JDBC providers > jdbc_provider > Data sources (WebSphere
Application Server Version 4) .

3. Select the scope at which applications can use the data source. You can choose a cell, node, cluster,
or server. For more information, see the topic on scope settings.

Version 4 only: From this point onward, the steps for creating WebSphere Application Server
Version 4 data sources differ from the steps for creating data sources of the latest
standard version. To configure a Version 4 data source:

» Click New to proceed to the console panel for defining required properties.

* On this properties panel specify values for the fields that are grouped under the
heading Configuration. The application server requires these properties to
implement your JDBC driver classes.

» Save your configuration by clicking OK. You are now finished with the primary
data source configuration tasks.

» Define other properties that your database vendor might require, or offer as
options, for using the JDBC driver. The application server calls them custom
properties, and requires that you set them on the data source. Begin by clicking
the Custom Properties link that is now displayed on the administrative console
panel. Consult your database documentation to learn about these required and
optional properties.

4. Click New. This action causes the Create a data source wizard to launch and display the Enter
basic data source information panel. The first field is the scope field, which is read-only. This field
displays your previous scope selection.

5. Type a data source name in the Data source name field. This name identifies the data source for
administrative purposes only.
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6. Type a Java Naming and Directory Interface (JNDI) name in the JNDI name field. The application
server uses the JNDI name to bind resource references for an application to this data source. Follow
these requirements when you specify JNDI names:

* Do not assign duplicate JNDI names across different resource types, such as data sources versus
J2C connection factories or JMS connection factories.

* Do not assign duplicate JNDI names for multiple resources of the same type in the same scope.

For more information on JNDI, consult the topic on naming.

7. Click Next to see the Select JDBC provider panel. The Select JDBC provider panel is skipped if
you do not have any JDBC providers that are configured at the current scope.

8. Select an existing JDBC provider, or create a new provider.
» Select an existing JDBC provider.

a.
b.
c.

Click Select an existing JDBC provider.
Select a JDBC driver from the drop-down list.

Click Next. You now see the panel entitled Enter database specific properties for the data
source.

* Create a new JDBC provider.

a.
b.
C.

Click Create new JDBC provider.
Click Next to see the Create JDBC provider panel.

Use the first drop-down list to select the database type of the JDBC provider that you need to
create.

The User-Defined option: Select User-Defined for your database type if you encounter either
of the following scenarios:

— You do not see your database type.

— You cannot select the JDBC provider type that you need in the
next step.

The user-defined selection triggers the wizard panel to display your
provider type as a User-defined JDBC provider, and your
implementation type as User-defined. Consult your database
documentation for the JDBC driver class files, data source
properties, and so on that are required for your user-defined
provider. You must supply this information on the next two wizard
panels:

— database class path information

— database-specific properties
If the JDBC provider type is displayed in the second drop-down list, select your JDBC provider
type. Select Show Deprecated to trigger the display of both current and deprecated providers.
If you cannot find your provider in this expanded list, then select User-Defined from the
previous list of database types.
From the third drop-down list, select the implementation type that is necessary for your
application. If your application does not require that connections support two-phase commit
transactions, choose Connection Pool Data Source. Choose XA Data Source, however, if
your application requires connections that support two-phase commit transactions. Applications
that use this data source configuration have the benefit of container-managed transaction
recovery.
After you select an implementation type, the wizard fills the name and the description fields for
your JDBC provider. You can type different values for these fields; they exist for administrative
purposes only.
Click Next after you have defined your database type, provider type, and implementation type.
Now you see the wizard panel Enter database class path information.
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g. In the class path field, type the full path location of the database JDBC driver class files. Your
class path information becomes the value of the WebSphere environment variable that is
displayed on this panel, in the form of ${DATABASE_JDBC_DRIVER_PATH]}. The application
server uses the variable to define your JDBC provider; this practice eliminates the need to
specify static JDBC class paths for individual applications. Remember that if you do not provide
the full, correct JDBC driver class path for the variable, your data source ultimately fails. If the
field already displays a fully qualified class path, you can accept that variable definition by
completing the rest of this wizard panel and clicking Next.

h. Use the Native library path field to specify additional class files that your JDBC driver might
require to function properly on your application server platform. Type the full directory path
name of these class files.

i. Click Next. You now see the Enter database specific properties for the data source panel.
9. Complete all of the fields on the Enter database specific properties for the data source panel.

» Click Use this data source in container managed persistence (CMP) if container managed
persistence (CMP) enterprise beans must access this data source.

* Any other property fields that are displayed on this wizard panel are specific to your database type.
See the topic, Data source minimum required settings, by vendor, for information on these property
settings. The article addresses both current and deprecated JDBC providers that are pre-defined in
the application server.

User-defined data sources: This wizard panel does not display additional property fields for data
sources that correspond with your user-defined JDBC providers.
However, from the JDBC driver class files that you installed, the
application server can generally extract the necessary data source
property names. The application server defines them as data source
custom properties, displays them on a custom properties console
panel, and assigns them default values. Consult your database
documentation about setting these properties and any other
requirements for your user-defined data source. After you create the
data source, navigate to the corresponding custom properties
collection panel in the administrative console by clicking Data
sources > data_source > Custom properties. Review the property
default values and modify them if necessary.

10. Optional: Configure the security aliases for the data source. You can select none for any of the
authentication methods, or choose one of the following types:

+ Component-managed authentication alias - specifies an authentication alias to use when the
component resource reference res-auth value is Application. To define a new alias, navigate to
Related Items > J2EE Connector Architecture (J2C) authentication data entries. A
component-managed alias represents a combination of ID and password that is specified in an
application for data source authentication. Therefore, the alias that you set on the data source
must be identical to the alias in the application code.

a. Use the drop-down list to select an existing component-managed authentication alias.

b. To create a new alias, click the links that are provided. This action closes the data source
wizard and triggers the administrative console to display the J2C authentication data panel.
Click New to define a new alias. Click OK to save your settings and view the new alias on the
J2C authentication data panel. Restart the data source wizard by navigating back to the data
source collection panel, selecting the appropriate scope, and clicking New.

For more information on Java 2 Connector (J2C) security, see the topic on managing Java 2
Connector Architecture authentication data entries.

* Mapping-configuration alias - is used only in the absence of a login configuration on the
component resource reference. The specification of a login configuration and the associated
properties on the component resource reference is the preferred way to define the authentication
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strategy when the res-auth value is set to Container. If you specify the DefaultPrincipalMapping
login configuration, the associated property is a JAAS - J2C authentication data entry alias.

« Container-managed authentication alias - is used only in the absence of a login configuration on
the component resource reference. The specification of a login configuration and the associated
properties on the component resource reference determines the container-managed authentication
strategy when the res-auth value is set to Container.

Note: If you have defined security domains in the application server, you can click Browse... to
select an authentication alias for the resource that you are configuring. Security domains
support isolating authentication aliases between servers. The tree view is useful in determining
the security domain to which an alias belongs, and the tree view can help you determine the
servers that are able to access each authentication alias. The tree view is tailored for each
resource, so domains and aliases are hidden when you cannot use them.

11. Click Next to view the Summary panel, and review any information for the data source. If any
information is not correct, you can click Previous to go back and correct it.

12. Click Finish to save the configuration and exit the wizard. You now see the Data sources panel,
which displays your new configuration in a table along with other data sources that are configured for
the same scope.

What to do next

You can override the default values for some data source properties. You can also configure additional
properties that your database vendor might require or offers as options. Consult your database
documentation about these settings. The following topics in this information center inform you of how to
use the administrative console to assign the property values:

+ [“Connection pool settings” on page 205|

+ [Tuning connection pools|

+ [‘WebSphere Application Server data source properties” on page 289

+ [“Java EE resource provider or connection factory custom properties collection” on page 296|

Disabling statement pooling:

Disable statement pooling when performing some Data Definition Language (DDL) operations, which might
not be compatible with statement pooling. DDL operations, such as dropping and recreating tables, are not
compatible with statement pooling when using the IBM Informix database. DDL operations invalidate the
pooled statements or cause them to produce unexpected results.

About this task

Complete the following steps to use the administrative console to disable statement pooling. Statement
pooling is disabled by specifying a value of zero for the statement cache size setting for your datasource.

Procedure

From the administrative console, select Resources > JDBC > Data sources > datasource_name.
2. Under Additional properties, click WebSphere Application Server data source properties.

3. Enter a value of zero (0) in the Statement cache size field.

4. Click OK, and then click Save.

—_

Data source collection:

Use this page to view configured data sources, which are the resources that provide connections to your
relational database.

Chapter 7. Welcome to administering Data access resources 283



You can access this administrative console page in one of two ways:
* Resources > JDBC > Data sources.
* Resources > JDBC > JDBC providers > JDBC_provider > Data sources.

Version requirement: If you are using the Enterprise JavaBeans (EJB) 1.0 specification and the Java
Servlet 2.2 specification, you must use the Data sources (WebSphere
Application Server Version 4) console page.

Name:

Specifies the display name of this data source.

Click a data source name to edit the data source configuration settings.

Data type String

JNDI name:

Specifies the Java Naming and Directory Interface (JNDI) name for this data source.

Data type String

Scope:

Specifies the scope of the JDBC provider that encapsulates the driver implementation classes to support
this data source. Only applications that are installed within this scope can use this data source.

Provider:
Specifies the JDBC provider that encapsulates the appropriate classes.
Description:

Specifies a text description of the data source.

Data type String

Category:

Specifies a string that you can use to classify or group a data source.

Data type String

Data source settings:
Use this panel to edit the properties of a data source.

You can access this administrative console page in one of two ways:
* Resources > JDBC > Data sources > data_source
* Resources > JDBC > JDBC providers > JDBC provider > Data sources > data_source

Note: If your application uses an Enterprise JavaBeans (EJB) 1.1 or a Java Servlet 2.2 module, use the
Data sources (WebSphere Application Server V4) > data_source console page.

284  Administering WebSphere applications



Test connection:

Activates the test connection service for validating application connections to the data source.
Before you click Test connection, set your data source properties and click Apply.

Scope:

Specifies the scope of the JDBC provider that supports this data source. Only applications that are
installed within this scope can use this data source.

Provider:

Specifies the resource adapter that WebSphere Application Server uses for this connection factory.
Provider can be set only when you create a new connection factory. The list shows all the existing
resource adapters that are defined at the relevant scope. Select one from the list if you want to use an
existing resource adapter as Provider.

Name:

Specifies the display name for the data source.

Valid characters for this name include letters and numbers, but NOT most of the special characters. For

example, you can set this field to Test Data Source. But any name starting with a period (¢) or containing
special characters (\/,:; " *? <>1=+ & %'~ @) is not a valid name.

Data type String

JNDI name:

Specifies the Java Naming and Directory Interface (JNDI) name.

Distributed computing environments often employ naming and directory services to obtain shared
components and resources. Naming and directory services associate names with locations, services,

information, and resources.

Naming services provide name-to-object mappings. Directory services provide information about objects
and the search tools required to locate those objects.

There are many naming and directory service implementations, and the interfaces to them vary. JNDI
provides a common interface that is used to access the various naming and directory services.

For example, you can use the namejdbc/markSection.

If you leave this field blank a JNDI name is generated from the name of the data source. For example, a
data source name, markSection, generates a JNDI name of jdbc/markSection.

After you set this value, save it, and restart the server, you can see this string when you run the memory
dump name space tool.

Data type String

Use this data source in container-managed persistence (CMP):
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Specifies if this data source is used for container-managed persistence of enterprise beans.

This option triggers creation of a CMP connection factory, which corresponds to this data source, for the
relational resource adapter.

Data type Boolean
Default True (enabled)
Description:

Specifies a text description for the resource.

Data type String

Category:

Specifies a category string you can use to classify or group the resource.

Data type String

Data store helper class name:

Specifies the name of the DataStoreHelper implementation class that extends the capabilities of your
selected JDBC driver implementation class to perform database-specific functions.

The application server provides a set of DataStoreHelper implementation classes for each of the JDBC
provider drivers that it supports. These implementation classes are in the package
com.ibm.websphere.rsadapter. For example, if your JDBC provider is DB2, then your default
DataStoreHelper class is com.ibm.websphere.rsadapter.DB2DataStoreHelper. The administrative console
page you are viewing, however, might make multiple DataStoreHelper class names available to you in a
drop-down list; be sure to select the one required by your database configuration. Otherwise, your
application might not work correctly. If you want to use a DataStoreHelper class that is not listed in the
drop-down list, select Specify a user-defined DataStoreHelper, and type a fully qualified class name.
See the information center for instructions on creating a custom DataStoreHelper class.

Data type Drop-down list or string (if user-defined DataStoreHelper
is selected)

Authentication alias for XA recovery:

This field is used to specify the authentication alias that you must use during XA recovery processing. If
this alias name is changed after a server failure, the subsequent XA recovery processing uses the original
setting that was in effect before the failure.

Select an alias from the list.

To define a new alias that is not displayed in the list:

1. Click Apply. Under Related ltems, you now see a listing for Java Platform, Enterprise Edition (Java
EE) Connector Architecture (J2C) authentication data entries.

2. Click J2EE Connector Architecture (J2C) authentication data entries.
Click New.
4. Define an alias.

w
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5. Click OK and Save. The console now displays an alias collection page that lists all of your configured
aliases. Above the table, this page also displays the name of your connection factory in the
breadcrumb path.

6. Click the name of your J2C connection factory to return to the configuration panel for the connection
factory that you are creating.

7. Select the new alias in the Container-managed authentication alias list.
8. Click Apply.

The database identity for the XA recovery authentication alias on a data source must have authorization to
do XA recovery. Depending on the authorization schema for your installation, this level of authorization
might be different from the level of authorization that the identity must use to access database tables for
an application.

If the resource adapter does not support XA transactions, this field does not display. The default value for
this field is derived from the selected alias for application authentication, if one is specified.

If you have defined multiple security domains and multiple authentication aliases in the application server,
you can click Browse... to select an authentication alias for the resource that you are configuring. The
Browse button is only accessible if at least one security domain is defined and assigned a scope which is
applicable to the resource that is being edited. Additionally, that security domain must contain at least one
Java Authentication and Authorization Service (JAAS) Java 2 Connector (J2C) Authentication alias.

Security domains allow you to isolate authentication aliases between servers. The tree view is useful in
determining the security domain to which an alias belongs, and the tree view can help you determine the
servers that are able to access each authentication alias. The tree view is tailored for each resource, so
domains and aliases that you cannot use do not display.

Data type Drop-down list

Component-managed authentication alias:
This alias is used for database authentication at run time.

If your database is not secured, setting database authentication is not required. This is not recommended
for a production environment.

Note: If you have a database that does not support user ID and password, like Cloudscape, do not set
the alias in the component-managed authentication alias or container-managed authentication alias
fields. Otherwise, you see the warning message in the system log to indicate that the user and
password are not valid properties. This message is only a warning message; the data source is still
created successfully.

Select an alias from the list.

To define a new alias that is not displayed in the list:

1. Click Apply. Under Related ltems, you now see a listing for Java Platform, Enterprise Edition (Java
EE) Connector Architecture (J2C) authentication data entries.

Click J2EE Connector Architecture (J2C) authentication data entries.
Click New.
Define an alias.

Click OK and Save. The console now displays an alias collection page that lists all of your configured
aliases. Above the table, this page also displays the name of your connection factory in the
breadcrumb path.

ok 0N
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6. Click the name of your J2C connection factory to return to the configuration panel for the connection
factory that you are creating.

7. Select the new alias in the Container-managed authentication alias list.
8. Click Apply.

If you have defined multiple security domains and multiple authentication aliases in the application server,
you can click Browse... to select an authentication alias for the resource that you are configuring. The
Browse button is only accessible if at least one security domain is defined and assigned a scope which is
applicable to the resource that is being edited. Additionally, that security domain must contain at least one
JAAS J2C Authentication alias.

If you do not set an alias through the component-managed authentication or otherwise, and your database
requires the user ID and password to get a connection, an exception occurs during run time.

Data type Drop-down list

Container-managed authentication alias:

Specifies authentication data, which is a JAAS - J2C authentication data entry, for container-managed
signon to the resource. Depending on the value that is selected for the Mapping-configuration alias
setting, you can disable this setting.

Select an alias from the list.

To define a new alias that is not displayed in the list:

1. Click Apply. Under Related ltems, you now see a listing for J2EE Connector Architecture (J2C)
authentication data entries.

Click JAAS - J2C authentication data.
Click New.
Define an alias.

Click OK and Save. The console now displays an alias collection page that lists all of your configured
aliases. Above the table, this page also displays the name of your connection factory in the
breadcrumb path.

6. Click the name of your J2C connection factory to return to the configuration panel for the connection
factory that you are creating.

7. Select the new alias in the Container-managed authentication alias list.
8. Click Apply.

ok wbd

If you have defined multiple security domains and multiple authentication aliases in the application server,
you can click Browse... to select an authentication alias for the resource that you are configuring. The
Browse button is only accessible if at least one security domain is defined and assigned a scope which is
applicable to the resource that is being edited. Additionally, that security domain must contain at least one
JAAS J2C Authentication alias.

Security domains allow you to isolate authentication aliases between servers. The tree view is useful in
determining the security domain to which an alias belongs, and the tree view can help you determine the
servers that can access each authentication alias. The tree view is tailored for each resource, so domains
and aliases that you cannot use do not display.

Data type Drop-down list

Mapping-configuration alias:
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Specifies the authentication alias for the Java Authentication and Authorization Service (JAAS) mapping
configuration that is used by this connection factory.

The DefaultPrincipalMapping JAAS configuration maps the authentication alias to the user ID and
password. You can define and use other mapping configurations.

Data type Drop-down list

Common and required data source properties: These properties are specific to the data source that
corresponds to your selected JDBC provider. They are either required by the data source, or are especially
useful for the data source. You can find a complete list of the properties required for all supported JDBC
providers in the information center.

WebSphere Application Server data source properties:

Use this page to set advanced data source properties in the application server. These properties activate
and configure services that the application server applies to data sources to customize connections within
an application server. These properties do not affect connections within the database.

To access this administrative console page complete one of the following paths:

* Resources > JDBC > Data sources > data_source > WebSphere Application Server data source
properties

* Resources > JDBC > JDBC providers > JDBC_provider > Data sources > data_source >
WebSphere Application Server data source properties

» Applications > Application Types > WebSphere enterprise applications > application_name >
Application scoped resources > data_source > WebSphere Application Server data source
properties.

Statement cache size:

Specifies the number of statements that can be cached per connection. The application server caches a
statement after you close that statement.

The WebSphere Application Server data source optimizes the processing of prepared statements and
callable statements by caching those statements that are not used in an active connection. Both statement
types help maximize the performance of transactions between your application and data store.

» A prepared statement is a precompiled SQL statement that is stored in a PreparedStatement object.
The application server uses this object to run the SQL statement multiple times, as required by your
application run time, with values that are determined by the run time.

» A callable statement is an SQL statement that contains a call to a stored procedure, which is a series of
precompiled statements that perform a task and return a result. The statement is stored in the
CallableStatement object. The application server uses this object to run a stored procedure multiple
times, as required by your application run time, with values that are determined by the run time.

If the statement cache is not large enough, useful entries are discarded to make room for new entries. To
determine the highest value for your cache size to avoid any cache discards, add the number of uniquely
prepared statements and callable statements, as determined by the SQL string, concurrency, and the scroll
type, for each application that uses this data source on a particular server. This value is the maximum
number of possible statements that can be cached on a given connection over the life of the server.
Setting the cache size to this value means that you never have cache discards. In general, configure a
larger cache for applications with a greater number of statements.
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You can also use the Tivoli Performance Viewer to minimize cache discards. Use a standard workload that
represents a typical number of incoming client requests, use a fixed number of iterations, and use a
standard set of configuration settings.

Note: The higher the statement cache, the more system resources are delayed. Therefore, if you set the
number too high, you might lack resources because your system cannot open multiple prepared
statements.

If there is a particular statement that you do not want the application server to cache, configure the
statement poolability hint to false. The application server does not cache a statement if the poolability hint
is set to false. The application specifies the statement poolability hints at run time.

In test applications, tuning the statement cache improves throughput from 10% to 20%. However, because
of potential resource limitations, this tuning process might not always be possible.

Data type Integer

Default Default values depend on the database. Typically, this
value is 10. For Informix versions 7.3, 9.2, 9.3, and 9.4,
without the respective latest fixes, the default value must
be 0. A default value of 0 means that there is no cache
statement.

Enable multithreaded access detection: If checked, the following warning message is entered in the
WebSphere Application Server system out log if multiple threads attempt to concurrently use the same
connection handle. You can use this property to debug connection problems if you think the problems
might be caused by multiple threads trying to use the same connection handle. Having multiple threads
concurrently using the same connection handle is a programming model violation.

J2CAOQ167W: An attempt to concurrently use the same connection handle by multiple threads has
been detected. The connection handle is: {0}.

Enable database reauthentication: Indicates that the exact match on connections retrieved out of the
application server connection pool (the connection pool search criteria does not include a user name and
password) cannot exist. Instead, the connection reauthentication is done in the
doConnectionSetupPerTransaction() of the DataStoreHelper class. The application server does not provide
a connection reauthentication implementation at run time. Therefore, when you check this box, you must
extend the DataStoreHelper class to provide implementation of the doConnectionSetupPerTransaction()
method where the reauthentication occurs. If you do not complete this process, the application server
might return unusable connections. For more information, read the API documentation for the
com.ibm.websphere.rsadapter.DataStoreHelper#doConnectionSetupPerTransaction method.

Connection reauthentication can help improve performance by reducing opening and closing connections,
particularly for applications that frequently request connections with different user names and passwords.

Note: You cannot enable database reauthentication if you select TrustedConnectionMapping for the
mapping configuration alias.

Enable JMS one-phase optimization support: When you check this option, the application server uses
Java Message Service (JMS) to get optimized connections from this data source. This property prevents
Java database connectivity (JDBC) applications from sharing connections with container-managed
persistence (CMP) applications. This option is not available if the JDBC provider of the data source is an
XA provider.
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Manage cached handles: Specifies whether the container tracks cached handles, which are connection
handles that an application component holds active across transaction and method boundaries. You can
use this property to debug connection problems, but tracking handles can cause large performance issues
during run time.

If the Manage cached handles property is selected in the administrative console, and you clear it, the
field is no longer visible for resources that are at Version 7.0 or greater of the application server. This field
is only displayed if the manageCachedHandles property is set to true in the resources.xml file. To make
the field available, change the value for the manageCachedHandles entry from false to true in the
resources.xml file, or enter the following Jython command from the wsadmin tool:

AdminConfig.modify(myDataSourceVariable, '[[manageCachedHandles "true"]]")

Note: For any resources that are running at Version 6.x of the application server, the Manage cached
handles property is always visible. For example, if you have a node that is at Version 6.1, the entry
in the resources.xml file does not affect how the field is displayed in the administrative console.

For a different method to debug problems, use the multi-thread and cross-component diagnostic alerts to
detect violations in the Java Connector Architecture (JCA) programming model. To enable these alerts,
select those options from Servers > Application servers > application_server > Performance >
Performance and Diagnostic Advisor Configuration > Performance and Diagnostic Advice
configuration panel. These alerts force the connection manager to manage cached handles, detect the
connection conditions, and send alerts.

Note: For these alerts to be active, you must also select Enable Performance and Diagnostic Advisor
Framework (Runtime Performance Advisor) from the Servers > Application servers >
application_server > Performance > Performance and Diagnostic Advisor Configuration
panel.

Log missing transaction context: Specifies whether the container issues an entry to the activity log when
an application obtains a connection without a transaction context. These are exceptions to the Java
Platform, Enterprise Edition (Java EE) programming model connection requirements.

Non-transactional data source: Specifies that the application server does not enlist the connections from
this data source in global or local transactions. Applications must explicitly call setAutoCommit(false) on
the connection if they want to start a local transaction on the connection, and they must commit or roll
back the transaction that they started.

Note: Set this property to true in rare circumstances, except when a Java Persistence API (JPA)
application requires both JTA and non-JTA data sources. The non-JTA data source requires this
property to be set to true.

Use WebSphere Application Server exception checking model:

Specifies that the application server uses the error mapping facility that is defined in the data store helper

to identify errors. The application server does not replace exceptions that are thrown by the JDBC driver

with exceptions that are defined in the error map of the data store helper.

Use WebSphere Application Server exception mapping model:

Specifies that the application server uses the error mapping facility that is defined in the data store helper

to identify errors, and the application server replaces the exceptions that are thrown by the JDBC driver

with exceptions that are defined in the error map of the data store helper.

Note: This error detection model functions with JDBC Version 3.0 and earlier.
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Validate new connections: Specifies whether the connection manager tests newly created connections to
the database.

Number of retries: Specifies the number of times you want to retry making the initial connection to a
database after the first pretest operation fails.

Retry interval: If you select Validate new connections, this option specifies the length of time, in
seconds, that the application server waits before retrying to make a connection if the initial attempt fails.

Validate existing pooled connections: Specifies whether the connection manager tests the validity of
pooled connections before returning them to applications.

Retry interval: If you select Pretest existing pooled connections, this option specifies the length of
time, in seconds, to allot to the JDBC driver for validating a connection.

Validation by JDBC driver:

Specifies that the application server uses the JDBC driver to validate the connections. The JDBC provider
must support JDBC 4.0 or greater to use this option. This option is available only if either Validate new
connections or Validate existing pooled connections is selected.

gotcha: For an Oracle data source, Validation by JDBC Driver displays on the administrative console
only after the validateNewConnectionTimeout property is added to the custom properties of
WebSphere Application Server data source properties. The validateNewConnectionTimeout
property is used for JDBC 4.0 driver validation and can be specified with the administrative
console.

Timeout: Specifies the timeout in seconds for testing connections, either new or pooled by the application
server, to the database. If the timeout expires before validating then the connection is considered
unusable. If retries are configured, the full value of the timeout applies to each retry. A value of 0 indicates
the JDBC driver does not impose a timeout on validation attempts.

Note: This option is only available for JDBC drivers that are JDBC 4.0 compliant.

Validation by SQL string (deprecated):

Specifies an SQL statement that the application server sends to the database to test the connection. Use
a query that is likely to have low impact on performance. This option is available only if either Validate
new connections or Validate existing pooled connections is selected.

Optimize for get/use/close connection pattern with heterogenous pooling:

Optimizes the data source for applications that use the get/use/close connection pattern. This optimization
enables the connection pool for the data source to share connections that are in the same transaction.
With this optimization pattern, you can share one connection during a transaction even if connections use
different connection properties.

If you use the heterogeneous pooling feature, you must first extend the data source definition so that you
can specify different custom properties or applications to override non-core properties for the data source.
For more information about extending data sources, see the information on extending DB2 data source
definitions at the application level.

Note: This field is only available for DB2 data sources.

Retry interval for client reroute: Specifies the amount of time, in seconds, between retries for automatic

client reroute.
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Note: This field is only available for DB2 data sources.

Maximum retries for client reroute: Specifies the maximum number of connection retries that are
attempted by the automatic client reroute function if the primary connection to the server fails. The
property is only used when Retry interval for client reroute is set.

Note: This field is only available for DB2 data sources.

Alternate server names: Specifies the list of alternate server name or names for the DB2 server. If more
than one alternate server name is specified, the names must be separated by commas. For example:

hostl,host2
Note: This field is only available for DB2 data sources.

Alternate port numbers: Specifies the list of alternate server port or ports for the DB2 server. If more than
one alternate server port is specified, the ports must be separated by commas. For example:

5000,50001

Note: This field is only available for DB2 data sources.

Client reroute server list JNDI name: Specifies the JNDI name that is used to bind the DB2 client reroute
server list into the JNDI name space. The DB2 database server uses this name to look up the alternate
server name list when the alternate server information is not already in memory. This option is not
supported for type 2 data sources.

Note: This field is only available for DB2 data sources.

Unbind client reroute list from JNDI: Used with test connection only. When set to true, the Client reroute
server list JNDI name is unbound from the JNDI name space after a test connection is issued.

Note: This field is only available for DB2 data sources.

Data source (WebSphere Application Server V4) collection:

Use this page to view the settings of a WebSphere Application Server Version 4.0 data source.

These data sources use the WebSphere Application Server Version 4.0 Connection Manager architecture.
All Enterprise JavaBeans (EJB) 1.x modules must use a WebSphere Application Server Version 4.0 data

source.

You can access this administrative console page in one of two ways:
* Resources > JDBC > Data sources(WebSphere Application Server V4).

* Resources > JDBC > JDBC providers > JDBC provider > Data sources(WebSphere Application
Server V4).

Name:

Specifies a text identifier of the data source.

Data type String

JNDI Name:

Specifies the Java Naming and Directory Interface (JNDI) name of the data source.

Chapter 7. Welcome to administering Data access resources 293



Data type String

Scope:

Specifies the scope of the JDBC provider that encapsulates the driver implementation classes to support
this data source. Only applications that are installed within this scope can use this data source.

Provider:
Specifies the JDBC provider that encapsulates the appropriate classes.
Description:

Specifies a text description of the data source.

Data type String

Category:

Specifies a text string that you can use to classify or group the data source.

Data type String

Data source (WebSphere Application Server Version 4) settings:

Use this page to create a Version 4.0 style data source. This data source uses the WebSphere Application
Server Version 4.0 connection manager architecture. All Enterprise JavaBeans (EJB) 1.x modules must
use a Version 4.0 data source.

You can access this administrative console page in one of two ways:
* Resources > JDBC > Data sources(WebSphere Application Server V4) > data_source.

* Resources > JDBC > JDBC providers > JDBC_provider > Data sources(WebSphere Application
Server V4) > data_source.

Scope:

Specifies the scope of the JDBC provider that encapsulates the driver implementation classes to support
this data source. Only applications that are installed within this scope can use this data source.

Provider:
Specifies the JDBC provider that WebSphere Application Server uses for this data source.

The list shows all of the existing JDBC providers that are defined at the relevant scope. Select one from
the list if you want to use an existing JDBC provider as Provider.

Create new provider:
Provides the option of configuring a new JDBC provider for the new data source.

Create New Provider is displayed only when you create, rather than edit, a data source.
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If you click Create New Provider the Create a new JDBC provider wizard launches. Complete all of the
wizard panels and click Finish. The administrative console now displays the Data sources (WebSphere
Application Server V4) configuration page again, where you see the new JDBC provider name in the
Provider field.

Name:

Specifies the display name for the resource.

For example, you can set this field to Test Data Source.

Data type String

JNDI name:

Specifies the Java Naming and Directory Interface (JNDI) name.

Distributed computing environments often employ naming and directory services to obtain shared
components and resources. Naming and directory services associate names with locations, services,

information, and resources.

Naming services provide name-to-object mappings. Directory services provide information about objects
and the search tools required to locate those objects.

There are many naming and directory service implementations, and the interfaces to them vary. JNDI
provides a common interface that is used to access the various naming and directory services.

For example, you can use the name jdbc/markSection.

If you leave this field blank a JNDI name is generated from the name of the data source. For example, a
data source name of markSection generates a JNDI name of jdbc/markSection.

After you set this value, save it, and restart the server, you can see this string when you run the memory
dump name space tool.

Data type String

Description:

Specifies a text description for the resource.

Data type String

Category:
Specifies a category string that you can use to classify or group the resource.

Data type String

Database name:
Specifies the name of the database of the data source to access.
For example, you can call the database SAMPLE.
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Data type String

Default user ID:
Specifies the user name to use for connecting to the database.

For example, you can use the ID db2admin.

Data type String

Default password:
Specifies the password used for connecting to the database.

For example, you can use the password db2admin.

Data type String

Java EE resource provider or connection factory custom properties collection:

Use this page to view the custom properties of a Java Platform, Enterprise Edition (Java EE) resource
provider or connection factory.

You can configure custom property collections for numerous resource types. According to the resource
type with which a collection is associated, your ability to add, delete, and modify individual properties and
settings varies. Begin the configuration process by clicking the Required field to sort those column values
in descending order. All of the required (true) values are then sorted at the beginning of the page. Be sure
to set all required properties.

Note: The following list displays three custom properties that are deprecated in WebSphere Application
Server Version 6.10. The product now offers these properties as pre-configured options, which are
the replacement properties in the following list. To avoid runtime error messages, permanently
disable the original custom properties by deleting them from the table on this administrative console

page.
 validateNewConnection -- replaced by Pretest new connection

» validateNewConnectionRetryCount -- replaced by Number of retries
» validateNewConnectionRetrylnterval -- replaced by Retry interval

To set the replacement properties, click Data sources > data_source > WebSphere Application
Server data source properties in the administrative console.

Name:

Specifies the property name.

Data type String

Value:

Specifies the property value.

Data type Variable; see [Custom property settings” on page 297| for
more information.
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Description:

Specifies text to describe any bounds or well-defined values for this property.

Data type String

Required:

Specifies whether this property is required for the resource provider.

Data type Boolean or check box

Custom property settings:

Use this page to specify the attributes of custom properties that might be required for resource providers
and resource factories.

According to the resource type with which a property collection is associated, your ability to modify
individual property settings varies. Therefore, consider the following descriptions as a general reference for
custom property settings. (The administrative console page that you are using to configure your custom
property might only allow you to modify a subset of the following settings.)

You can access this administrative console page through several different paths, depending on the type of
resource to which the custom properties belong, for example: Resources > Resource Adapters >
Resource adapters > resource_adapter > Custom Properties.

Note: The following list displays three custom properties that are deprecated in WebSphere Application
Server Version 6.10. The product now offers these properties as pre-configured options, which are
the replacement properties in the following list. To avoid runtime error messages, permanently
disable the original custom properties by deleting them from the table on this administrative console

page.
» validateNewConnection -- replaced by Pretest new connection
 validateNewConnectionRetryCount -- replaced by Number of retries
 validateNewConnectionRetrylnterval -- replaced by Retry interval

To set the replacement properties, click Data sources > data_source > WebSphere Application
Server data source properties in the administrative console.

Required:

Specifies that a value must be provided for this property of the resource, otherwise a warning occurs. If
you are creating a new custom property, this field is not available.

Data type Check box

Name:

Specifies the name associated with this property, for example, PortNumber, ConnectionURL.

Data type String

Value:

Specifies the value associated with this property of the resource.
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Data type Determined by the Type field. If the Type is
java.lang.String, the text entered into the Value field is
interpreted as a string. Similarly, if the Type is
java.lang.Integer, the Value field is interpreted as
numeric. This means that the text that is entered for the
Value field must be able to be interpreted as indicated by
the Type field, otherwise an error occurs. For example,
attempting to create a property with a Type of
java.lang.Integer and a Value of someValue results in
an error. Only a numeric value can be properly interpreted
for any of the available numeric types.

Description:

Specifies text to describe any bounds or well-defined values for this property.

Data type String

Type:
Specifies the fully qualified Java data type of this property.

There are specific types that are valid:
* java.lang.Boolean
 java.lang.String

* java.lang.Integer

» java.lang.Double

* java.lang.Byte

* java.lang.Short

* java.lang.Long

 java.lang.Float

Data type Drop-down list

Custom Properties (Version 4) collection:
Use this page to view properties for a WebSphere Application Server Version 4.0 data source.

You can access this administrative console page in one of two ways:

* Resources > JDBC > Data Sources (WebSphere Application Server V4) > data_source > Custom
Properties

* Resources > JDBC > JDBC Providers > JDBC_provider > Data Sources (WebSphere Application
Server V4) > data_source > Custom Properties

Name:

Specifies the name of the custom property

Data type String

Value:

Specifies the value of the custom property.
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Data type Integer

Description:

Specifies text to describe any bounds or well-defined values for this property.

Data type String

Required:

Specifies properties that are required for this resource.

Data type String

Custom property (Version 4) settings:

Use this page to add properties for a WebSphere Application Server Version 4.0 data source.

To view this administrative console page, click Resources > JDBC > JDBC Providers> JDBC_provider >
Data Sources (WebSphere Application Server V4) > data_source > Custom Properties >
custom_property.

Required:

Specifies properties that are required for this resource.

Data type Check box

Name:

Specifies the name associated with this property (PortNumber, ConnectionURL, etc).

Data type String

Value:

Specifies the value associated with this property in this property set.

Data type Integer

Description:

Specifies text to describe any bounds or well-defined values for this property.

Data type String

Type:
Specifies the fully qualified Java type of this property (java.lang.Integer, java.lang.Byte).

Data type String
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ResourceManagement command group for the AdminTask object

You can use the Jython or Jacl scripting languages to configure resource providers with the wsadmin tool.
The commands and parameters in the ResourceManagement group can be used to define and display
properties for resource providers.

The ResourceManagement command group for the AdminTask object includes the following commands:
+ |“setResourceProperty’]
* |“showResourceProperties” on page 301|

setResourceProperty

Use the setResourceProperty command to set the value of a specified property defined on a resource
provider such as JDBCProvider or a connection factory such as DataSource or JMSConnectionFactory. If
the property with specified key is defined already, then this command overrides the value. If no property
with a specified key is defined, this command will add the property with specified key and value.

Target object
The configuration object ID of a resource provider or a connection factory.

Required parameters

-propertyName
Specifies the name of the property. (String, required)

-propertyValue
Specifies the value of a property. (String, required)

Optional parameters

-propertyType
Specifies the type of the property. The default value is java.lang.String. (String, optional)

-propertyDescription
Specifies the description of the defined property. (String, optional)

Sample output
The command does not return output.
Examples

Batch mode example usage:

» Using Jacl:

$AdminTask setResourceProperty {-propertyName test.property -propertyValue testValue}

* Using Jython string:

AdminTask.setResourceProperty (' [-propertyName test.property -propertyValue testValue]')
* Using Jython list:

AdminTask.setResourceProperty(['-propertyName', 'test.property', '-propertyValue', 'testValue'])

Interactive mode example usage:
» Using Jacl:

$AdminTask setResourceProperty {-interactive}

* Using Jython:

AdminTask.setResourceProperty('-interactive')
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showResourceProperties

Use the showResourceProperties command to list all of the property values that are defined on a resource
provider such as JDBC provider or a connection factory such as data source or JMS connection factory.

Target object

The configuration object ID of a resource provider or a connection factory.
Required parameters

None.

Optional parameters

-propertyName
Specifies the name of the property. If you specify the property name, the value of the specified
property name is returned. If you do not specify the property name, all property values will be listed.
Each element in the list is a property name value pair. (String, optional)

Sample output

The command returns the property values that are defined on the resource provider or the connection
factory that you specified.

Examples

Batch mode example usage:

» Using Jacl:

$AdminTask showResourceProperties {-propertyName test.property}

* Using Jython string:

print AdminTask.showResourceProperties('[-propertyName test.property]')
* Using Jython list:

print AdminTask.showResourceProperties(['-propertyName', 'test.property'])

Interactive mode example usage:
» Using Jacl:

$AdminTask showResourceProperties {-interactive}
* Using Jython:

print AdminTask.showResourceProperties('-interactive')

Creating and configuring a JDBC provider and data source using the JMX API

If your application requires access to a relational database using the Java Database Connectivity (JDBC)
API, you can create the necessary JDBC provider and data source objects using the Java Management
Extensions (JMX) API exclusively. Alternatively, you can use the JMX API in combination with the wsadmin
scripting tool.

About this task

bprac: If you are using the JMX API to create a data source, you should use one of the product-provided
templates if one exists for your specific JDBC provider. The product provides a template for every
supported JDBC provider. See the topic, Data source minimum required settings, by vendor, for a
list of all of the supported JDBC providers. When you use the administrative console to select one
of the provided templates, the administrative console prompts you for values for all of the required
properties for that data source. See the topic, Configuring a JDBC provider and data source, for
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more information about how to use the administrative console to create a data source. If you
decide to use the wsadmin scripting tool to create a data source, see the topic, Data source
minimum required settings, by vendor, for a list of the required settings.

Example

Using the JMX API to create the configuration objects necessary to access relational databases.
This code sample demonstrates how to use the WebSphere Application Server MBeans to create and
configure the objects which are required to access a relational database from an enterprise application.
These objects include: a JDBC provider, either XA or non-XA capable, a data source, an authentication
alias, and optionally a Container Managed Persistence (CMP) connection factory. Details of configuring
these options can be found in the header comments of the following source code. The sample also
demonstrates how to use the data source MBean to reload the configuration changes into the running
server.

~
*
*

COPYRIGHT LICENSE: This information contains sample code provided in
source code form. You may copy, modify, and distribute this sample
program in any form without payment to IBM for the purposes of
developing, using, marketing or distributing application programs
conforming to the application programming interface for the operating
platform for which the sample code is written. Notwithstanding anything
to the contrary, IBM PROVIDES THE SAMPLE SOURCE CODE ON AN "AS IS" BASIS
AND IBM DISCLAIMS ALL WARRANTIES, EXPRESS OR IMPLIED, INCLUDING, BUT NOT
LIMITED TO, ANY IMPLIED WARRANTIES OR CONDITIONS OF MERCHANTABILITY,
SATISFACTORY QUALITY, FITNESS FOR A PARTICULAR PURPOSE, TITLE, AND ANY
WARRANTY OR CONDITION OF NON-INFRINGEMENT. IBM SHALL NOT BE LIABLE FOR
ANY DIRECT, INDIRECT, INCIDENTAL, SPECIAL OR CONSEQUENTIAL DAMAGES ARISING
OUT OF THE USE OR OPERATION OF THE SAMPLE SOURCE CODE. IBM HAS NO
OBLIGATION TO PROVIDE MAINTENANCE, SUPPORT, UPDATES, ENHANCEMENTS OR
MODIFICATIONS TO THE SAMPLE SOURCE CODE.

© Copyright IBM Corp. 2011.
A11 Rights Reserved. Licensed Materials - Property of IBM.

I AU N U N

*
~

import java.util.Properties;
import java.util.Set;

import javax.management.Attribute;

import javax.management.Attributelist;

import javax.management.MalformedObjectNameException;
import javax.management.ObjectName;

import com.ibm.websphere.management.AdminClient;

import com.ibm.websphere.management.AdminClientFactory;

import com.ibm.websphere.management.Session;

import com.ibm.websphere.management.configservice.ConfigServiceHelper;
import com.ibm.websphere.management.configservice.SystemAttributes;
import com.ibm.websphere.management.exception.ConnectorException;

~
*
*

This sample code demonstrates the use of the WebSphere JMX APIs to create
a DB2 jdbc provider and data source with an authentication alias.

This sample code may be configured to:

- Create either node or server scoped objects

- Create either an XA or non-XA jdbc provider

- Create a connection factory so the data source may be used by CMP beans,
otherwise the data source may be used by BMP beans, session beans, or
servlets

These are configured by setting the value of class constants

(see "Program configuration settings" below)

The jdbc provider, data source and CMP connection factory (if configured)
are created using predefined templates, which is a best practice.

Note: there are templates which will create both the jdbc provider and a
data source at once, this sample intentionally creates both objects
separately for thoroughness

To compile and run this program, put the admin client bundle
was_install_root\runtimes\com.ibm.ws.admin.client_8.0.0.jar

on the classpath in addition to the classfile that was obtained when
this source file was built.

Once compiled, this program is run in it's own JVM and

uses the WebSphere Admin Client API to interact with a WebSphere
Application Server either Tocally or remotely to create the

JDBC resources discussed above.

I T T T S

*
~

public class JDBCResourcesWithdMX {

// program configuration settings
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// if true, an XA capable jdbc provider is created, otherwise non-XA
private static final boolean createXAJDBCProvider = true;

// if true, a CMP connection factory will be created for use by CMP beans,
// otherwise the data source created can be used with BMP beans, session
// beans, or servlets

private static final boolean createCMPConnectionFactory = true;

// if true, create node-scoped objects, otherwise create server

private static final boolean createNodeScopedCfgObjs = true;

// end program configuration settings

private static final String jdbcProviderName =
"Sample DB2 JDBC Provider";
private static final String jdbcProviderTemplateNameXA =
"DB2 Using IBM JCC Driver Provider Only (XA)";
private static final String jdbcProviderTemplateName =
"DB2 Using IBM JCC Driver Provider Only";
// an alias for authentication data
private static final String authDataAlias = "db2admin";
private static final String authAliasDescription =
"Sample authentication alias";
private static final String authAliasUserID = "db2admin"; // user ID
private static final String authAliasPassword = "db2admin"; // password
private static final String dataSourceProviderTemplateNameXA =
"DB2 Using IBM JCC Driver - XA DataSource";
private static final String dataSourceHelperClassName =
"com.ibm.websphere.rsadapter.DB2DataStoreHelper";
private static final String cmpConnFactTemplateName =
"CMPConnectorFactory";
// display name for data source(DS)and connection factory(CF)
private static final String dataSourceName = "SampleDataSource";
private static final String dataSourceTemplateName =
"DB2 Using IBM JCC Driver - DataSource";

@SuppressWarnings ("unused")
private static final String dbName = "SamplesDB"; // the database name

public static void main(String[] args) {
JDBCResourcesWithJMX cds = new JDBCResourcesWithJMX();

try {
cds.run(args);

catch (Exception ex) {
System.out.printin("Caught exception: " + ex);
ex.printStackTrace();

}

[*x

* Creates a jdbc provider, data source, auth alias and connection

* factory, if so configured. Neither the data source or conn factory, if
* created, is bound into namespace until the server is restarted or an

* application using it is started

*/

private void run(String[] args) throws Exception {

// Initialize the AdminClient.
Properties adminProps = new Properties();
adminProps.setProperty (AdminClient.CONNECTOR_TYPE,
AdminClient.CONNECTOR_TYPE_SOAP) ;
adminProps.setProperty (AdminC1ient.CONNECTOR_HOST, "localhost");
adminProps.setProperty (AdminC1ient.CONNECTOR_PORT, "8880");
AdminClient adminClient =
AdminClientFactory.createAdminClient (adminProps);

Session session = new Session();

// use node scope to create config objects
ObjectName scope = null;
if (createNodeScopedCfgObjs) {
scope = ConfigServiceHelper.createObjectName(null, "Node", null);

else { // unless server scope is configured
scope = ConfigServiceHelper.createObjectName(null, "Server",
"serverl");

}

// retrieve the ConfigService MBean
ObjectName configServiceMBean =
retrieveJMXMBean (adminClient, "ConfigService");

// invoke mbean queryConfigObjects operation
// to find either a server or node
ObjectName[] matches = (ObjectName[])adminClient.invoke(
configServiceMBean,
"queryConfigObjects",
// parameters for operation
new Object[] {session, null, scope, null},
// signature of bean method to invoke
new String[] {"com.ibm.websphere.management.Session",
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"javax.management.ObjectName",
"javax.management.ObjectName",
"javax.management.QueryExp"});

scope = matches[0]; // use the first server or node object found

// create a jdbc provider at the specified scope

ObjectName jdbcProv =
createJDBCProvider(adminClient, session, scope,
configServiceMBean);

// create an auth alias for the data source
createAuthAlias(adminClient, session, configServiceMBean);

// Retrieve built-in WebSphere Relational Resource Adapter (RRA) at
// same scope as above
ObjectName rra =
ConfigServiceHelper.createObjectName(null, "J2CResourceAdapter",
null);

// invoke mbean queryConfigObjects operation
matches = (ObjectName[])adminClient.invoke(
configServiceMBean,
"queryConfigObjects",
// parameters for operation
new Object[] {session, scope, rra, null},
// signature of bean method to invoke
new String[] {"com.ibm.websphere.management.Session",
"javax.management.ObjectName",
"javax.management.ObjectName",
"javax.management.QueryExp"});
rra = matches[0]; // use the first object found at this scope

// create a data source using the jdbc provider
ObjectName dataSource =
createDataSource(adminClient, session, scope, jdbcProv, rra,
configServiceMBean);

// if configured to do so, create a Connection Factory on the
// built-in WebSphere RRA for use by CMP beans
if (createCMPConnectionFactory) {
createConnectionFactory(adminClient, session, rra, dataSource,
configServiceMBean);

}

// invoke mbean save operation to persist the changes
// to the configuration repository, if platform is ND
// will also need to perform a node sync
adminClient.invoke(

configServiceMBean,

"save",

// parameters for operation

new Object[] {session, false},

// signature of bean method to invoke

new String[] {"com.ibm.websphere.management.Session",

"boolean"});

System.out.printIn("Configuration changes saved");

// reload data source MBean
reload(adminClient, session);

}

[x%

* Use the ConfigService MBean to create an authentication alias

*/

private void createAuthAlias(AdminClient adminClient, Session session,
ObjectName configServiceMBean) throws Exception {

// Find the parent security object
ObjectName security =
ConfigServiceHelper.createObjectName(null, "Security", null);
// invoke mbean queryConfigObjects operation
Object result = adminClient.invoke(
configServiceMBean,
"queryConfigObjects",
// parameters for operation
new Object[] {session, null, security, null},
// signature of bean method to invoke
new String[] {"com.ibm.websphere.management.Session",
"javax.management.ObjectName",
"javax.management.ObjectName",
"javax.management.QueryExp"});
security = ((ObjectName[])result)[0];

// Prepare the attribute list

AttributelList authAliasAttrs = new AttributeList();
authAliasAttrs.add(new Attribute("alias", authDataAlias));
authAliasAttrs.add(new Attribute("userId", authAliasUserID));
authAliasAttrs.add(new Attribute("password", authAliasPassword));
authAliasAttrs.add(
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new Attribute("description", authAliasDescription));

// invoke jmx createConfigData operation
result = adminClient.invoke(configServiceMBean, "createConfigData",
// parameters for operation
new Object[] {session, security, "authDataEntries",
"JAASAuthData", authAliasAttrs},
// signature of bean method to invoke
new String[] {"com.ibm.websphere.management.Session",
"javax.management.ObjectName",
"java.lang.String",
"java.lang.String",
"javax.management.AttributelList"});

System.out.printin("Created authorization alias: " + authDataAlias);

/*

* Use the ConfigService MBean to create a CMP connection factory

* on the built-in WebSphere RRA

*

/

private void createConnectionFactory(AdminClient adminClient,
Session session, ObjectName rra, ObjectName dataSource,
ObjectName configServiceMBean)
throws Exception f{

// Prepare the attribute list

AttributeList cfAttrs = new Attributelist();

cfAttrs.add(new Attribute("name", dataSourceName + "_CF"));

cfAttrs .add(new Attribute("authMechanismPreference",
"BASIC_PASSWORD"));

cfAttrs.add(new Attribute("authDataAlias", authDataAlias));

cfAttrs.add(new Attribute("cmpDatasource", dataSource));

// invoke jmx queryTemplates operation
Object result = adminClient.invoke(
configServiceMBean,
"queryTemplates",
// parameters for operation
new Object[] {session, "CMPConnectorFactory",},
// signature of bean method to invoke
new String[] {"com.ibm.websphere.management.Session",
"java.lang.String"});

// find the template with the desired display name attribute
ObjectName connFactTemplate = null;
if (result != null) {
ObjectName[] templates = (ObjectName[])result;
for (ObjectName template: templates) {
if (cmpConnFactTemplateName.equals(template.getKeyProperty(
SystemAttributes. WEBSPHERE_CONFIG_DATA DISPLAY NAME))) {
connFactTemplate = template;

}

// use the template found above to create the CMP connection factory
// invoke jmx createConfigDataByTemplate operation
adminClient.invoke(
configServiceMBean,
"createConfigDataByTemplate",
// parameters for operation
new Object[] {session, rra, "CMPConnectorFactory",
cfAttrs, connFactTemplate},
// signature of bean method to invoke
new String[] {"com.ibm.websphere.management.Session",
"javax.management.ObjectName",
"java.lang.String",
"javax.management.AttributelList",
"javax.management.ObjectName"

1)s

System.out.printin("Created CMP Connection factory: " +
dataSourceName + "_CF");

}

/%
* Use the ConfigService MBean to create a data source at the
* specified scope from one of the predefined templates
*
/
private ObjectName createDataSource(AdminClient adminClient,
Session session, ObjectName scope, ObjectName jdbcProv,
ObjectName rra, ObjectName configServiceMBean)
throws Exception {

// the template name to use based on whether this example is
// configured to use an XA data source or not
String templateName = dataSourceProviderTemplateNameXA;
if (!createXAJDBCProvider) {
templateName = dataSourceTemplateName;
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}

// the attribute DataSource.relationResourceAdapter is required

// in addition to the attributes in the template

AttributeList dsAttrs = new AttributeList();

dsAttrs.add(new Attribute("name", dataSourceName));

// override some other props in the template

dsAttrs.add(new Attribute("description", dataSourceName));

dsAttrs.add(new Attribute("jndiName", "jdbc/" + dataSourceName));

dsAttrs.add(new Attribute("datasourceHelperClassname",
dataSourceHelperClassName)) ;

// 1ink to the built-in WebSphere RRA

dsAttrs.add(new Attribute("relationalResourceAdapter", rra));

dsAttrs.add(new Attribute("authDataAlias", authDataAlias));

// invoke jmx queryTemplates operation
Object result = adminClient.invoke(
configServiceMBean,
"queryTemplates",
// parameters for operation
new Object[] {session, "DataSource"},
// signature of bean method to invoke
new String[] {"com.ibm.websphere.management.Session",
"java.lang.String"});

// find the template with the desired display name attribute
ObjectName db2Template = null;
if (result != null) {
ObjectName[] templates = (ObjectName[])result;
for (ObjectName template: templates) {
if (templateName.equals(template.getKeyProperty(
SystemAttributes. WEBSPHERE_CONFIG_DATA_DISPLAY_NAME))) {
db2Template = template;

}

// use the template found above to create the data source
// invoke jmx createConfigDataByTemplate operation
ObjectName dataSource = (ObjectName)adminClient.invoke(
configServiceMBean,
"createConfigDataByTemplate",
// parameters for operation
new Object[] {session, jdbcProv, "DataSource",
dsAttrs, db2Template},
// signature of bean method to invoke
new String[] {"com.ibm.websphere.management.Session",
"javax.management.ObjectName",
"java.lang.String",
"javax.management.Attributelist",
"javax.management.ObjectName"

System.out.printin("Created data source: " + dataSourceName +

" at " + (createNodeScopedCfgObjs ? "node" : "server") +
" scope");
return dataSource;
}
[x%

* Get the DataSourceCfgHelper MBean and call reload() on it

* This causes the newly created configuration objects to

* be available.

*/

private void reload(AdminClient adminClient, Session session)
throws Exception {

// retrieve the DataSourceCfgHelper MBean
ObjectName mBean =
retrieveJMXMBean (adminClient, "DataSourceCfgHelper");

// call the reload operation
Object result =
adminClient.invoke(
mBean,
"reload",
new Object[] {},
new String[] {});

if (result !'= null) {
System.err.printin(
"DataSourceCfgHelper MBean reload operation failed: "
+ result);
}
else {
System.out.printin("Reloaded DataSourceCfgHelper MBean");
}

[xx%
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* Use the ConfigService MBean to create a jdbc provider at the specified
* scope from one of the predefined templates
*/
private ObjectName createdDBCProvider(
AdminClient adminClient, Session session, ObjectName scope,
ObjectName configServiceMBean) throws Exception {

// the template name to use based on whether this example is
// configured to use an XA jdbc provider or not
String templateName = jdbcProviderTemplateNameXA;
if (!createXAJDBCProvider) {
templateName = jdbcProviderTemplateName;
}

// invoke jmx queryTemplates operation
Object result = adminClient.invoke(
configServiceMBean,
"queryTemplates",
// parameters for operation
new Object[] {session, "JDBCProvider"},
// signature of bean method to invoke
new String[] {"com.ibm.websphere.management.Session",
"java.lang.String"});

// find the template with the desired display name attribute
ObjectName db2Template = null;
if (result != null) {
ObjectName[] templates = (ObjectName[])result;
for (ObjectName template: templates) {
if (templateName.equals(template.getKeyProperty(
SystemAttributes. WEBSPHERE_CONFIG_DATA_DISPLAY_NAME))) {
db2Template = template;

}

// the attribute JDBCProvider.name is required in addition
// to the attributes in the template
AttributeList provAttrs = new AttributelList();
provAttrs.add(new Attribute("name", jdbcProviderName
+ (createXAJDBCProvider 2 " (XA)" : "")));
// override the description in the template
provAttrs.add(new Attribute("description", jdbcProviderName
+ (createXAJDBCProvider ? " (XA)" : "")));

// use the template found above to create the jdbc provider
// invoke jmx createConfigDataByTemplate operation
ObjectName jdbcProvider = (ObjectName)adminClient.invoke(
configServiceMBean,
"createConfigDataByTemplate",
// parameters for operation
new Object[] {session, scope, "JDBCProvider",
provAttrs, db2Template},
// signature of bean method to invoke
new String[] {"com.ibm.websphere.management.Session",
"javax.management.ObjectName",
"java.lang.String",
"javax.management.AttributelList",
"javax.management.ObjectName"

System.out.printin("Created JDBC provider: " + jdbcProviderName

+ (createXAJDBCProvider ? " (XA)" : "") +
" at " + (createNodeScopedCfgObjs ? "node" : "server") +
n SCOPG") ;

return jdbcProvider;

}

// find the specified MBean
@SuppressWarnings ("unchecked")
private ObjectName retrieveJMXMBean(AdminClient adminClient,
String beanName)
throws MalformedObjectNameException, ConnectorException {
// retrieve the ConfigService MBean
ObjectName mBean = null;
ObjectName queryName =
new ObjectName("WebSphere:type=" + beanName + ",*");
Set names = adminClient.queryNames(queryName, null);
if (!names.isEmpty()) {
mBean = (ObjectName) names.iterator().next();
}

return mBean;

Example: Creating a JDBC provider and data source using Java Management Extensions API and
the wsadmin scripting tool:
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The following sample code is a JACL (wsadmin - scripting tool) script used to create a data source.

Use this script to create only data sources for which the product does not provide a template. For every
JDBC provider WebSphere Application Server supports, the product provides a corresponding data source
template. See the topic, Creating configuration objects using the wsadmin tool, for instructions on how to
use the createUsingTemplate command to establish these data sources. For a complete list of supported
JDBC providers (and therefore a complete list of data sources that must be created using a template),
refer to the topic, Data source minimum required settings, by vendor.

This script sets up the following sample JDBC objects:

» Creates a data source fvtDS_1

» Creates a 4.0 data source fvtDS_3

» Creates a container-managed persistence (CMP) data source linked to fvtDS_1

Attention: If you later modify the class path or native library path of the JDBC provider associated with
your data source, you must restart every application server within the scope of that JDBC provider for the
new configuration to work. Otherwise, you receive a data source failure message.

#AWE -- Set up XA DB2 data sources, both Version 4.0 and Connector architecture (JCA)-compliant data sources

#UPDATE THESE VALUES:
#The classpath that will be used by your database driver
set driverClassPath "c:/sqllib/java/db2java.zip"

set server "serverl"
set fvtbase "c:/wssb/fvtbase"

#Users and passwords..

set defaultUserl "dbuserl"
set defaultPasswordl "dbpwdl"
set aliasName "aliasl"

set databaseNamel "jtestl"
set databaseName2 "jtest2"
#END OF UPDATES

puts "Add an alias aliasl"
set cell [$AdminControl getCell]
set sec [$AdminConfig getid /Cell:$cell/Security:/]

U
# Create a JAASAuthData object for component-managed authentication
e

puts "create JAASAuthData object for aliasl"

set alias_attr [Tist alias $aliasName]

set desc_attr [Tist description "Alias 1"]

set userid_attr [1ist userld $defaultUserl]
set password_attr [1ist password $defaultPasswordl]
set attrs [Tist $alias_attr $desc_attr $userid_attr $password attr]

set authdata [$AdminConfig create JAASAuthData $sec $attrs]
$AdminConfig save

set dm [$AdminControl queryNames type=Server,name=dmgr,=*]
$AdminControl invoke $dm restart "true true"

puts "Installing DB2 datasource for XA"
puts "Finding the old JDBCProvider.."

#Remove the old jdbc provider...
set jps [$AdminConfig list JDBCProvider]
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foreach jp $jps {

set jpname [lindex [lindex [$AdminConfig show $jp {name}] 0] 1]
if {($jpname == "FVTProvider")} {

puts "Removing old JDBC Provider"

$AdminConfig remove $jp

$AdminConfig save

}
1

#Get the server name...
puts "Finding the server $server"
set servlist [$AdminConfig list Server]
set servsize [1length $servlist]
foreach srvr §serviist {
set sname [lindex [lindex [$AdminConfig show $srvr {name}] 0] 1]
if {($sname == $server)} {
puts "Found server $srvr"
set serv $srvr
}
1

set desiredNodeName "myNode"
puts "Finding the Node"
set nodelist [$AdminConfig 1list Node]
foreach node $nodelist {
set nodename [lindex [lindex [$AdminConfig show $node {name}] 0] 1]
if {($nodename == $desiredNodeName)} {
puts "node = $node"
break
}
1

puts "Finding the Resource Adapter"
set ralist [$AdminConfig 1ist J2CResourceAdapter $node]
set ralistlen [1length $ralist]
foreach ra $ralist {
set raname [Tindex [1index [$AdminConfig show $ra {name}] 0] 1]
if {(§raname == "WebSphere Relational Resource Adapter")} {
set rsadapter $ra
}
1

#Create an iSeries JDBC Provider for the data sources

puts "Creating the provider for com.ibm.db2.jdbc.app.UDBXADataSource"

set attrsl [subst {{classpath $driverClassPath}
{implementationClassName com.ibm.db2.jdbc.app.UDBXADataSource}{name "FVTProvider2"}
{description "DB2 UDB for iSeries JDBC Provider"} {xa "true"}}]

set providerl [$AdminConfig create JDBCProvider $serv $attrsi]

#Create the first data source

puts "Creating the datasource fvtDS_1"

set attrs2 [subst {{name fvtDS_1} {description "FVT DataSource 1"}}]
set dsl [$AdminConfig create DataSource $providerl $attrs2]

#Set the properties for the data source.
set propSetl [$AdminConfig create J2EEResourcePropertySet $dsl {}]

set attrs3 [subst {{name databaseName} {type java.lang.String} {value $databaseNamel}}]
$AdminConfig create J2EEResourceProperty $propSetl $attrs3

set attrsl0 [subst {{jndiName jdbc/fvtDS 1} {statementCacheSize 10}
{datasourceHelperClassname com.ibm.websphere.rsadapter.DB2DataStoreHelper}
{relationalResourceAdapter {$rsadapter}} {authMechanismPreference "BASIC_PASSWORD"}
{authDataAlias $aliasName}}]

$AdminConfig modify $dsl $attrsl0
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#Create the connection pool object

$AdminConfig create ConnectionPool $dsl {{connectionTimeout 1000}
{maxConnections 30} {minConnections 1} {agedTimeout 1000}
{reapTime 2000} {unusedTimeout 3000} }

#Create the 4.0 data sources
puts "Creating the 4.0 datasource fvtDS_3"
set ds3 [$AdminConfig create WAS40DataSource $providerl {{name fvtDS_3} {description "FVT 4.0 DataSource"}}]

#Set the properties on the data source
set propSet3 [$AdminConfig create J2EEResourcePropertySet $ds3 {}]

#These attributes should be the same as fvtDS_1

set attrs4 [subst {{name user} {type java.lang.String} {value $defaultUserl}}]

set attrs5 [subst {{name password} {type java.lang.String} {value $defaultPasswordl}}]
$AdminConfig create J2EEResourceProperty $propSet3 $attrs3

$AdminConfig create J2EEResourceProperty $propSet3 $attrss

$AdminConfig create J2EEResourceProperty $propSet3 $attrsh

set attrsl0 [subst {{jndiName jdbc/fvtDS 3} {databaseName $databaseNamel}}]
$AdminConfig modify $ds3 $attrsl0

$AdminConfig create WAS40ConnectionPool $ds3 {{orphanTimeout 3000} {connectionTimeout 1000}
{minimumPoo1Size 1} {maximumPool1Size 10} {idleTimeout 2000} }

#Add a CMP connection factory for the JCA-compliant data source. This step is not necessary for

#Version 4 data sources, as they contain built-in CMP connection factories.

puts "Creating the CMP Connector Factory for fvtDS_ 1"

set attrsl2 [subst {{name "FVT DS 1 CF"} {authMechanismPreference BASIC_ PASSWORD}
{cmpDatasource $ds1} {authDataAlias $aliasName}}]

set cfl [$AdminConfig create CMPConnectorFactory $rsadapter $attrsiz]

#Set the properties for the data source.
$AdminConfig create MappingModule $cfl {{mappingConfigAlias "DefaultPrincipalMapping"} {authDataAlias "aliasl"}}

$AdminConfig save

Accessing an existing Java EE data source resource

The same DataSource MBean and JDBCProvider MBean programming model that you use to access a
WebSphere Application Server managed data source (defined in scripting or the Integrated Solutions
Console) can be used to access a Java™" Platform Enterprise Edition (Java EE) data source resource that
is defined in the application with the DataSourceDefinition annotation or with the <data-source> element of
the deployment descriptor. This feature maintains compatibility with existing scripts, simplifying the
management of your resources.

About this task

This task illustrates through examples how an MBean represents a Java EE data source resource.
Example

Example: Using the DataSource MBean

Use the name field of the DataSource MBean as the Java Naming and Directory Interface (JNDI) name
with special characters, as follows:

JNDI name = java:module/env/jdbc/myDataSource
name = java.module/env/jdbc/myDataSource

Additional fields for application, module, and component are included whenever applicable; for example:
WebSphere:type=DataSource,name=java.module/env/jdbc/myDataSource,application=MyApp,module=MyModule,*

Using these values, you can query for the MBean for a particular application, as follows:
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WebSphere:type=DataSource,name=java.app/env/myDataSource,application=MyApp,*

or query for an identically named java:app JNDI name in a different application as follows:
WebSphere:type=DataSource,name=java.app/env/myDataSource,application=MyOtherApp,*

A query that omits the application field returns both MBeans as follows:
WebSphere:type=DataSource,name=java.app/env/myDataSource,*

In the web module, the Java EE specification defines java:comp to be the same namespace as
java:module. Therefore, MBean queries for data sources that are defined in the web module should not
include the component field.

To query for java:comp/env/ds1 defined in the web module, use the following:
WebSphere:type=DataSource,name=java.comp/env/dsl,application=MyApp,module=MyModule,*

To query for java:comp/env/ds2 defined in an Enterprise JavaBeans (EJB) module, use the following:
WebSphere:type=DataSource,name=java.comp/env/ds2,application=MyApp,module=MyModule,component=MyBean,*

To query for java:app/env/myDataSource defined in an application named MyApp, use the following:
WebSphere:type=DataSource,name=java.app/env/myDataSource,application=MyApp,*

To query for an identically named java:app JNDI name in a different application named MyOtherApp, use
the following:

WebSphere:type=DataSource,name=java.app/env/myDataSource,application=MyOtherApp,*

The application, module, and component parameters can also be used to perform a general query for all
data sources that are defined in a particular application; for example:

WebSphere:type=DataSource,application=MyApp,*
Example: Using the JDBCProvider MBean

In addition to the DataSource MBean for each Java EE data source, there is also a JDBCProvider MBean.
The name of the JDBCProvider MBean is the name of the DataSource MBean prefixed with
JDBCProvider_, for example:

WebSphere:type=JDBCProvider,name=JDBCProvider_java.module/env/datasource3,application=MyApp,module=MyModule,*

The JDBCProvider MBean has one data source associated with it, as illustrated in the following example:
WebSphere:type=DataSource,name=java.module/env/datasource3,application=MyApp,module=MyModule,*

Using the DB2 Universal JDBC Driver to access DB2 for z/OS

The z/OS operating system requires that you configure the DB2 Universal JDBC Driver and your database
to ensure interoperability. Within WebSphere Application Server, configure a Java Database Connectivity
(JDBC) provider object and a data source object to implement the driver capabilities for your applications.

Before you begin

The available versions of the DB2 Universal JDBC Driver to connect with DB2 on z/OS are as follows:
* The DB2 Universal JDBC Driver in DB2 UDB for z/OS Version 8. This version supports both driver
Types 2 and 4.

« The DB2 Universal JDBC Driver for DB2 UDB for 0S/390® and z/OS Version 7, as documented in
APAR PQ80841. This version supports both driver Types 2 and 4.

* The DB2 Universal JDBC Driver with the feature z/OS Application Connectivity to DB2 for z/OS, which
provides Type 4 connectivity only. If you install this version of the driver, you must configure a DB2
Universal JDBC Driver provider (XA) to access remote DB2 databases.
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Consult the DB2 service updates for available enhancements on the version that use.

Migration tip: If you are replacing the DB2 for 390 and z/OS Legacy JDBC driver with the DB2 Universal
JDBC Driver, you can migrate your existing JDBC provider settings. See the topic Migrating
from the JDBC/SQLJ Driver for OS/390 and z/OS to the DB2 Universal JDBC Driver in the
Information Management Software for z/OS Solutions Information Center for more
information.

Procedure
1. Install the driver class files and any necessary native files in an available HFS directory.

Native files are class files that some versions of the DB2 Universal JDBC Driver require for running on
the z/OS operating system.

2. Configure the driver and database for interoperability
a. Bind the required DB2 packages

Any application that executes SQL statements in DB2 for z/OS, the Universal JDBC driver must
first bind with DB2 the packages that represent the SQL statements to be executed.

The specific details of the bind utility and bind process are described by the readme file provided
with the installed DB2 Universal JDBC Driver. Refer to this readme file for details on how to set up
and perform the required binding.

The utility requires the server name or IP address, the port number, and the database name (the
database location on z/OS) for the target DB2. To get this information, issue a DB2 -DISPLAY DDF
command on the target DB2 system. This command displays the IPADDR (IP address), the SQL
DOMAIN (server name), the TCPPORT number, and the LOCATION (database name/location) for
you to use as input to the utility.

You must perform the bind process for each target DB2 accessed using the DB2 Universal JDBC
Driver.

b. Set up to handle in-doubt transactions

Perform this setup once for each target DB2 for z/OS Version 7 location that is accessed using the
DB2 Universal JDBC Driver Type 4 XA support.

DB2 for z/OS Version 7 does not implement Java Platform, Enterprise Edition (Java EE) XA
support, therefore, the Type 4 driver XA processing uses DB2 V7 two-phase commit protocol and a
table in each location (database) to store a list of global transactions that are in doubt or finished
but not committed.

This table must be set up at each DB2 V7 location that is accessed. To do the set up, use the
In-Doubt Utility, which is included as part of the installed DB2 Universal JDBC Driver. The utility
creates the SYSIBM.INDOUBT Table that stores information about In-Doubt Global Transactions.
This utility also binds the package T4XAlndbtPkg, which contains the SQL statements to insert and
delete from the SYSIBM.INDOUBT Table. The T4XAIndbtPkg package is written with SQLJ.

This installation process requires that the target DB2 subsystem is configured with DDF enabled for
incoming TCP/IP connections.

1) To enable DDF on the target DB2, issue the DB2 -START DDF command on that system.

2) This utility requires the server name or IP address and the port number for the target DB2 V7.
To obtain this information, issue a DB2 -DISPLAY DDF command on the target DB2 V7
system. The IPADDR (IP address), the SQL DOMAIN (server name), and the TCPPORT
number that can be used as input to the utility are displayed.

To find more detailed information about the In-Doubt utility, refer to the DB2 Universal Database™
for z/OS Version 7 Application Programming Guide and Reference for Java™ publication. You can
download it from the Library section of the DB2 Universal Database for z/OS Version 7 product
information web pages. Within this publication, search for discussion about the utility under
DB2T4XAIndoubtUtil, which is the official name of the In-Doubt utility.
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Note: The previously described setup for in-doubt transactions is not a requirement for DB2 FOR
z/OS Version 8 servers because DB2 FOR z/OS Version 8 natively supports XA commands
over DRDA® and manages the In-Doubt Global Transactions internally.

Define a db2.jcc.propertiesFile

A db2.jcc.propertiesFile for use by DB2 Universal JDBC Driver Type 2 processing under
WebSphere Application Server for zZ/OS can be created and specified as input to the driver. This
runtime properties file is for use in specifying various runtime options that the DB2 Universal JDBC
Driver uses for Type 2 connectivity. These options are specified as properties in the form of
parameter=value. Refer to the README file packaged with the installed DB2 Universal JDBC
Driver for a detailed description of each of the properties.

This file is not required; however, if it is not provided, universal driver default processing is
performed.

Of specific interest is the db2.jcc.ssid property. This property specifies the DB2 subsystem identifier
(not location name), to be used by the DB2 Universal JDBC Driver Type 2 processing as the local
subsystem name to which it connects. If this property is not provided, the driver uses the
subsystem identifier that it finds in the DSNHDECP load module. If the installation wants to use the
DSNHDECP load module to specify the subsystem identifier, this load module must be included in
a steplib data set in the servant region PROCs associated with each server that uses the DB2
identified by the subsystem ID. Refer to the readme file packaged with the universal driver for more
information about using this load module. If that DSNHDECP load module does not accurately
reflect the wanted subsystem, or if multiple subsystems might be using a generic DSNHDECP, the
db2.jcc.ssid property must be specified.

Although the db2.jcc.propertiesFile is not required, if you choose to define the file, you must specify
the fully qualified HFS file name as a JVM System property as follows:

* db2.jcc.propertiesFile = <fully-qualified-hfs-filename>

The driver-general properties are typically specific to a driver load, for example, server, rather than
all servers using the JDBC provider, therefore, it is best to set this JVM property at the server level.
To define the db2.jcc.propertiesFile= property to the server level using the WebSphere Application
Server for z/OS administrative console:

1) Under the WebSphere Application Server for z/OS administrative console, go to Servers >
Application Servers, then click the server to which you want to add the JVM property.

2) On the selected server page, expand Java and Process Management and click Process
Definition > Servant.

3) On the Servant page, click Additional Properties, then click Java Virtual Machine.

4) On the Java Virtual Machine page, click Additional Properties, then click Custom Properties.

5) On the Custom Properties page, scroll down and click New to configure a new JVM property
for the selected server. The name of the property is db2.jcc.propertiesFile. The value of the
property is the fully qualified HFS file name that you created and initialized with the DB2
Universal JDBC Driver properties. The Type 2 driver uses these properties for the selected
server

6) Click Ok.

7) Click Save to save the new JVM property.

3. Define a JDBC provider for the DB2 Universal JDBC Driver. The JDBC provider object encapsulates
the driver classes for implementation in WebSphere Application Server.

a.

From the WebSphere Application Server for z/ZOS administrative console, click Resources > JDBC
> JDBC Providers.

Select the scope at which applications can use the JDBC provider. This scope becomes the scope
of any data source that you associate with this provider. You can choose a cell, node, cluster, or
server. For more information, see the topic, administrative console scope settings.

Click New. This action causes the Create a new JDBC Provider wizard to launch.
Use the first drop-down list to select DB2 for z/OS as your database type.
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e. Select the DB2 Universal JDBC Driver provider as your JDBC provider type in the second
drop-down list.

f. From the third drop-down list, select the implementation type that is necessary for your application.

If your application does not require that connections support two-phase commit transactions, and
you plan to use type 4 connectivity, choose Connection Pool Data Source. If you use the
connection pool data source with type 2 connectivity, however, Application Server on z/OS uses
RRS to process both one-phase and two-phase transactions.

Restriction: Do not select Connection Pool Data Source if your installation has the z/OS
Application Connectivity to DB2 for z/OS feature defined to WebSphere Application
Server for z/OS. Only the XA implementation of the DB2 Universal JDBC Driver
supports this feature.

Choose XA Data Source if you plan to use driver type 4, and your application requires connections
that support two-phase commit transactions. Use only driverType 4 connectivity for the XA data
source.

After you select an implementation type, the wizard fills the name and the description fields for your
JDBC provider. You can type different values for these fields; they exist for administrative purposes
only.

g. Click Next after you have defined your database type, provider type, and implementation type. Now
you see the wizard page Enter database class path information.

Typically you do not need to change the class path that already populates the field. (That class
path is the value of the WebSphere environment variable that is displayed on this page, in the form
of ${DATABASE_JDBC_DRIVER_PATH}.) Most likely you also do not need to change the native
library path or the data source implementation class name.

h. Click Next to see a summary of your JDBC provider settings.

i. Click Finish if you are satisfied with the entire JDBC provider configuration. The JDBC provider
collection page displays, which shows your new JDBC provider in a table along with other providers
that are configured for the same scope.

4. Define a data source. WebSphere Application Server uses the data source object to obtain database
connections and manage those connections.

a. From the WebSphere Application Server for z/OS administrative console, access the page for the
data source version that your applications require. If you need support for two-phase transactions,
use only a data source of the latest standard version. Version 4 data sources do not support
connections that participate in two-phase transactions.

Navigate to the appropriate page in one of two ways:

» Click Resources > JDBC > Data sources, or Data sources (WebSphere Application Server
Version 4).

» Click Resources > JDBC > JDBC providers > JDBC_provider > Data sources, or Data
sources (WebSphere Application Server Version 4).

b. Select the scope at which applications can use the data source. You can choose a cell, node,
cluster, or server. For more information, see the topic Administrative console scope settings.

Version 4 only: From this point onward, the steps for creating data sources (WebSphere
Application Server Version 4) differ from the steps for creating data sources of the
latest standard version. To configure a Version 4 data source complete the
following steps:

» Click New to proceed to the console page for defining required properties.

» On this properties page specify values for the fields that are grouped under the
heading Configuration. Application Server requires these properties to
implement your JDBC driver classes; see the topic, Data source minimum
required settings, by vendor to learn about acceptable values.
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» Save your configuration by clicking OK. You are now finished with the primary
data source configuration tasks.

» Optional: Define additional properties that are supported by the DB2 Universal
JDBC provider. Application Server calls them custom properties, and requires
that you set them on the data source as well. Begin by clicking the Custom
Properties link that is now displayed on the administrative console page. You
can learn about optional data source properties in the Application Programming
Guide and Reference for Java for your version of DB2 for z/OS.
Click New. This action causes the Create a data source wizard to launch and display the Enter
basic data source information page. The first field is the scope field, which is read-only. This field
displays your previous scope selection.
Type a data source name in the Data source name field. This name identifies the data source for
administrative purposes only.
Type a Java Naming and Directory Interface (JNDI) name in the JNDI name field. WebSphere
Application Server uses the JNDI name to bind application resource references to this data source.
For more information about JNDI, see the topic, Naming.
Configure a component-managed alias to secure your data source if you plan to implement
driverType 4 connectivity with the DB2 Universal JDBC Driver. If you plan to use driverType 2
connectivity, you do not have to set an alias. In this case the connection manager uses a default
authentication alias, which is the user identity of a thread when that thread delivers a getConnection
request.
A component-managed alias consists of an ID and password that are specified in an application for
data source authentication. Therefore, the alias that you set on the data source must be identical to
the alias in the application code. For more information about Java 2 Connector (J2C) security, see
the topic, Managing Java 2 Connector Architecture authentication data entries.

To set a component-managed alias, either select an existing alias or create a new one.
» Use the drop-down list to select an existing component-managed authentication alias.

e To create an alias, click the create a new one link. This action closes the data source wizard
and triggers the administrative console to display the J2C authentication data collection page.
Click New to define a new alias. Click OK to save your settings and view the new alias on the
J2C authentication data collection page. Restart the data source wizard by navigating back to the
data source collection page, selecting the appropriate scope, and clicking New.

Click Next to see the wizard page Select JDBC provider.
Either select an existing JDBC provider, or create a provider.
To select an existing JDBC provider:

1) Click Select an existing JDBC provider.

2) Select a JDBC driver from the drop-down list.

3) Click Next. You now see the page entitled Enter database-specific properties for the data
source.

To create a JDBC provider:
1) Click Create new JDBC provider.

2) Click Next to see the Create JDBC provider page.
3) Use the first drop-down list to select DB2 for z/OS as your database type.
4) Select the DB2 Universal JDBC Driver provider as your JDBC provider type in the second

drop-down list.

5) From the third drop-down list, select the implementation type that is necessary for your
application.
If your application does not require that connections support two-phase commit transactions,
choose Connection Pool Data Source. Both driverType 2 and driverType 4 connectivity
implementations of the DB2 Universal JDBC Driver support connection pool data sources.
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7)

Restriction: Do not select this provider if your installation has the z/OS Application
Connectivity to DB2 for z/OS feature defined to WebSphere Application Server for
z/OS. Only the XA implementation of the DB2 Universal JDBC Driver supports
this feature.

Choose XA Data Source if your application requires connections that support two-phase
commit transactions. Applications that use this data source configuration have the benefit of
container-managed transaction recovery. Use only driverType 4 connectivity for the XA
implementation.

After you select an implementation type, the wizard fills the name and the description fields for
your JDBC provider. You can type different values for these fields; they exist for administrative
purposes only.

Click Next after you have defined your database type, provider type, and implementation type.
Now you see the wizard page Enter database class path information.

Typically you do not need to change the class path that already populates the field. (That class
path is the value of the WebSphere environment variable that is displayed on this page, in the
form of ${DATABASE_JDBC_DRIVER_PATH]}.) Most likely you also do not need to change the
native library path or the data source implementation class name.

Click Next. You now see the page entitled Enter database-specific properties for the data
source.

Click Use this data source in container managed persistence (CMP) if container managed
persistence (CMP) enterprise beans must access this data source.

Specify all the remaining properties, as they are required for implementation of the DB2 Universal
JDBC Driver. These properties include:

» Database name, which is the location name of the target database used when establishing

connections with this data source
driverType, which is the JDBC connectivity type used by the data source
Server name, which is the TCP/IP address or host name for the Distributed Relational Database

Architecture™ (DRDA) server.
This property is required only if driverType is set to 4. This property is not used if driverType is

set to 2.
Port number, which is the TCP/IP port number where the DRDA server resides.

Provide a value for this property only if driverType is set to 4. Do not set this property if
driverType is set to 2.

k. Click Finish to save the configuration and exit the wizard. The Data source collection page

displays, which shows your new configuration in a table along with other data sources that are
configured for the same scope.

What to do next

You can override the default values for some data source properties. Click your new data source link in
the table to view the general configuration page for required data source properties. You can also define
additional properties that are supported by the DB2 Universal JDBC Driver. Application Server requires
that you set them as custom properties on the data source. Learn about optional data source properties in
the Application Programming Guide and Reference for Java for your version of DB2 for z/OS.

Extended data source properties:
Use this page to set the extended data source properties for a DB2 database. You can use these
properties to allow an application to extend the custom properties for a data source or override any

non-core properties that already exist for that data source.

To access this administrative console page:
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» For applications that do not use container-managed persistence click Applications > Application
Types > WebSphere enterprise applications > application_name > Resource references

» For applications that use container-managed persistence click Applications > Application Types >
WebSphere enterprise applications > application_name > Provide default data source mapping
for modules containing 2.x entity beans.

For data sources that use the DB2 Universal JDBC driver or DB2 Using IBM JCC Driver, click Extended
properties... in the Target Resource JNDI Name column.

gotcha: If you include multiple values for an extended data source property, you must enclose those
values in quotation marks.

Name: Specifies the name (or key) for the property.

Each property name must be unique. If the same name is used for multiple properties, the value specified
for the first property that has that name is used.

Do not start your property names with was, because this prefix is reserved for properties that are
predefined in the application server.

Data type String

Value:

Specifies the property value.

Data type Variable

Configuring two resource reference files on the same data source:

You can configure two resource reference files on the same data source. This allows you to extend the
custom properties for the data source to be extended to include two different schema names
(currentSQLId on z/OS or currentSchema name in the custom properties) that can be used to exploit the
capabilities of the application server.

About this task

When an EntityManager is created, the application server obtains a connection to the database. When you
are using a pessimistic transaction, the EntityManager will retain that connection until the EntityManager is
closed. When there are two EntityManagers that extend the data source definitions, the
openjpa.jdbc.TransactionIsolation property might cause a problem with the transaction. This property
can be found in the persistence.xml file in the following entry:

property name="openjpa.jdbc.TransactionIsolation" value="read-committed"

In order to satisfy this request, Java Persistence APl (JPA) will obtain a connection and immediately call
setTransactionIsolation(READ_COMMITTED). When you have two EntityManagers share a single physical
connection to the database, the first EntityManager creates a connection to the database and involves that
connection in a transaction. When the second EntityManager creates a connection, it is not able to change
the isolation level.

You can avoid this problem by creating two resource reference files in the same data source. You can
create the resource references with Rational Application Developer or by editing the XML files. You will
need to make changes to the ejb-jar.xml, ibm-ejb-jar-bnd.xml, ibm-ejb-jar-ext.xml, persistence.xml
files.
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Note: For IBM Optim PureQuery Runtime, if this is an XA data source you must define a new custom
property on the data source where property_name = downgradeHoldCursorsUnderXa and boolean
value = true.

See the following sections for information on how to accomplish this:

* [Configure two resource reference files on the same data source using Rational Application Developer.|
« [Configure two resource reference files on the same data source by editing the XML files.l

Procedure
» Configure two resource reference files on the same data source using Rational Application Developer.
1. Edit the ejb-jar.xmi file
a. Create the deployment descriptor if it doesn't already exist:

1) Go to the context menu of the Enterprise Java beans (EJB) project and select Java EE >
Generate Deployment Descriptor Stub.

b. Edit the deployment descriptor:
1) Go to the project's META-INF directory and select the ejb-jar.xml file.
c. Add the enterprise bean's element to the deployment descriptor if it doesn't already exist:
1) In the left hand pane, select EJB Project node. Click Add.
2) In the dialog, select Enterprise Beans. Click OK.
d. Add the session bean to the deployment descriptor if it's not already there:
1) In the left pane, select Enterprise Beans. Click Add.
2) Select Session Bean. Click OK.
3) Enter the name of the session bean in the dialog. Click OK.

4) In the right-side pane, enter the EJB Class, the business local, and the business remote
interfaces.

e. Add the resource reference elements to the session bean:
1) Select the session bean in the left pane and click Add.
2) Select Resource Reference. Click OK.

3) In the Add Resource Reference dialog, enter the name, type, authentication and sharing
scope fields. Click OK.

4) Repeat for the second resource reference.
f. Save the editor
2. Edit the ibm-ejb-jar-bnd.xm1 file
a. Create the WebSphere EJB bindings descriptor if it doesn't already exist

1) Go to the context menu of the Enterprise JavaBeans (EJB) project and select Java EE >
Generate WebSphere Bindings Deployment Descriptor.

b. Edit the bindings descriptor:
1) In the project's META-INF directory, select the ibm-ejb-jar-bnd.xml file.
c. Add a binding element for the session bean to the bindings descriptor:
1) In the left pane, select EJB Jar Bindings node and click Add.
2) In the dialog, select Session and click OK.
3) In the right pane, enter the name of the session bean.
d. Add the bindings for the resource references to the session bean:
1) In the left pane, select the session bean and click Add.
2) In the dialog, select Resource Reference and click OK.
3) In the left pane, select the resource reference.
4) In the right pane, enter the name and binding name for the reference
5) Repeat for the second resource reference.
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e. Save the editor
3. Edit the ibm-ejb-jar-ext.xml file.
a. Create the WebSphere EJB extensions descriptor if it doesn't already exist:

1) Go to the context menu of the Enterprise JavaBeans (EJB) project and select Java EE >
Generate WebSphere Extensions Deployment Descriptor.

b. Edit the extensions descriptor:
1) In the project's META-INF directory, select the ibm-ejb-jar-ext.xml file.
c. Add an extensions element for the session bean to the extensions descriptor:
1) In the left pane, select the EJB Jar Extensions node and click Add.
2) In the dialog, select Session and click OK.
3) In the right pane, enter the name of the session bean.
d. Define the isolation level for the resource references:
1) In the left pane, select the session bean and click Add.
2) In the dialog, select Resource Reference and click OK.
3) In the left pane, select the resource reference.
4) In the right pane, enter the name and the isolation level.
5) Repeat for the second resource reference.
e. Save the editor
4. Edit the persistence.xml file.
a. Add JPA support to the EJB project, which will create the persistence.xml file:
1) From the project's context menu, select Properties.
2) In the left pane, select the Project Facets node.
3) In the right pane, check the box beside Java Persistence.
4) Click OK.
b. Edit the persistence.xml file:
1) In the project's META-INF directory, select the persistence.xml file

c. The created persistence.xml file already contains a persistence unit definition. Edit this
persistence.xml file

1) In the left pane, select the Persistence Unit node. Set the name, JTA data source and
exclude the unlisted classes fields.

d. Create a new persistence unit definition in the file:
1) In the left pane, select the Persistence node and click Add .
2) In the dialog, select Persistence Unit and click OK.

3) In the left pan, select the Persistence Unit node. Set the name, JTA data source and
exclude the unlisted classes fields.

e. Add classes to the persistence unit:
1) In the left pane, select the persistence unit node and click Add .
2) In the dialog, select Class and click OK.
3) In the right pane, enter the name of the class.
4) Repeat for each class.
f. Add properties to the persistence unit

1) If there is not already a Properties element in the file, select the persistence unit node in the
left pane and click Add.

2) In the dialog, select Properties and click OK.
3) In the left pane, select the Properties node and click Add.
4) In the dialog, select Property and click OK.

Chapter 7. Welcome to administering Data access resources 319



5) In the right pane, enter the name and value for the property
6) Repeat the previous three steps to add the additional properties.
g. Save the editor
» Configure two resource reference files on the same data source by editing the XML files.
1. Edit the ejb-jar.xml file:

<?xml version="1.0" encoding="UTF-8"?7>
<ejb-jar id="ejb-jar_ID" metadata-complete="false" version="3.0" xmIns="http://java.sun.com/xml/ns/javaee"
xmins:xsi="http://www.w3.0rg/2001/XMLSchema-instance"
xsi:schemalLocation="http://java.sun.com/xml/ns/javaee http://java.sun.com/xml/ns/javaee/ejb-jar_3_0.xsd">
<enterprise-beans>
<session>
<ejb-name>NewOrderSessionFacadeBean</ejb-name>
<business-local>newordersession.ejbh3.NewOrderSessionFacade</business-local>
<business-remote>newordersession.ejbh3.NewOrderSessionFacadeRemote</business-remote>
<ejb-class>newordersession.ejb3.NewOrderSessionFacadeBean</ejb-class>
<session-type>Stateless</session-type>
<resource-ref>
<description></description>
<res-ref-name>jdbc/ERWWDataSourceV5</res-ref-name>
<res-type>javax.sql.DataSource</res-type>
<res-auth>Container</res-auth>
<res-sharing-scope>Shareable</res-sharing-scope>
</resource-ref>
<resource-ref>
<description></description>
<res-ref-name>jdbc/ERWWDataSourceV5_HP</res-ref-name>
<res-type>javax.sql.DataSource</res-type>
<res-auth>Container</res-auth>
<res-sharing-scope>Shareable</res-sharing-scope>
</resource-ref>
</session>
</enterprise-beans>
</ejb-jar>

2. Edit the ibm-ejb-jar-bnd.xm]1 file:

<?xml version="1.0" encoding="UTF-8"?7>
<ejb-jar-bnd xmins="http://websphere.ibm.com/xml/ns/javaee"
xmins:xsi="http://www.w3.0rg/2001/XMLSchema-instance"
xsi:schemalLocation="http://websphere.ibm.com/xml/ns/javaee http://websphere.ibm.com/xml/ns/javaee/ibm-ejb-jar-bnd_1_0.xsd"
version="1.0">
<session name="NewOrderSessionFacadeBean" simple-binding-name="ejb/session/NewOrderSessionFacadeBean">
<resource-ref name="jdbc/ERWWDataSourceV5" binding-name="jdbc/ERWWDataSourceV5"></resource-ref>
<resource-ref name="jdbc/ERWWDataSourceV5_HP" binding-name="jdbc/ERWWDataSourceV5"></resource-ref>
</session>
</ejb-jar-bnd>

3. Edit the ibm-ejb-jar-ext.xml file:

<?xml version="1.0" encoding="UTF-8"?7>
<ejb-jar-ext xmins="http://websphere.ibm.com/xml/ns/javaee"
xmins:xsi="http://www.w3.0rg/2001/XMLSchema-instance"
xsi:schemalLocation="http://websphere.ibm.com/xml/ns/javaee http://websphere.ibm.com/xml/ns/javaee/ibm-ejb-jar-ext_1_0.xsd"
version="1.0" metadata-complete="true">
<session name="NewOrderSessionFacadeBean">
<resource-ref name="jdbc/ERWWDataSourceV5"
isolation-level="TRANSACTION_READ_COMMITTED" />
<resource-ref name="jdbc/ERWWDataSourceV5_HP"
isolation-level="TRANSACTION_READ_COMMITTED" />
</session>
</ejb-jar-ext>

4. Edit the persistence.xml file:

<?xml version="1.0" encoding="UTF-8"?>
<persistence xmlns="http://java.sun.com/xml/ns/persistence" xmIns:xsi="http://www.w3.0rg/2001/XMLSchema-instance"
version="1.0" xsi:schemalocation=
"http://java.sun.com/xml/ns/persistence http://java.sun.com/xml/ns/persistence/persistence_1_0.xsd">
<persistence-unit name="NewOrderSessionEJB3">
<jta-data-source>java:comp/env/jdbc/ERWWDataSourceV5</jta-data-source>
<class>warehouseejb3.WarehouseJPA</class>
<class>districtejb3.DistrictJPA</class>
<class>customerejb3.CustomerJPA</class>
<class>stockejb3.StockJPA</class>
<class>orderejb3.0rderJPA</class>
<class>orderlineejb3.0rderlineJPA</class>
<class>neworderejb3.NewOrderJPA</class>
<exclude-unlisted-classes>true</exclude-unlisted-classes>
<properties>
<property name="openjpa.LockManager" value="pessimistic"/>
<property name="openjpa.ReadLockLevel" value="read"/>
<property name="openjpa.WriteLockLevel" value="write"/>
<property name="openjpa.LockTimeout" value="30000"/>

320 Administering WebSphere applications



<property name="openjpa.FetchBatchSize" value="1" />
<property name="openjpa.jdbc.TransactionIsolation" value="read-committed" />
<property name="openjpa.Log" value="none"/>
</properties>
</persistence-unit>
<persistence-unit name="ItemEJB3">
<jta-data-source>java:comp/env/jdbc/ERWWDataSourceV5_HP</jta-data-source>
<class>itemejb3.ItemJPA</class>
<exclude-unlisted-classes>true</exclude-unlisted-classes>
<properties>
<property name="openjpa.LockManager" value="pessimistic"/>
<property name="openjpa.ReadLockLevel" value="read"/>
<property name="openjpa.WriteLockLevel" value="write"/>
<property name="openjpa.LockTimeout" value="30000"/>
<property name="openjpa.FetchBatchSize" value="1" />
<property name="openjpa.jdbc.TransactionIsolation" value="read-committed" />
<property name="openjpa.Log" value="none"/>
</properties>
</persistence-unit>
</persistence>

Configuring Oracle Real Application Cluster (RAC) with the application server
Oracle Real Application Cluster (RAC) is a "share-everything" database architecture in which two or more
Oracle RAC nodes are clustered together and share the same storage. The RAC nodes are connected
together with a high-speed interconnect that enables fast communication between the Oracle nodes. The
nodes can exchange various categories of data block ownership information during startup, lock
information, exchange transaction information and data, and so on.

About this task

Using the Oracle JDBC driver, you can configure failover support, load balancing, or both, in an Oracle
Real Application Clusters (RAC) environment. Oracle RAC is an option of an Oracle database that brings
together two or more computers to form a clustered database that behaves as a single system. In a RAC
database, Oracle processes that are running in separate nodes access the same data from a shared disk
storage. First introduced in Oracle Version 9i, RAC provides both high availability and flexible scalability.

A typical Oracle RAC cluster consists of the following:
* Cluster nodes — 2 to n nodes or hosts, running the Oracle database server.

* Network Interconnect — a private network used for cluster communications and cache fusion. This is
typically used for transferring database blocks between node instances.

» Shared Storage — used to hold the database system and data files. The shared storage is accessed by
the cluster nodes.

* Production network — used by clients and application servers to access the database.

The following figure depicts a typical configuration for Oracle RAC:
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Here are two of the many features that Oracle RAC provides:

» OQracle Notification Service (ONS) allows for Oracle RAC to communicate the status for the nodes,
which are typically UP and DOWN events, to the Oracle JDBC driver and the driver's connection cache.
To take advantage of ONS, you must configure the application server to use Oracle's connection
caching instead of the application server's connection pooling feature. Read the topic Configuring
Oracle connection caching in the application server for more information on this process.

» Distributed Transaction Processing (DTP) is a feature that was introduced in Oracle 10gR2. When this
feature is enabled, Oracle will ensure that all in-flight prepared transactions that belong to a DTP
service for failed RAC instances are pushed to disk. Then, Oracle will restart the DTP service on any of
the RAC instances that are still operational.

For more information on Oracle RAC and how it works with the application server, refer to Building a high
availability database environment using WebSphere middleware: Part 3: Handling two-phase commit in
WebSphere Application Server using Oracle RAC on the developerWorks® website.

Procedure

* [‘Configuring a simple RAC configuration in an application server cluster.”l

. :“Configuring Oracle connection caching in the application server” on page 324.|

. “‘Configuring two-phase commit distributed transactions with Oracle RAC” on page 325

Configuring a simple RAC configuration in an application server cluster:
Oracle Real Application Cluster (RAC) is a "share-everything" database architecture that can provide high

availability and load balancing. A typical configuration for an Oracle RAC contains two or more Oracle RAC
nodes that are clustered together and share the same storage.
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About this task

This figure depicts a typical RAC physical topology in a cluster environment for the application server, and
both the failover and load balancing are enabled:

Load balance = on
Failover = on
Router
ebSphere Application Server
cluster-member1 cluster-member1
Interconnect
rac-node1 rac-node2
Shared disk
P. Primary

In the figure above, the application server cluster consists of two members: cluster-member1 and
cluster-member2. The Oracle RAC physical configuration contains two nodes: rac-node1 and rac-node2.
The RAC nodes can be located in the same physical machine with the cluster members, or they could be
placed in entirely different machines. The actual placement does not impact the fundamental qualities of
the services provided by RAC. To achieve both high availability and load-balancing, you can specify the
Oracle data source URL for both cluster members in the application server with the required properties.

Procedure

1. Navigate to the Oracle data source. Click Resources > JDBC > Data sources >
oracle_data_source. If you don't already have an Oracle data source, create a new data source by
clicking New and completing the wizard. For the URL, substitute the properties in the next step.

2. Set the URL for the Oracle database with the required configuration parameters.

jdbc:oracle:thin:@(DESCRIPTION=(ADDRESS LIST=
(ADDRESS=(PROTOCOL=TCP) (HOST=rac-nodel) (port=1521))
(ADDRESS=(PROTOCOL=TCP) (HOST=rac-node2) (port=1521)))
(FAILOVER=o0n) (LOAD_BALANCE=0n)
(CONNECT_DATA=(SERVER=DEDICATED)
(SERVICE_NAME=<service_name>)))
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Note: Be aware of these configuration options:

 If you are not using Oracle services, then service_name will be the database name in the
example. If you are using Oracle services, then service_name will be the name of the
services.

* The example has FAILOVER and LOAD_BALANCE turned on. To turn one or both of these
features off, change on to off in the above example.

3. Click Apply or OK.
Configuring Oracle connection caching in the application server:

You can elect to configure an Oracle data source to use the Oracle connection caching feature instead of
using the application server connection pooling. Connection caching for Oracle databases is similar to
connection pooling in the application server.

About this task

Currently, Oracle supports connection caching only with data sources that use the
oracle.jdbc.pool.OracleDataSource implementation class, instead of the
oracle.jdbc.pool.OracleConnectionPoolDataSource or oracle.jdbc.xa.client.OracleXADataSource classes.
By default, the Oracle JDBC providers in the application server are configured to use the
oracle.jdbc.pool.OracleConnectionPoolDataSource for non-XA data sources, or
oracle.jdbc.xa.client.OracleXADataSource for XA data sources. To enable Oracle connection caching, you
must configure and use a new JDBC provider in the application server that implements the
oracle.jdbc.pool.OracleDataSource class.

Note: Oracle connection caching does not support XA.

Procedure
1. Create a data source and user-defined JDBC provider.
a. Click Resources > JDBC > Data sources
Select a server from the Scope drop-down list.
Click New.
Enter the name and JNDI name for the data source. Click Next.
Create a JDBC provider. Select Create new JDBC provider, and click Next.
Define the required properties for the JDBC provider. Use the following configuration settings:
» Database type: User-defined
* Implementation class name: oracle.jdbc.pool.OracleDataSource

Click Next.
g. Enter the class path for ojdbc6.jar, and click Next.

h. For Data store helper class name, enter
com.ibm.websphere.rsadapter.OraclellgDataStoreHelper. Click Next.

i. Define the security aliases for this data source, and click Next.
j- Finish the wizard.
k. Save the configuration changes.
2. Configure the data source that you created.
a. Click the name of the data source. The configuration panel displays.

b. Select Custom properties, and create or modify the properties for this data source. Enter or
update the following custom properties:

~0ooo0
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Name Value

disableWASConnectionPooling true

gotcha: You must also set the maximumPoolSize
attribute to 6 on WebSphere Application Server
connection pool settings to allow Oracle to control the
pool boundaries.

connectionCachingEnabled true
connectionCacheName your_cache_name
removeExistingOracleConnectionPoollfExists true

Note: The removeExistingOracleConnectionPoollfExists
property must be set to true so the application server
removes any existing Oracle connection pools with an
identical name. Otherwise, the Oracle data source fails
the getConnection method if the pool name that is
created has a name that is identical to an existing pool.

For example, if you run a test connection, the test
connection process creates an Oracle connection pool
that prevents the application server from working properly
at run time.

URL Oracle_URL

Note: The order in which the custom properties are set is important. The setting order can be an
issue because the application server passes the properties as a collection and the order is
not guaranteed. If you encounter this issue, contact Oracle and reference Oracle bug
#6638862.

3. Click Apply or OK.
4. Save the changes to the application server configuration.
5. Restart the application server.

Results

Oracle does not display a message if the pool creation fails, and a normal connection is returned instead.
You can confirm that the Oracle connection pool is created by using the administrative console test
connection function for the data source. First, turn on trace with the trace string, "RRA=all", for the server
that runs your application. Then, issue a test connection. Issue a second test connection. Both test
connections should work. Examine the trace log.

If the Oracle connection pool was created successfully, the trace shows that the second test connection
detected that the Oracle connection cache exists because of the first test connection, and was successful
in removing it so that it can be created again by the second test.

Configuring two-phase commit distributed transactions with Oracle RAC:

Real Application Cluster (RAC) configurations for Oracle 10g have an inherent issue with the transaction
manager when Oracle attempts to recover two-phase commit distributed transactions that span over
multiple Oracle RAC nodes. A problem can occur when one node fails, and Oracle opens up the other
surviving nodes for business before the Oracle RAC completes the necessary recovery action for the node
that has failed. The application server's ability to maintain transaction affinity provides you the ability to
circumvent this issue.
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About this task

Errors can occur when the recovery process attempts to commit or rollback a transaction branch through a
RAC node that was previously active but later failed. The transaction manager would receive the following
exception:

ORA- 24756: transaction does not exist

If this error is encountered, the Oracle database administrator might need to manually resolve the in-doubt
transaction by forcing a rollback or commit process. If you do not desire a manual intervention, however,
you might want to configure an automatic and transparent strategy for transaction recovery.

If the in-doubt transaction is not resolved, any subsequent transactions will receive the following exception:
ORA-01591 Tock held by in-doubt distributed transaction

The result is that portions of the database will not be usable.

The key to a transparent recovery strategy is to eliminate the possibility of a global transaction spanning
more than one transaction branch over multiple RAC nodes. A transaction branch corresponds to a
database connection that is enlisted in a global transaction. If all connections in a global two-phase commit
transaction originate from the same node, transaction recovery problems should not arise. Configure an
Oracle RAC with the application server to prevent errors with two-phase transactions.

The application server maintains transaction affinity for incoming connections, and you can take advantage
of this feature to configure automatic recovery for Oracle RAC with two-phase commit transactions. If you
implement this configuration, all connections from a given application server will be received from the
same Oracle node, and the connections will finish on that same node. This configuration will avoid
situations in which transactions span multiple nodes, and you should not experience a recovery problem if
one or more Oracle nodes go down.

Procedure
* You can elect to manually resolve the in-doubt transaction.
1. Get the orphaned transaction ID. Issue the following command:
sql > select state, Tocal_tran_ID, Global_tran_Id from dba_2pc_pending where state = "prepared"
2. Roll back all of the transaction IDs that are in the prepared phase.
sql > rollback force '';
« Configure an automatic strategy for transaction recovery.

1. Create an Oracle service that has only one primary node. Creating the service with one primary
node will ensure that load balancing is disabled. You can also specify one or more alternate nodes
with the -a parameter. Run this command to create the service:

srvctl add service -d <database_name> -s <service_name> -r <primary nodes> -a <alternate_nodes>

2. Enable Distributed Transaction Processing (DTP) on the Oracle service. DTP was first introduced in
Oracle 10gR2. Each DTP service is a singleton service that is available on only one Oracle RAC
instance. Run this command:

execute dbms_service.modify service (service name => '<service name>' , dtp => true);
3. Configure each cluster member in the application server to use the Oracle DTP service.

Results
If you configured an automatic recovery strategy, the DTP service will start automatically on the preferred

instance. However, if the database is restarted, the DTP service will not start automatically. You can start
the DTP service using this command:

srvct] start service -d -s
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If a RAC node stops working, Oracle will not failover the DTP service until the Oracle RAC cleanup and
recovery is complete. Even if the Oracle nodes come back up, the Oracle DTP service will not return to
the freshly restarted RAC node. Instead, you will have to manually move the service to the restarted RAC
node.

When you configure DTP on the Oracle service, you have transferred load balancing from the Oracle
JDBC provider to the application server. The workload will be distributed by the application server instead
of Oracle, which is why you created services that do not implement load balancing and only use one
primary node. This configuration prevents situations in which transaction processes span multiple RAC
nodes and alleviates recovery problems that can arise when one or more RAC nodes falil.

Configuring client reroute for applications that use DB2 databases

The client reroute feature enables you to configure your client applications for a DB2 universal database to
recover from a communication loss, and the applications can continue to work with minimal interruption.
Rerouting is central to the support of continuous operations, but rerouting is only possible when there is an
alternate location that is identified to the client connection.

Before you begin

This task assumes the following:

* You have a DB2 data source defined in the application server. See the topic, Configuring a data source
using the administrative console, for information about creating a data source.

» The DB2 data source to which your application connects is running one of the following:
— DB2 for z/OS Version 9.1 or later
— DB2 Database for Linux, UNIX, and Windows Version 9.5 or later

* You have implemented the DB2 database with a redundant setup or the ability to fail the DB2 server to
a standby node.

About this task

Client reroute for DB2 allows you to provide an alternate server location, in case the connection to the
database server fails. If you decide to use client reroute with the persistence option, the alternate server
information persists across Java Virtual Machines (JVMs). In the event of an application server crash, the
alternate server information is not lost when the application server is restored and attempts to connect to
the database.

Without any configuration on the client side, a JDBC driver for DB2 supports the client reroute capability, if
it is enabled, when the driver makes an initial connection to the DB2 server. When the JDBC driver
connects to a DB2 server that has an alternate server configured, the primary server sends information
about the alternate server to the JDBC driver. If the connection to the primary server fails, the JDBC driver
is able to reroute connections to the alternate server. If the client process crashes, however, the alternate
server information is lost, and the client needs to connect to the primary server again. If the client cannot
make an initial connection to the primary server, the client has no knowledge of the alternate server and
cannot reroute.

To overcome this problem, you can configure a DB2 data source in the application server with the
Alternate server name and Alternate port number fields, or with the clientRerouteAlternateServerName
and clientRerouteAlternatePortNumber data source custom properties, to support client reroute even on
the initial connection attempt. If the JDBC driver is not able to connect to the primary DB2 server, the
information that is necessary for a client reroute is already present, and the JDBC driver can reroute the
connection to an alternate server.

Attention: The data source custom property, enableClientAffinitiesList, changes the semantics of the
clientRerouteAlternateServerName and clientRerouteAlternatePortNumber properties.
To learn more about these properties, see the DB2 information center topic, Common IBM Data Server
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Driver for JDBC and SQLJ properties for all supported database products. To learn more about client
affinity, see the topic, .Configuring client affinity for applications that use DB2 databases.

Additionally, if you have configured a DB2 data source as a Type 4 JDBC driver, you can use the Client
reroute server list JNDI name field, or the clientRerouteServerListJNDIName data source custom
property, to enable persistence of the client reroute state. Typically, when a connection is rerouted and the
JDBC driver has connected to the alternate DB2 server, the alternate server sends information about its
own alternate server to the JDBC driver. The JDBC driver will then have the information that is required to
reroute the connection again if the alternate DB2 server is not available. Effectively, the server that was
originally the alternate server is now the primary server, and a new alternate server has been established.
If you enable persistence for client reroute, this new state can be remembered. If the application server
crashes and is restarted, the JDBC driver can connect to the DB2 server that was considered the primary
server at the time of the crash. Without the persistence feature, the JDBC driver would have to start from
the original server configuration and attempt to connect to the server that was originally considered the
primary server.

You can use the automatic client rerouting feature within the following DB2 configurable environments:
» Enterprise Server Edition (ESE) with the data partitioning feature (DPF)

» Data Propagator (DPROPR)-style replication

+ High availability cluster multiprocessor (HACMP™)

» High availability disaster recovery (HADR).

Procedure
1. In the administrative console, click Resources > JDBC > Data sources > data_source.
2. Click WebSphere Application Server data source properties.

3. In the DB2 automatic client reroute options section, fill in the fields to enable client rerouting.
Complete the following fields:

Alternate server names
Specifies the list of alternate server name or names for the DB2 server. If more than one
alternate server name is specified, the names must be separated by commas. For example:

hostl,host2

Alternate port numbers
Specifies the list of alternate server port or ports for the DB2 server. If more than one alternate
server port is specified, the ports must be separated by commas. For example:

5000,50001

Note: Ensure that an equal number of entries must be specified for both alternate ports and
hosts. Otherwise, a warning is displayed and client reroute is not enabled.

4. Optional: Enable client reroute with the persistence option.

a. Complete the field for Client reroute server list JNDI name. The field specifies the JNDI name
that is used to bind the DB2 client reroute server list into the JNDI name space. The DB2 database
server uses this name to look up the alternate server name list when the alternate server
information is not already in memory.

Note: Be aware of the following:

» This option is not supported for Type 2 data sources. If you use a DB2 data source that is
configured as a Type 2 JDBC driver, the JDBC driver uses a catalog to persist the client
reroute information. If this property is configured with a Type 2 driver, the application
server will issue a warning.

» Use different JNDI names among different data sources. Otherwise, when you delete a
data source, and the JNDI entry is removed from the name space, the other data sources
that share the JNDI entry will be affected.
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5. Configure the retry count and interval for the client reroute function. Complete these two fields:

Retry interval for client reroute
Specifies the amount of time, in seconds, between retries for automatic client reroute.

Maximum retries for client reroute
Specifies the maximum number of connection retries that are attempted by the automatic client
reroute function if the primary connection to the server fails. The property is only used when
Retry interval for client reroute is set.

Attention: If you do not specify a value for these properties, DB2 failover processing (client
rerouting) does not occur.

6. Click OK and save the changes.
7. Restart the application server.

What to do next

If you later want to remove the client reroute information that is bound in JNDI, you can do so by deleting
the data source. You can also use the unbind feature with the test connection service to delete the JNDI
binding for the client reroute function from the application server's JNDI name space without deleting the
data source.

To delete the JNDI binding for client reroute:

Select Unbind client reroute list from JNDI.
Click OK.

Save the configuration.

Click Test connection for the data source.
Deselect Unbind client reroute list from JNDI.
Click OK.

7. Save the configuration.

I

Configuring client affinities for applications that use DB2 databases

The client affinities feature is an alternative to automatic client reroute when enabling your data source to
use other servers when a connection fails. In this client-only method, the client determines the order that
alternate servers run during failover. For more information about client affinities, see the topic, Client
affinities for DB2 Database for Linux, UNIX, and Windows, in the DB2 information center.

Before you begin

This task assumes that:

* You have a DB2 data source defined in the application server. See the topic, Configuring a data source
using the administrative console, for information about creating a data source.

* The DB2 data source to which your application connects is running one of the following databases:
— DB2 for z/OS Version 9.1 or later
— DB2 Database for Linux, UNIX, and Windows Version 9.5 or later

* You have implemented the DB2 database with a redundant setup or the ability to fail the DB2 server to
a standby node.

About this task

In WebSphere Application Server, client affinities allows the DB2 data source on the client or application
server to control the order of servers that are tried during initial connection processing.
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For WebSphere Application Server, the data source custom property, enableClientAffinitiesList, is used to
enable client affinities. If you want to use the administrative console to configure client affinities, use the
DB2 automatic client reroute options section of the WebSphere Application Server data source properties
panel to configure the following properties: Alternate server names, Alternate port numbers, Retry interval
for client reroute, and Maximum retries for client reroute. You can also use the Custom properties panel to
configure other client affinities properties as needed, including enableSeamlessFailover and
affinityFailbacklinterval.

The data source custom property, enableClientAffinitiesList, changes the semantics of the
clientRerouteAlternateServerName and clientRerouteAlternatePortNumber properties.

Attention:

To learn more about these properties, see the DB2 information center topic, Configuration of client
affinities for Java clients for DB2 Database for Linux, UNIX, and Windows connections.

To configure client affinities in the application server, complete the following steps:

Procedure
1. Configure a JDBC provider as usual with the JCC driver for DB2 in the class path.

2. Create a data source that uses the JDBC provider that was created in step 1. The server name and
port information must be the name of the preferred primary server from your DB2 WLB environment.

3. After the data source is created, navigate to its primary panel in the administrative console by clicking
Resources > JDBC > Data sources > data_source.

4. Click WebSphere Application Server data source properties located under Additional Properties.
5. Scroll down to the section DB2 automatic client reroute options.

6. In the DB2 automatic client reroute options section, configure the Alternate server names, Alternate
port numbers, Retry interval for client reroute, and Maximum retries for client reroute.

7. Click OK, and save the changes.

8. Navigate back to the data source primary panel, and click Custom properties located under
Additional Properties.

9. On the Custom properties panel, configure other client affinities properties as needed, including
enableClientAffinitiesList, enableSeamlessFailover and affinityFailbackinterval. Read about the
configuration of client affinities for Java clients for DB2 Database for Linux, UNIX, and Windows
connections, in the DB2 information center, for the recommended values for these properties.

10. Click OK and save the changes.
11. Restart the application server.

Verifying a data source connection
Many connection problems can be easily fixed by verifying configuration parameters. There are steps that
you must complete to enable a successful connection.

About this task

If your connection is still not successful after completing these steps and reviewing the applicable
information, check the SystemOut.log for warning or exception messages. Then use the technical support
search function to find known problems. See the IBM Suggests section of this topic for a link to the IBM
support and downloads page, which contains the search function.

Procedure

1. Create the authentication data alias. See the topic, Managing Java 2 Connector Architecture
authentication data entries.

2. Create the JDBC provider. See the topic, Configuring JDBC providers using the administrative console.

330 Administering WebSphere applications



3. Create a data source. See the topic, Configuring a data source using the administrative console
4. Save the data source.

5. Verify the connectivity if you created an authentication alias. To verify connectivity, restart the server for
which you must verify connectivity.

If you are using scripting or Java Management Extensions (JMX) to create the authentication alias, you
can use the updateAuthDataCfg MBean. You can use this MBean method to refresh the authentication
data in each server where it is needed. When you create a data source and the data source has not
been used, you can use the updateAuthDataCfg MBean method. After a data source is used, its
contents are instantiated in the server memory and generally cannot be changed.

For more information about the updateAuthDataCfg MBean method, see the SecurityAdmin MBean
documentation under Reference > Programming interfaces > Mbean interfaces.

6. Test the connection.

You can test your connection from the data source collection view or the data source details view.
Access either view in the administrative console, and then select a connection from the list. Click Test
Connection on the connection. See the topic, Test the connection service.

Test connection service

WebSphere Application Server provides a test connection service for validating data source configurations.
The testConnection operation instantiates the data source configuration, gets a connection, and then
immediately closes the connection.

If you associate your data sources with WebSphere variables, see the topic, Creating, editing, and deleting
WebSphere variables, to verify that you configure them correctly. A variable cannot be found exception
results from attempted use of a data source that is invoked through an incorrectly defined variable.

Activating the test connection service

There are three ways to activate the test connection service: through the administrative console, the
wsadmin tool, or a Java stand-alone program. Each process invokes the same methods on the same
MBean.

Administrative console

WebSphere Application Server allows you to test a connection from the administrative console by simply
pushing a button: the Data source collection, Data source settings, Version 4 data source collection, and
Version 4 data source settings pages all have Test Connection buttons. After you define and save a data
source, you can click this button to ensure that the parameters in the data source definition are correct. On
the collection page, you can select several data sources and test them all at once. Note that there are
certain conditions that must be met first. For more information, see the topic, Testing a connection with the
administrative console.

Note: The following exception occurs when you click Test Connection to connect a Sybase data source
from the administrative console.
Test connection failed for data source isagent on server serverl at node
svtaix24Node0l with the following exception: java.lang.Exception:
java.sql.SQLException: JZ006: Caught IOException: java.net.ConnectException: A

remote host refused an attempted connect operation.DSRAQO1OE: SQL State = JZ006,
Error Code = 0

This exception occurs when the Sybase data source port number is not matched to the port
configured in Sybase server. The default port number is 5000. Check the port number of your
Sybase server in the interfaces file under /<sybase install directory>.

WsAdmin tool
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The wsadmin tool provides a scripting interface to a full range of WebSphere Application Server
administration activities. Because the Test Connection functionality is implemented as a method on an
MBean, and wsadmin can invoke MBean methods, wsadmin can be utilized to test connections to data
sources. You have two options for testing a data source connection through wsadmin:

The AdminControl object of wsadmin has a testConnection operation that tests the configuration properties
of a data source object. For information, see the topic, Testing a connection using wsadmin.

You can also test a connection by invoking the MBean operation. Use the example in the topic, Example:
Testing data source connection using wsadmin, as a guide for this technique.

Java stand-alone program

Finally, you can test a connection by executing the testConnection method on the DataSourceCfgHelper
MBean. This method allows you to pass the configuration ID of the configured data source. The Java
program connects to a running Java Management Extensions (JMX) server to access the MBean. In a
base installation of Application Server, you connect to the JMX server running in the application server,
usually on port 8880.

The return value from this invocation is either 0, a positive number, or an exception. 0 indicates that the
operation completed successfully, with no warnings. A positive number indicates that the operation
completed successfully, with the number of warnings. An exception indicates that the test of the connection
failed.

Example: Testing a connection using testConnection(ConfigiD).

The following sample code creates a data source instance and an associated connection instance, and
tests them to ensure database connectivity.

This program uses JMX to connect to a running server and invoke the testConnection method on the
DataSourceCfgHelper MBean. The acronym ND in a comment line indicates that the following code applies
to WebSphere Application Server WebSphere Application Server, Network Deployment. The word Base in a
comment line indicates that the following code applies to WebSphere Application Server.

* Description

* Resource adapter test program to make sure that the MBean interfaces work.

* Following interfaces are tested

*

* --- testConnection()

*

*

* We need following to run

* C:\src>java -Djava.ext.dirs=C:\WebSphere\AppServer\1ib;C:\WebSphere\AppServer\java\jre\lib\ext testDSGUI
* must include jre for log.jar and mail.jar, else get class not found exception
*

*

*/

import java.util.Iterator;
import java.util.Locale;
import java.util.Properties;
import java.util.Set;

import javax.management.InstanceNotFoundException;
import javax.management.MBeanException;

import javax.management.MalformedObjectNameException;
import javax.management.ObjectName;

import javax.management.RuntimeMBeanException;

import javax.management.RuntimeOperationsException;
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import com.ibm.websphere.management.AdminClient;
import com.ibm.websphere.management.AdminClientFactory;
import com.ibm.ws.rsadapter.exceptions.DataStoreAdapterException;

public class testDSGUI {

//Use port 8880 for a Base installation or port 8879 for ND installation
String port = "8880";

// String port = "8879";

String host = "localhost";

final static boolean verbose = true;

// eg a configuration ID for DataSource declared at the node Tevel for Base
private static final String resURI = "cells/cat/nodes/cat:resources.xml#DataSource 1";

// eg a 4.0 DataSource declared at the node Tevel for Base
// private static final String resURI = "cells/cat/nodes/cat:resources.xml#WAS40DataSource 1";

// eg Apache Derby DataSource declared at the server level for Base
//private static final String resURI = "cells/cat/nodes/cat/servers/serverl/resources.xml#DataSource 6";

// eg node Tevel DataSource for ND
//private static final String resURI = "cells/catNetwork/nodes/cat:resources.xml#DataSource 1";

// eg server level DataSource for ND
//private static final String resURI = "cells/catNetwork/nodes/cat/servers/serverl:resources.xml#DataSource 4";

// eg cell level DataSource for ND
//private static final String resURI = "cells/catNetwork:resources.xml#DataSource 1";

public static void main(String[] args) {
testDSGUI cds = new testDSGUI();
cds.run(args);

}
[**

* This method tests the ResourceMbean.
*

* @param args

* @exception Exception

*/

public void run(String[] args) {

try {
System.out.printIn("Connecting to the application server....... ")s

/*************************************************************************/
[** Initialize the AdminClient */
/*************************************************************************/
Properties adminProps = new Properties();
adminProps.setProperty(AdminClient.CONNECTOR_TYPE, AdminClient.CONNECTOR_TYPE_SOAP);
adminProps.setProperty(AdminClient.CONNECTOR_HOST, host);
adminProps.setProperty(AdminClient.CONNECTOR_PORT, port);
AdminClient adminClient = null;
try {
adminClient = AdminClientFactory.createAdminClient(adminProps);
} catch (com.ibm.websphere.management.exception.ConnectorException ce) {
System.out.printIn("NLS: Cannot make a connection to the application server\n");
ce.printStackTrace();
System.exit(1);

/*************************************************************************/

/**  Locate the Mbean */

/*************************************************************************/

ObjectName handle = null;
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try {
// Send in a Tocator string
// eg for a Base installation this is enough
ObjectName queryName = new ObjectName("WebSphere:type=DataSourceCfgHelper,*");

// for ND you need to specify which node/process you would Tike to test from
// eg run in the server
//ND: ObjectName queryName = new OjectName
("WebSphere:cell=catNetwork,node=cat,process=serverl,type=DataSourceCfgHelper,*");
// eg run in the node agent
//ND: ObjectName queryName = new ObjectName
("WebSphere:cell=catNetwork,node=cat,process=nodeagent,type=DataSourceCfgHelper,*");
//ND: eg run in the Manager
//ND: ObjectName queryName = new ObjectName
("WebSphere:cell=catNetwork,node=catManager,process=dmgr,type=DataSourceCfgHelper,*");
Set s = adminClient.queryNames (queryName, null);
Iterator iter = s.iterator();
while (iter.hasNext()) {
// use the first MBean that is found
handle = (ObjectName) iter.next();
System.out.printIn("Found this ->" + handle);
}
if (handle == null) {
System.out.printIn("NLS: Did not find this MBean>>" + queryName);
System.exit(1);
}
} catch (MalformedObjectNameException mone) {
System.out.printin("Check the program variable queryName" + mone);
} catch (com.ibm.websphere.management.exception.ConnectorException ce) {
System.out.printin("Cannot connect to the application server" + ce);

}

/*************************************************************************/

[*% Build parameters to pass to Mbean */
/*************************************************************************/
String[] signature = { "java.lang.String" };
Object[] params = { resURI };
Object result = null;

if (verbose) {
System.out.printIn("\nTesting connection to the database using " + handle);

}

try {

/*************************************************************************/

/*x Start to test the connection to the database */
/*************************************************************************/
result = adminClient.invoke(handle, "testConnection", params, signature);
} catch (MBeanException mbe) {
/] #*%%%x all user exceptions come in here
if (verbose) {
Exception ex = mbe.getTargetException(); // this is the real exception from the Mbean
System.out.printIn("\nNLS:Mbean Exception was received contains " + ex);
ex.printStackTrace();
System.exit(1);
}
} catch (InstanceNotFoundException infe) {
System.out.printin("Cannot find " + infe);
} catch (RuntimeMBeanException rme) {
Exception ex = rme.getTargetException();
ex.printStackTrace(System.out);
throw ex;
} catch (Exception ex) {
System.out.printIn("\nUnexpected Exception occurred: " + ex);
ex.printStackTrace();

}
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/*************************************************************************/

/*% Process the result. The result will be the number of warnings */
/*% issued. A result of O indicates a successful connection with */
/** no warnings. */

/*************************************************************************/

//A result of 0 indicates a successful connection with no warnings.
System.out.printin("Result= " + result);

} catch (RuntimeOperationsException roe) {
Exception ex = roe.getTargetException();
ex.printStackTrace(System.out);

} catch (Exception ex) {
System.out.printin("General exception occurred");
ex.printStackTrace(System.out);

}
}
}

Tip: Ensure that you run the test connection service at the same level as an existing data source. For
example, do not run the test connection service at the node level if your data source is configured on
the server level. If the test connection service and the data source configuration do not exist on the
same level, a failure to load exception might result. In this situation, source the db2profile script on
the machine and ensure that the environment contains pointers to the DB2 native libraries. The
db2profile script exists in the root directory of the DB2 user ID.

Testing a connection with the administrative console
After you have defined and saved a data source, you can click the Test Connection button to ensure that
the parameters in the data source definition are correct.

Before you begin
About this task

You can select multiple data sources on the data source collection page and test them as a group. Be
sure that the following conditions are met before using the Test Connection button:

Procedure

 If you are testing a connection using a WebSphere Application Server Version 4.0 type of data source,
ensure that the user and password information is set.

» Designate variables appropriately.

— WebSphere Application Server automatically sets environment variables for Java database
connectivity (JDBC) driver class paths on the IBM i platform. Application Server names the variable
according to your driver, either ${OS400_NATIVE_JDBC_DRIVER_PATH} or
${0S400_TOOLBOX_JDBC_DRIVER_PATH}. In the administrative console, you designate the
complete path location of your driver as the value of the environment variable. See the
|provider settings” on page 275| article for more information.

— If you download the latest JTOpen version of the jt400.jar file, use one of two placement strategies to
keep the value of your environment variable accurate. You can place the file in the same directory
that you specify for the ${0S400_TOOLBOX_JDBC_DRIVER_PATH]} variable. Alternatively, you can
place the jt400.jar file in a different directory and change the value of
${0OS400_TOOLBOX_JDBC_DRIVER_PATH} to this different path.

* Restart the application server after you define or edit WebSphere variables.
» Restart the application server after you create or edit an authentication alias for the data source.

* You can now test a connection to the data source. On the data source collection page in the
administrative console, select the data source and click Test Connection .
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A Test Connection operation can have three different outcomes, each resulting in a different message

being displayed in the messages panel of the page on which you press the Test Connection button.

1. The test can complete successfully, meaning that a connection is successfully obtained to the
database using the configured data source parameters. The resulting message states: Test
Connection for data source DataSourceName on process ProcessName at node NodeName was
successful.

2. The test can complete successfully with warnings. This means that while a connection is
successfully obtained to the database, warnings were issued. The resulting message states: Test
Connection for data source DataSourceName on process ProcessName at node NodeName was
successful with warnings. View the JVM Logs for more details.

The View the JVM Logs text is a hyperlink that takes you to the JVM Logs console screen for the
process.
3. The test can fail. A connection to the database with the configured parameters is not obtained. The
resulting message states: Test Connection failed for data source DataSourceName on process
ProcessName at node NodeName with the following exception: ExceptionText. View the JVM Logs
for more details.

Again, the text for View the JVM Logs is a hyperlink to the appropriate logs screen.

Testing a connection using wsadmin
The AdminControl object of the wsadmin scripting tool has a testConnection operation that tests the
configuration properties of a data source object.

Before you begin

About this task

The testConnection operation takes a data source configuration ID as an argument.

Note: This invocation cannot accept user IDs and passwords that must be defined in the database itself.

This invocation can be used only for databases that do not require a user ID and password to make

a connection (such as DB2 on a Windows machine), or for data sources that have a
component-managed or container-managed authentication alias set on the data source object.

Procedure

1.
2.

Start the getid() method for your data source.
Set the value of the configuration ID to a variable.
set myds [$AdminConfig getid /JDBCProvider:mydriver/DataSource:mydatasrc/]

where JDBCProvider:mydriver/DataSource:mydatasrc is the data source you want to test. After you
have the configuration ID of the data source, you can test the connection to the database.

Test the connection to the database. Use the following command:
$AdminControl testConnection $myds

Configuring connection validation timeout

You can configure a timeout for connection validation by the Java Database Connectivity (JDBC) driver
through a data source custom property in the data source configuration panels.

About this task

You can choose between validating connections with the JDBC driver or by having the application server
run a SQL query. Select one or both of the following connection pretest attributes:

Validate new connections
Validate existing pooled connections
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By default, connection validation is disabled. When you save the configuration for the data source, the
administrative console supplies only the option that is selected. The administrative console will select
validation by timeout or validation by a query, but if validation is not enabled then the application server
will select neither option.

Procedure

1. Open the administrative console.

2. Go to the WebSphere Application Server Data Source properties panel for the data source.
a. Select Resources > JDBC > Data Sources > data_source
b. Select WebSphere Application Server Data Source properties.

3. Go to the Connection Validation Properties section.

4. Select the type of connections that the application server will validate.

» Select Validate new connections. This option specifies that the connection manager tests newly
created connections to the database.

» Select Validate existing pooled connections. This options specifies that the connection manager
tests the validity of pooled connections before returning them to applications.

* You can also select both options

Note: You must make a selection here. If you do not select one or both of these options, you will
not be able to select Validation by JDBC Driver. The Validation by JDBC Driver timeout
feature is only available for JDBC providers that comply with the JDBC 4.0 specification.

For an Oracle datasource, Validation by JDBC Driver appears on the administrative console

only after the validateNewConnectionTimeout property is added to the custom properties of
WebSphere Application Server datasource properties. The validateNewConnectionTimeout
property is used for JDBC 4.0 driver validation and can be specified using administrative
console.

5. Click Validation by JDBC Driver. The application server issues a warning if Validation by JDBC
driver is configured and the JDBC driver does not implement JDBC 4.0, or if the Connection.isValid
method raises an error.

Note: Connection validation by SQL query is deprecated. Use validation by JDBC Driver instead.
6. Enter the timeout value in the input box. The timeout value is in seconds.

Note: If retries are configured, meaning the retry interval is not set to 0, for Validate new
connections or Validate existing pooled connections, then the full value of the timeout
applies to each retry. For each retry, the application server waits for the retry interval. Then the
JDBC driver uses the full value of the timeout to validate the connection

7. Save the data source configuration.
What to do next

If you are modifying an existing data source, restart your server for this change to go into effect. If this is a
new data source, restarting the server is not necessary.

Resource references

Use this page to designate how the resource references of application modules map to the actual
resources that are configured for the application.

To view this administrative console page, click Applications > Application Types > WebSphere
enterprise applications > application_name > Resource references.
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You can also view this page during the Map resource references to resources step when you install an
application.

 If your application uses any of the following resource types, you can set or reset their mapping
configurations:

— Default messaging JMS queues destinations

— Default messaging JMS topic destinations

— Data source

— Generic JMS connection factory

— Mail session

— J2C connection factory

— JMS queue connection factory for the JMS provider of WebSphere MQ
— JMS queue destination for WebSphere MQ

— JMS topic connection factory for WebSphere MQ

— JMS topic destination for WebSphere MQ

— Unified JMS connection factory for WebSphere MQ
— URL configuration

* The page is composed of sections that correspond to each applicable resource type. Each section
heading is the class name for the resource. If your application contains only one applicable resource
type, you see only one section.

» Each section contains a table. Each table row depicts a resource reference within a specific module of
your application.

* The rows contain the JNDI names of resource mapping targets for your references only if you bound
them together during application assembly. You can modify those bindings on this administrative
console page.

* To set your mappings:

1. Select a row. If you want to apply the same mapping to multiple rows, complete the steps in the
section, Set multiple JNDI names.

2. Click Browse to view a new page listing of all resources that are available mapping targets for your
application references.

3. Select a resource and click Apply. The console displays the Resource references page again. The
JNDI name of the selected resource mapping displays in the Target Resource JNDI Name field.

4. Repeat the previous steps as necessary.

5. If you are editing the resource references of an existing enterprise application, click OK. You now
return to the general configuration page for your enterprise application. If you are installing the
application and have completed the Map resource references to resources step, continue to the
next step.

* For data sources and connection factories: Sections for these resource types contain an additional
set of steps for modifying your security settings. Use the last column in the displayed table to view the
authorization type for each resource configuration per application module. You can modify the
corresponding authentication method only if the authorization type is container. Container-managed
authorization indicates that the product performs signon to the resource rather than the enterprise bean
code. The reconfiguring process differs slightly for each authentication method option:

— When you want to assign no authentication method to a resource:
1. Determine which resource configurations to designate with no authentication method.
2. Select the appropriate table rows.

3. Click Modify Resource Authentication Method and select None from the authentication
method options that are displayed above the table.

4. Click Apply.
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— When you want to assign the WebSphere Application Server DefaultPrincipalMapping login
configuration to a resource:

1.

4.
5.

You must apply this option to each resource individually if you want to designate different
authentication data aliases. See the topic, J2EE connector security, for more information about
the default mapping configuration.

Select the appropriate table rows.

Click Modify Resource Authentication Method and select Use default method from the list of
authentication method options that are displayed above the table.

Select an authentication data entry or alias from the list.
Click Apply.

— When you want to assign a trusted context to a resource:

1.

You must have a data source that is running at least DB2 Version 9.1 for z/OS, and the data
source must have trusted context enabled.

You must have a data source server that is running at least DB2 Version 9.1 for z/OS, and the
data source must have trusted context enabled.

Select the appropriate table rows that have trusted context enabled.

Click Modify Resource Authentication Method and select Use trusted connections from the
authentication method options that are displayed above the table.

Select an authentication alias from the list that matches an alias that is already defined in the
DB2 data source. If you do not have an alias defined that is suitable, you must define a new
alias.

Click Apply.

To edit the properties of the custom login configuration, click Mapping Properties in the table
cell.

— When you want to assign a custom Java Authentication and Authorization Service (JAAS) login
configuration to a resource:

1.

See the topic, J2EE connector security, for more information about custom JAAS login
configurations.

Select the appropriate table row.

Click Modify Resource Authentication Method and select Use custom login configuration
from the authentication method options that are displayed above the table.

Select an application login configuration from the list.
Click Apply.

To edit the properties of the custom login configuration, click Mapping Properties in the table
cell.

Set multiple JNDI names
Use this option to set the same JNDI name on multiple resources with one operation.

Click Set multiple JNDI names to display a menu of JNDI names. If you make a selection from this list, it
is applied to the Target Resource JNDI Name field of all the selected rows of the table.

Modify Resource Authentication Method
Use this panel to toggle the display of a panel above the table rows.

This use of this panel is described in the For data sources and connection factories section.

Extended Properties
Use this panel to set additional properties on the selected resource.
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Select a single table row and click Extended Properties to set additional properties on the selected
resource. For more details on using this function, see the documentation on extending DB2 data source
definitions at the application level.

Select
Select the check boxes of the rows that you want to edit.

Module
The name of a module in the application.

Bean
The name of an enterprise bean that is contained by the module.

URI

Specifies location of the module relative to the root of the application EAR file.

Resource Reference
The name of a resource reference that is used in the enterprise bean, if applicable, and is declared in the
deployment descriptor of the application module.

Target Resource JNDI name
The Java Naming and Directory Interface (JNDI) name of the resource that is the mapping target of the
resource reference.

Data type String

Login configuration
This column applies to data sources and connection factories only and refers to the authorization type and
the authentication method for securing the resource.

Mapping-configuration alias

This panel allows you to select a mapping configuration alias for the resource that you are configuring.
This panel is only available when security domains are defined. Security domains allow you to isolate
mapping configuration aliases between servers. The tree view is useful in determining the security domain
to which an alias belongs, and the tree view can help you determine the servers that will be able to access
each authentication alias. The tree view is tailored for each resource, so domains and aliases are hidden
when you cannot use them. For example, a cell-scoped security domain will be hidden from the tree if all
servers and clusters in the tree have defined their own security domain. If you are looking for an alias that
is not visible in the tree, it is because the alias cannot be used by any servers that have visibility to this
resource. In this case, you must define the alias at the global scope or in a different security domain that
is visible to this resource.

To view this administrative console panel:
1. You must have a security domain defined in the application server.
2. Click one of the following paths in the administrative console:

* Resources > JDBC > Data sources > data_source. Click Browse... in the security section for
Component-managed authentication alias or Container-managed authentication alias.

* Resources > JDBC > JDBC Providers > jdbc_provider > Data sources > data_source. Click
Browse... in the security section for Component-managed authentication alias or
Container-managed authentication alias.

* Resources > Resource Adapters > J2C connection factories > j2c_connection_factory. Click
Browse... in the security section for Component-managed authentication alias or
Container-managed authentication alias.
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Note: Be careful when selecting an alias, because it is possible to select an alias that is only accessible
by a subset of the servers that will use the resource. If you select a global alias, you are
guaranteed that an alias by that name will be accessible to all users of the resource. If the alias has
been overridden in a security domain, however, that alias will be used instead of the global one.
The tree view includes icons to help you select the proper alias:

« ! The alias is accessible by all servers that can access this resource.

. -ri"- There is at least one server that cannot access the alias. Check the tree view to see if this is
OK for the application that will be using this resource.

B
. 0 The alias is defined in multiple places.

Select a J2C authentication alias

Use this panel to select a Java 2 Connector (J2C) authentication alias for the resource that you are
configuring. This panel is available only when at least one security domain is defined and assigned a
scope that is applicable to the resource that is being edited. Additionally, that security domain must contain
at least one JAAS J2C Authentication alias. Security domains isolate J2C authentication aliases between
servers.

The tree view is useful in determining the security domain to which an alias belongs, and the tree view can
help you determine the servers that are able to access each authentication alias. The tree view is tailored
for each resource, so domains and aliases are hidden when you cannot use them. For example, a
cell-scoped security domain is hidden from the tree if all servers and clusters in the tree have defined their
own security domain. If you are looking for an alias that is not visible in the tree, it is because the alias
cannot be used by any servers that have visibility to this resource. In this case, you must define the alias
at the global scope or in a different security domain that is visible to this resource.

To view this administrative console panel:
