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About this publication

This white paper describes the performance difference among NFS, SMB, and
iSCSI network storage protocols when running FIO workloads in a KVM

environment.

Authors

Mike Anderson, Dr. Juergen Doelle

Remarks

The web links referred to in this paper are up to date as of October 12, 2017.

Notational conventions

The notational conventions used throughout this white paper are described here.

Table 1. Notation conventions

Symbol Full name Derivation

KiB kibibyte 2 ** 10 byte == 1024 byte

MiB mebibyte 2 ** 20 byte == 1048576 byte
GiB gibibyte 2 ** 30 byte == 1073741824 byte
KiB/s kibibyte per second 2 ** 10 byte / second

MiB/s mebibyte per second 2 ** 20 byte / second

GiB/s gibibyte per second 2 ** 30 byte / second

© Copyright IBM Corp. 2017, 2018
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Chapter 1. Abstract

iSCSI, NFS, and SMB protocols provide access to storage resources via a TCP/IP
network. While iSCSI provides block device access, NFS and SMB are file-level
access protocols. In cases where the devices are mounted on the KVM host (as in
our case) they could be functionally considered as equivalent when utilized for
KVM guest device attachment with image files.

This paper uses iSCSI, NFS, and SMB storage protocols for provisioning KVM
guest images in a KVM environment running on IBM Z.

An IBM V7000 provides a common storage back end (or backing store) for each of
the storage protocols.

Performance criteria of I/O throughput, I/O CPU cost, KVM guest CPU load, and
KVM host CPU load metrics are compared when running a file system workload.
Measurements are provided for each storage protocol individually, as well as an
overall comparison between protocols.

© Copyright IBM Corp. 2017, 2018 1
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Chapter 2. Summary

Measurements were taken using a workload that generated four 1/0O types:
Sequential read, sequential write, random read, and random write. The V7000
utilized for these measurements provided only FCP or iSCSI storage access. For
NFS and SMB we needed an additional protocol server to access the disk via FCP
and export them via the different network protocols.

The protocol server provided an additional 64 GiB page cache, which increases the
caching capacity of the whole system significantly. We can see this impact
especially for the sequential workloads. So far, for these workloads the comparison
has to be read with some caution, especially at the high end of the workload.

The review of the resulting data is provided in the following sections of this
document. Summary highlights are provided below.

Network tuning recommendations

Storage resources utilized in these measurements were accessed via TCP/IP
networks. Information provided in the white paper IKVM Network Performance -|
Best Practices and Tuning Recommendations|” (https://www.ibm.com /support/|
knowledgecenter/en/linuxonibm/liaag /wkvm/10wkvm00_2016.htm) was applied
to systems used for these measurements.

Sequential workloads

Measurements were collected when running sequential read and sequential write
workloads while scaling the number of jobs configured for each run. The workload
was run directly on the KVM guest. These results were observed:

* Low workload job counts with sequential read were affected by the KVM guest
page cache, with high cache hit ratios providing high throughput numbers with
a low amount of real disk 1/O, which lets the guest stay in the SIE execution
state. There are minor differences between the attachment modes; NFS has a
slight advantage in regard to transferred throughput per CPU.

* For each attachment type, sequential write shows different strengths and
weaknesses regarding throughput. SMB performs well at the low workload
level; iSCSI performs well for a medium workload level; NFS shows clear
strength in the high workload level area.

* For throughput transferred per CPU (CPU efficiency), each of the protocols were
closely clustered, with NFS exhibiting small leading values.

Random workloads

Measurements were obtained for the running of a random read and random write
workload while scaling the number of workload jobs. The workload was run
directly on the KVM guest. These results were observed:

* The random-read, low-workload counts show closely clustered throughput
values, with SMB leading in CPU efficiency. At medium workload counts, iSCSI
displays a few leading values for throughput, while NFS exhibits a few leading
values for CPU efficiency. Higher workload counts show SMB with leading
behavior in throughput and CPU efficiency.

© Copyright IBM Corp. 2017, 2018 3
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* The random write shows SMB with peak throughput for low, medium, and high
workload counts. SMB exhibits leading CPU efficiency for low and medium job
counts, with NFS displaying leading CPU efficiency in a few medium workload
counts.
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Chapter 3. Setup

Hardware setup

IBM Z LPAR

Two LPARs from a single z13 System were used for the measurements as shown in
One LPAR provided the KVM host capability, and the other LPAR

provided the protocol server.

Table 2. IBM Z hardware

Component Version

System 2964-701NE1

CPUs 16 Shared

Memory 64 GiB

Network Card OSA-Express5S 10Gb SR (59A3)
FICON Card FICON Express 165

IBM Storwize V7000

Measurements used an IBM Storwize V7000 Gen2 as shown in
Table 3. IBM Storwize V7000 hardware

Component

Description

Model

2076-524 (two node canisters)

Drives

(2TB 7200 RPM 12 Gb NL SAS) - Qty 24

Ports FC

16 Gb - Qty 4 per node canister

Ports iSCSI

10 Gb - Qty 4 per node canister

For more information, see “fFamily 2076 IBM Storwize V7000[’

(http:/ /www-01.ibm.com/common/ssi/ShowDoc.wss?docURL=/common/ssi/ |

[rep_sm/3/760/ENUS2076-_h03/index.html&lang=en&request_locale=en).

KVM host and guest sizing

provides a summary of CPU counts and memory sizes for each LPAR and

KVM guest.

Table 4. CPU and memory configuration

System CPU / VCPU Memory
KVM Host LPAR 16 (IFL) 65536 MiB
NFS / SMB Server LPAR 16 (IFL) 65536 MiB
KVM Guest 4 (VCPU) 2048 MiB

© Copyright IBM Corp. 2017, 2018
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Software setup

The following sections provide information about software levels used during
measurements.

KVM host software

A single distribution level for KVM host software was used for all measurements.

The version is shown in [Table 5

Table 5. KVM host versions

Package Version

Distribution KVM Development Driver
Kernel 4.6.0

Qemu 2.6.0

Libvirt 134

KVM guest software

A single distribution level for KVM guest software was used during the
measurements. This version is shown in [Table 6

Table 6. KVM guest versions

Package Version
Distribution SuSE SLES12 SP1
Kernel 3.12.67-60.64.24-default

Protocol server software

The distribution level used for the server providing NFS and SMB protocol-based
shares is shown in

Table 7. Protocol server

Package Version
Distribution SuSE SLES12 SP1
Kernel 3.12.67-60.64.24-default

Environment setup

The KVM host LPAR, the protocol server LPAR, and the V7000 storage system
make up the measurement environment as described above. In [Figure 1 on page 7|
an overview of the relationship of the components used in the measurement
environment is provided.
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IBM z13 LPAR (Protocol Server)
-16 CPUs
- 64 GiB Mem
- SLES12 SP1

NFS Export

| ”| NFS Server |<
1..128

IBM z13 LPAR (KVM Host)

-16 CPUs
- 64 GiB Mem
- Internal Driver
KVM Guest
-16 vCPUs 1..128
-2 GiB Mem C
- SLES12 SP1
Virtio Qemu

Image Devices

XFS Mounts

Y
DM Multipath
Devices

zFCP

F
SMB Share

OSA 10G

FCP

Figure 1. Measurement environment

Storage setup

The storage utilized for measurements consisted of storage provided directly from
a storage device for the block-based protocols and shares exported from a
configured protocol server for the file-based protocols.

NFS Export

SMB Share

iSCsI

h
-

NFS Client T

Mounts

SMB Client y

XFS Mount

SCSI

isCsl DM Multipath Devices
OSA 10G zFeP

10G Network

FCP

The same respective Logical Unit Number (LUN) is presented to either the KVM
host server or the NFS/SMB protocol server.

On the server (that is, KVM host system or protocol server system) where a LUN
is attached, Device Mapper Multipath (DMMP) is configured for the device. A
default multipath.conf file is used with the addition of a blacklist_exceptions
section as shown in [Figure 2 on page 8|
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/; cat /etc/multipath.conf
defaults {
default_features "1 queue_if_no_path"
user_friendly_names no
path_grouping_policy multibus

}

blacklist {
devnode "*"
}

blacklist_exceptions {
devnode "~dasd[a-z]+[0-9]*"
devnode "~sd[a-z]+[0-9]*"

}

\_ J
Figure 2. Multipath configuration file

A multipath output example is provided in

/; multipath -11 A
360050764008101929000000000000099 dm-1 IBM ,2145
size=45G features='l queue_if_no_path' hwhandler='0"' wp=rw
|-+- policy='service-time 0' prio=50 status=active
‘ - 6:0:0:84 sdza 130:576 active ready running

- 7:0:0:84 sdzr 131:592 active ready running
| |- 9:0:0:84 sdabm 134:576 active ready running
| ~- 8:0:0:84 sdabw 134:736 active ready running
“-+- policy='service-time 0' prio=10 status=enabled

- 3:0:0:84 sdxi 71:640 active ready running

- 4:0:0:84 sdx1 71:688 active ready running

- 2:0:0:84 sdyf 128:752 active ready running

T- 5:0:0:84 sdxv 128:592 active ready running

o %
Figure 3. Example multipath output

Each LUN presented by the storage device is partitioned with a single partition,
and then an XFS file system is created on this single partition. A QEMU raw image
is created in the file system and prepared with a partition and a XFS file system
prior to use by the KVM guest.

XFS file system

The file system selected for the measurements was XFS.

An example of the XFS mkfs command options used is shown in

$ mkfs -t xfs -L "A_LABEL" -f -m crc=0,finobt=0 A _DEVICE_NAME

Figure 4. Example mkfs command

While XFS does provide raid width and stride adjustments to match the
underlying physical disk structure, evaluation during initial setup did not show
consistent improvement when these values are adjusted.

Note: Metadatacyclic redundancy checks (CRCs) and directory entry file types are
now enabled by default in xfsprogs-3.2.3. Linux kernels 3.15 contain production
support for the new (v5) format. To ensure read /write access to XFS file systems in
the event that an older kernel is encountered during measurements, the older
format (v4) is selected with the options “-m crc=0 -n ftype=0" on the mkfs
command line. Users should follow distribution recommendations for XFS.
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QEMU image
A QEMU image was created on each disk file system, as shown in

KVM Guest /mnt/disk1 /mnt/... /mnt/diskN
A A
0 0
Partition 1 (xfs) Partition 1 (xfs)
\W/ \W/

Virtio File Virtio File

KVM Host \ \

QEMU Image File QEMU Image File
(File.img) (File.img)
/mnt/disk1 \/\ /mnt/... /mnt/diskN
» L
A}
Ny

Partition 1 (xfs) Partition 1 (xfs)

Disk / Share N

Disk / Share 1

Figure 5. QEMU image mapping

A 1:1 image-to-disk setup was selected to allow a balanced workload scaling. The
“preallocation” option of full ensures that space is preallocated prior to use.

An example of the gemu-img command options used is shown below in

C$ gemu-img create -f raw -o preallocation=full A_IMAGE_NAME 1G )

Figure 6. Example gemu-img command

I/O threads
QEMU 1/0 threads were used for all tests. A pool of sixteen I/O threads was
used. An I/0O thread from this pool was selected using a round-robin method and

assigned to an individual QEMU disk device.

Network setup
A single 10G network link using modified settings was used for communication to
the storage servers. Each LPAR utilized a different physical OSA network adapter

card.

The network settings were modified using information obtained from "|KV Vll
[Network Performance - Best Practices and Tuning Recommendations{’
(https:/ /www.ibm.com/ support/knowledgecenter/en/linuxonibm/liaag/wkvm/ |

[l0WkvmO00_2016.htm)).
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The tuning was applied through two files. One file adjusted the sysctl values as
shown in |[Figure %l

The second file added a udev rule file to adjust the transmit

queue and MTU values [Figure 8|

The sysctl.conf file configured with an rmem/wmem maximum value of

16M and a fin_timeout of 10 seconds. In the measurement environment the default

congestion control is cubic, so it was not set through the systctl file.

/; cat /etc/sysctl.d/90-sysct1-netbp-example.conf h
net.core.netdev_max_backlog = 25000
net.ipvd.tcp_fin_timeout = 1
net.ipv4.tcp_max_tw_buckets = 450000
net.core.rmem_max = 16777216
net.core.wmem _max = 16777216
net.ipv4.tcp_rmem = 4096 87380 16777216
net.ipv4.tcp_wmem = 4096 16384 16777216
net.ipv4.tcp_tw_reuse =1
net.ipv4.tcp_limit_output_bytes = 131072
net.ipv4.tcp_low_latency = 0
net.ipv4.ip_forward=1
o %

Figure 7. Example sysctl configuration file

$ cat /etc/udev/rules.d/etc/udev/rules.d/90-netbp-settings-examples.rules

#

# Replace "10G_NET_DEV" with actual network device name.

# Set MTU and txqueuelen

#

KERNEL=="<10G_NET_DEV>", RUN+="/sbin/ip Tink set %k txqueuelen 2500"
KERNEL=="<10G_NET_DEV>", RUN+="/sbin/ip Tink set %k mtu 8192"

Figure 8. Example udev rules file

Storage protocols and transports

The following sections provide steps for configuring storage protocols and

transports on an LPAR for use by a KVM host and guest. These steps are a concise

set of instructions intended for persons familiar with Linux and KVM on IBM Z.

In these instructions:

+ All version numbers shown are examples. The version depends on the release

stream being used.

* Long command lines may be split using the “\” character to prevent truncation
of the output.

NFS

An NFS server is configured using an LPAR installed with a SLES12 SP1

Linux-based distribution.

NFS server setup

Evaluation runs utilized an LPAR installed with SLES12 SP1 to provide NFS file

services.

10 IBM Z - Network Storage Protocols in a KVM Environment



The SLES12 NFS server requires the following NFS packages which should be
automatically installed, in a default server installation:

nfs-kernel-server

nfsidmap
. Ensure that NFS4_SUPPORT is set to yes in /etc/sysconfig/nfs:

—_

$ grep"NFS4_SUPPORT" /etc/sysconfig/nfs
NFS4_SUPPORT="yes"

2. Ensure that the “Domain” setting in /etc/idmapd.conf is set to the domain
name for which your system is configured:

$ grep "Domain"
Domain = example.com

3. Reload nfs-idmapd.service:

G systemct]l reload nfs-idmapd.service

4. Enable NFS service on boot:

G systemctl enable nfsserver

5. Configure /etc/exports:

§ cat /etc/exports

/mnt/test128 +*(rw,wdelay,no_root_squash,no_subtree_check,sec=sys,rw,\
secure,no_root_squash,no_all_squash)

-

NFS client setup

Mount the NFS export on the client:

G mount -t nfs4 -o "vers=4,rw,rsize=1048576,wsize=1048576,sync,hard" )

Note: The sync mount option ensures that data is committed to disk prior to the
write being acknowledged. The async option may yield better performance, but the
user must ensure that the data can handle a possible data corruption event related
to a server reboot. Refer to: /Optimizing NFS Performance|’ (http:/ /|
[nfs.sourceforge.net/nfs-howto/ar01s05.html).

SMB

An SMB server is configured using an LPAR installed with a SLES12 SP1
Linux-based distribution.

The Samba server needs the following packages installed:
* samba

¢ samba-client

The Samba client system needs the following packages installed:
* samba-client

¢ samba-common

Chapter 3. Setup 11
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¢ samba-common-tools

SMB server setup
1. Verify that the firewall service is configured correctly for SMB.

2. Verify that samba and samba-client package are installed:

$ rpm -q samba samba-client
samba-4.2.4-4.19.s390x
samba-client-4.2.4-4.19.5390x

3. Update /etc/samba/smb.conf:

\
§ cat /etc/samba/smb.conf
# For testing
guest ok = yes
read only = no
browseable = yes
load printers = no
printing = bsd
printcap name = /dev/null
disable spoolss = yes
%ﬁé]ude = /etc/samba/test_smb.conf
\_ - /
4. Add share:

$ cat /etc/samba_test_smb.conf

[test001]
path = /mnt/test001

5. Add sambaTest user:

$ useradd -M -s /shin/nologin sambaTest

$ passwd <password> sambaTest

§ smbpasswd -a sambaTest

$ smbpasswd -e sambaTest

$ groupadd testGroup

$ usermod -a -G testGroup sambaTest

$ chown -R sambaTest:testGroup /mnt/testx
$ chmod 2775 /mnt/test001

- J

Note: Refer to: “/Samba Standalone Server|’ (https://wiki.samba.org/|
findex.php/Standalone_server).

6. Start smb and nmb services:

§ systemctl start smb.service
§ systemct] start nmb.service

SMB client setup

1. Install samba-client and cifs-utils:

(E yum install samba-client cifs-utils

2. List shares:

(E smbclient -L \10.196.35.254 -N

IBM Z - Network Storage Protocols in a KVM Environment
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3. Set uid and gid on mount:

$ mount -t cifs -o vers=2.1,username='sambaTest',password="'<password>" \
,uid=107,9i1d=107 //10.196.35.254/test001 /mnt/test001

Notes:

* The test setup utilizes SMB 2.1.

* The uid must be set to 107 (qemu) to avoid failures on virsh attach.
4. Since SELINUX is enabled, virt bools need to be set:

$ setsebool -P virt_use_nfs on
$ setsebool -P virt_use_samba on

iSCSI client setup

1. Check iscsid.socket service:

(E systemctl status iscsid.socket :)

2. Set initiatorname:

§ cat /etc/iscsi/initiatorname.iscsi
InitiatorName=iqn.1986-03.com.ibm:boeblingen.3235.r37.r371p34

3. Restart iscsid.service service:

G systemctl restart iscsid.service )

4. Set node startup to the preferred mode. For these measurement runs, manual
mode was selected.

$ grep node.startup /etc/iscsi/iscsid.conf
# node.startup = automatic

node.startup = manual

5. Set discovery:

§ iscsiadm -m discovery -t sendtargets -p 10.0.78.1:3260
$ iscsiadm -m discovery -t sendtargets -p 10.0.78.2:3260

Note: The startup mode selected can be verified for the node records by
running this command:

Gscsiadm --mode node -o show | grep startup )

6. Login to all targets:

G iscsiadm -m node -L all )

Chapter 3. Setup 13
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Chapter 4. FIO workload

The Flexible I/0 Tester (FIO) was utilized to generate load for all runs; see
“Flexible I/O Tester{” (https://github.com/axboe/fio).

Sequential read and sequential write I/O load used the following FIO parameters:

Number of Jobs: 128, 64, 32, 16, 8,4, 2, 1
Direct I/0: Off

Async 1/0: Off

1/0 Block size: 128K

Total I/O per job: 512 MiB

Random read and random write I/O load used the following FIO parameters:

Number of Jobs: 128, 64, 32, 16, 8,4, 2, 1
Direct I/O: On

Async I/0O: On

1/0 Block size: 8K

Total 1/0O per job: 512 MiB

The FIO workload is scaled by increasing the number of jobs. Each job is per
QEMU image, and one QEMU image resides on a disk/share.

© Copyright IBM Corp. 2017, 2018 15
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Chapter 5. Measurements

The following sections contain the results of running the FIO workload on a KVM
guest for each IO type:

* Sequential reads
* Sequential writes
* Random reads

¢ Random writes

The figures shown in each section contain 2x2 plots with the following sub plots:

* Top left chart - Normalized throughput. MB/s for sequential runs and IOPS for
random runs.

 Top right chart - Normalized read throughput per CPU load.
* Bottom left chart - CPU load KVM host (includes load of the KVM guest).
* Bottom right chart - CPU load KVM guest.

Sequential read

This section contains measurements for running an FIO sequential-read workload
while scaling the number of FIO jobs.

A normalized comparison of the protocols as a group is presented in the first
sub-section, followed by a sub-section for each individual protocol.

Comparison sequential read

In [Figure 9 on page 18|a sequential-read FIO workload is running against a file
system. The workload is scaled from 1 to 128 jobs. Values for each of the protocols
(iSCSI, NFS, SMB) are plotted. The throughput plot is normalized to 1 SMB job.

© Copyright IBM Corp. 2017, 2018 17
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Figure 9. Compatrison - sequential read

1 through 2 workload jobs:

* As described in prior sub-sections, the behavior here is affected by the KVM
guest page cache.

* SMB has the highest throughput, followed by NFS. iSCSI has the lowest
throughput, which appears affected by the I/O stack overhead for iSCSI 1/Os on
the KVM host vs the NFS/SMB protocols.

* The CPU load is the same for all three attachment types.

4 workload jobs:

* The relation of the performance from the various protocols stays the same, but
the total throughput takes a severe hit when the page cache is exceeded.
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* Increased network utilization, starting at 4 workload jobs, appears to affect
throughput levels.

* As indicated in the previous section, SMB shows the highest CPU load.

8 through 128 workload jobs:

The iSCSI, NFS, and SMB results are closely clustered. iSCSI and SMB exhibit a
small throughput advantage over each other in a few workload jobs.

* NFS shows a slight advantage in throughput efficiency. SMB has the lowest
throughput per CPU, trending lower with the increased number of workload
jobs.

iSCSI sequential read

In [Figure 10 on page 20|a sequential-read FIO workload is running against a file
system using iSCSI connected devices. The workload is scaled from 1 to 128 jobs
running on the KVM guest. The V7000 storage devices are directly attached to the
KVM host system via iSCSL
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Figure 10. iSCSI sequential read

20

High throughput levels are observed for all protocols with a workload of 1 and 2
jobs, as the KVM guest page cache can contain the total file size being used for
these measurement runs. The CPU load level on the guest and host closely tracks
the number of workload jobs at 1 and 2 jobs. The close tracking of CPU load
appears related to satisfying the I/O request from the guest page cache, reducing
the number of Start Interpretive Execution (SIE) exits for 1/0.

Starting at 4 jobs, the total file size exceeds what the KVM guest page cache can
hold, leading to a substantial drop in throughput as page reclaim and read
requests directly from the virtual device increase. This triggers device I/O in the
KVM host, increasing the number of SIE exits for IO.
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NFS sequential read

In a sequential-read FIO workload is running against a file system using
NFS-connected shares. The workload is scaled from 1 to 128 jobs running on the
KVM guest. The storage space is provided from the protocol server contributing an
additional 64 GiB of page cache.
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Figure 11. NFS sequential read

Similar to the observation above, high levels of throughput are observed with a
workload of 1 and 2 jobs, as the KVM guest page cache can contain the total file
size being used for the measurement run. The CPU load level on the guest and
host closely tracks the number of workload jobs at 1 and 2 jobs. The close tracking
of CPU load appears related to satisfying the I/O request from the guest page
cache.
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Starting at 4 jobs, the total file size exceeds what that page cache can hold, leading
to a substantial drop in throughput as page reclaim and read requests from the
virtual device increase.

SMB sequential read

In a sequential-read FIO workload is running against a file system using
SMB-connected shares. The workload is scaled from 1 to 128 jobs running on the
KVM guest. The storage space is provided from the protocol server contributing an
additional 64 GiB of page cache.
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Figure 12. SMB sequential Read

Similar to the observation seen for iSCSI and NFS, high levels of throughput are
observed with a workload of 1 and 2 jobs, as the KVM guest page cache can
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contain the total file size being used for the measurement run. The CPU load level
on the guest and host closely tracks the number of workload jobs at 1 and 2 jobs.

The close tracking of CPU load appears related to satisfying the I/O request from
the page cache.

Starting at 4 jobs, the total file size exceeds what that page cache can hold, leading
to a substantial drop in throughput as page reclaim and read requests from the
virtual device increase. The SMB workload does exhibit an increasing CPU load
tracking the increase in workload jobs. The increase in the number of workload
jobs leads to a increase in the number of cifsd processes that must be scheduled on
the KVM host.

Sequential write

This section contains measurements for the running of an FIO sequential write
workload while scaling the number of FIO jobs. The FIO workload is run directly
on the KVM guest.

A normalized comparison of the protocols as a group is presented in the first
sub-section, followed by a sub-section for each individual protocol.

Comparison sequential write

In [Figure 13 on page 24| a sequential-write FIO workload is running against a file
system. The workload is scaled from 1 to 128 jobs. Values for each of the protocols
(iSCSL, NFS, SMB) are plotted. The throughput plot is normalized to 1 SMB job.
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Figure 13. Comparison - sequential write

24

1 through 2 workload jobs:
* SMB provides leading throughput, but NFES leads in CPU efficiency.

4 through 16 workload jobs:

+ iSCSI and SMB shows leading peaks for throughput, but SMB exhibits leading
values for CPU efficiency.

32 through 128 workload jobs:
* NFS provides leading throughput and CPU efficiency.
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iSCSI sequential write

In a sequential-write FIO workload is running against a file system using
iSCSI connected devices. The workload is scaled from 1 to 128 jobs running on the
KVM guest. The V7000 storage devices are directly attached to the KVM host
system via iSCSI.
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Figure 14. iSCSI sequential write

iSCSI throughput peaks at 8 jobs. Throughput substantially decreases from 32 to
128 jobs. I/O service time data collected during the measurement runs show a
doubling from 16 and 32 jobs and continue to substantially increase through 128
jobs. This behavior appears to be contributed to by exceeding the capability of the
V7000 configuration used for these measurements. The CPU load is relatively
related with the throughput, showing some additional management effort with the
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increasing amount of workload jobs. The amount of throughput per CPU decreases
with the higher number of workload jobs.

NFS sequential write

In a sequential-write FIO workload is running against a file system using
NFS connected shares. The workload is scaled from 1 to 128 jobs running on the
KVM guest. The storage space is provided from the protocol server contributing an
additional 64 GiB of page cache.
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Figure 15. NFS sequential write

Throughput shows small variations through all workload job counts. The steady
increase in CPU load up to 16 jobs coincides with increased cache write-back
activity.
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SMB sequential write

In a sequential-write FIO workload is running against a file system using
SMB-connected shares. The workload is scaled from 1 to 128 jobs running on the
KVM guest. The storage space is provided from the protocol server contributing an
additional 64 GiB of page cache.
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Figure 16. SMB sequential write

Throughput shows minor variation up to 16 jobs. The steady increase in CPU load
up to 16 jobs coincides with increased cache write-back activity. The reduction in
throughput starting at 32 jobs coincides with increased service time.
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Random read

This section contains measurements for the running of an FIO random read
workload while scaling the number of FIO jobs. The FIO workload is run directly
on the KVM guest.

A normalized comparison of the protocols as a group is presented in the first
sub-section, followed by a sub-section for each individual protocol.

Comparison random read

In [Figure 17 on page 29| a random-read FIO workload is running against a file
system. The workload is scaled from 1 to 128 jobs. Values for each of the protocols
(iSCSI, NFS, SMB) are plotted. The throughput plot is normalized to 1 SMB job.
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Figure 17. Comparison - random read

1 through 4 workload jobs:
* Closely clustered throughput values with SMB leading in CPU efficiency.

8 through 32 workload jobs:

* Increasing throughput values with iSCSI leading at the higher workload job
counts. NFS exhibiting leading CPU efficiency at the higher workload job counts.

64 through 128 workload jobs:
* SMB showing leading behavior in throughput and CPU efficiency.
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iSCSI random read

In a random-read FIO workload is running against a file system using
iSCSI-connected devices. The workload is scaled from 1 to 128 jobs running on the
KVM guest. The V7000 storage devices are directly attached to the KVM host
system via iSCSI.
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Figure 18. iSCSI random read

iSCSI throughput measurement peaks at 16 jobs and stays constant for 32 jobs.
CPU load on the KVM host reaches a peak of 2.5 CPUs at 32 jobs. Reviewing data
collected during the runs, it was observed that I/O service-time increases by a
factor of 7 between 32 and 64 jobs, mirroring the fall off of throughput starting at
64 jobs.
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NFS random read

In a random-read FIO workload is running against a file system using
NFS-connected shares. The workload is scaled from 1 to 128 jobs running on the
KVM guest. The storage space is provided from the protocol server contributing an
additional 64 GiB of page cache.
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Figure 19. NFS random read

NFS throughput measurement peaks at 16 jobs, similar to iSCSI. KVM host CPU
load also peaks at 32 jobs. Similar throughput fall-off is visible starting at 64 jobs.

SMB random read

In [Figure 20 on page 32|a random-read FIO workload is running against a file
system using SMB-connected shares. The workload is scaled from 1 to 128 jobs
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running on the KVM guest. The storage space is provided from the protocol server
contributing an additional 64 GiB of page cache.

Summary SMB Random Read Single Guest
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Figure 20. SMB random read

SMB shows some unusual behavior, with a peak at 64 jobs and a valley at 32 jobs
for throughput. We see a gradual increase until 16 jobs and then a drop at 32.

Random write

This section contains measurements for the running of an FIO random-write
workload while scaling the number of FIO jobs. The FIO workload is run directly
on the KVM guest.
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A normalized comparison of the protocols as a group is presented in the first
sub-section, followed by a sub-section for each individual protocol.

Comparison random write

In a random-write FIO workload is running against a file system. The
workload is scaled from 1 to 128 jobs. Values for each of the protocols (iSCSI, NFS,
SMB) are plotted. The throughput plot is normalized to 1 SMB job.

iSCSI/NFS/SMB Random Write Compare Single Guest
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Figure 21. Comparison - random write

1 through 2 workload jobs:
* SMB peak throughput and peak CPU efficiency.

4 through 32 workload jobs:
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* NFS lags SMB in throughput, but leads in CPU efficiency for a number of
workload jobs.

64 through 128 workload jobs:
* SMB peak throughput and peak CPU efficiency.

iSCSI random write

In a random-write FIO workload is running against a file system using
iSCSI connected devices. The workload is scaled from 1 to 128 jobs running on the
KVM guest.The V7000 storage devices are directly attached to the KVM host
system via iSCSI.
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Figure 22. iSCSI random write
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Throughput increases from 1 to 32 jobs, with a peak at 32 jobs. The CPU peak is
also at 32 jobs with consumption of 2 CPUs. The CPU cost with 2 jobs or more
increases with the increasing amount jobs, indicated by the decreasing amount of
throughput per CPU.

NFS random write

In a random-write FIO workload is running against a file system using
NFS-connected shares. The workload is scaled from 1 to 128 jobs running on the
KVM guest. The storage space is provided from the protocol server contributing an
additional 64 GiB of page cache.
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Figure 23. NFS random write
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Throughput peaks at 8 jobs and decreases with the increasing amount of FIO jobs.
CPU peaks just under 1 CPU. The CPU cost increases with two or more jobs and
levels out with 32 or more jobs, as shown in the constant throughput-per-CPU
chart.

SMB random write

In a random-write FIO workload is running against a file system using
SMB-connected shares. The workload is scaled from 1 to 128 jobs running on the
KVM guest. The storage space is provided from the protocol server, contributing
an additional 64 GiB of page cache.

Summary SMB Random Write Single Guest

Normalized Write Throughput - Normalized 1 job Normalized Write Throughput Per CPU Load
7 4.5
EEN SMB_KVM N SMB_KVM
4.0
° g
35 8
2
=
g 5
@ 08
123
] 3
<
54 25 £
T =
5 <
2 T
2 5 2.0 3
3 -
2 5
E &
o 15 =
= =
= 3
22 a2
=]
1.0 3
g
=
) =
I 05
0 0.0
-~ ~ < © ©o N < «© — o~ < © © o < ©
= » & I < ® S S
Number of Workload Jobs Number of Workload Jobs
CPU Load KVM Host CPU Load KVM Guest
4.0 4.0
EE SMB_KVM E SMB_KVM
35 35
g 5
2 3.0 3.0 g
2 o
5 2
H 3
3 25 25 %
. a
B =
a 3
g 2.0 20 &
= kS
3 =
I H
3
E 15 15 8
F] g
8 4
- =)
1.0 10 o
2 5]
o
) I I I I )
0.0 - . — [— - . - - 0.0
Number of Workload Jobs Number of Workload Jobs

Figure 24. SMB random write
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Throughput peaks at 16 jobs. CPU peaks just under 2 CPUs. The throughput
increases with the increasing amount of jobs, with a peak at 16 jobs; then it
decreases. The CPU load shows a corresponding behavior, where the highest
throughput values are at the low and high end of the amount of jobs.
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This information was developed for products and services offered in the U.S.A.

IBM® may not offer the products, services, or features discussed in this document
in other countries. Consult your local IBM representative for information on the
products and services currently available in your area. Any reference to an IBM
product, program, or service is not intended to state or imply that only that IBM
product, program, or service may be used. Any functionally equivalent product,
program, or service that does not infringe any IBM intellectual property right may
be used instead. However, it is the user's responsibility to evaluate and verify the
operation of any non-IBM product, program, or service.

IBM may have patents or pending patent applications covering subject matter
described in this document. The furnishing of this document does not grant you
any license to these patents. You can send license inquiries, in writing, to:

IBM Director of Licensing
IBM Corporation

North Castle Drive
Armonk, NY 10504-1785
US.A.

For license inquiries regarding double-byte (DBCS) information, contact the IBM
Intellectual Property Department in your country or send inquiries, in writing, to:

IBM World Trade Asia Corporation
Licensing 2-31 Roppongi 3-chome, Minato-ku
Tokyo 106-0032, Japan

The following paragraph does not apply to the United Kingdom or any other
country where such provisions are inconsistent with local law:
INTERNATIONAL BUSINESS MACHINES CORPORATION PROVIDES THIS
PUBLICATION “AS IS” WITHOUT WARRANTY OF ANY KIND, EITHER
EXPRESS OR IMPLIED, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED
WARRANTIES OF NON-INFRINGEMENT, MERCHANTABILITY OR FITNESS
FOR A PARTICULAR PURPOSE. Some states do not allow disclaimer of express or
implied warranties in certain transactions, therefore, this statement may not apply
to you.

This information could include technical inaccuracies or typographical errors.
Changes are periodically made to the information herein; these changes will be
incorporated in new editions of the publication. IBM may make improvements
and/or changes in the product(s) and/or the program(s) described in this
publication at any time without notice.

Any references in this information to non-IBM Web sites are provided for
convenience only and do not in any manner serve as an endorsement of those Web
sites. The materials at those Web sites are not part of the materials for this IBM
product and use of those Web sites is at your own risk.

IBM may use or distribute any of the information you supply in any way it
believes appropriate without incurring any obligation to you.
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Licensees of this program who wish to have information about it for the purpose
of enabling: (i) the exchange of information between independently created
programs and other programs (including this one) and (ii) the mutual use of the
information which has been exchanged, should contact:

IBM Corporation

Software Interoperability Coordinator, Department 49XA
3605 Highway 52 N

Rochester, MN 55901

USA.

Such information may be available, subject to appropriate terms and conditions,
including in some cases, payment of a fee.

The licensed program described in this information and all licensed material
available for it are provided by IBM under terms of the IBM Customer Agreement,
IBM International Program License Agreement, or any equivalent agreement
between us.

Any performance data contained herein was determined in a controlled
environment. Therefore, the results obtained in other operating environments may
vary significantly. Some measurements may have been made on development-level
systems and there is no guarantee that these measurements will be the same on
generally available systems. Furthermore, some measurements may have been
estimated through extrapolation. Actual results may vary. Users of this document
should verify the applicable data for their specific environment.

Information concerning non-IBM products was obtained from the suppliers of
those products, their published announcements or other publicly available sources.
IBM has not tested those products and cannot confirm the accuracy of
performance, compatibility or any other claims related to non-IBM products.
Questions on the capabilities of non-IBM products should be addressed to the
suppliers of those products.

All statements regarding IBM's future direction or intent are subject to change or
withdrawal without notice, and represent goals and objectives only.

All IBM prices shown are IBM's suggested retail prices, are current and are subject
to change without notice. Dealer prices may vary.

This information is for planning purposes only. The information herein is subject to
change before the products described become available.

This information contains examples of data and reports used in daily business
operations. To illustrate them as completely as possible, the examples include the
names of individuals, companies, brands, and products. All of these names are
fictitious and any similarity to the names and addresses used by an actual business
enterprise is entirely coincidental.

COPYRIGHT LICENSE:

This information contains sample application programs in source language, which
illustrate programming techniques on various operating platforms. You may copy,
modify, and distribute these sample programs in any form without payment to
IBM, for the purposes of developing, using, marketing or distributing application
programs conforming to the application programming interface for the operating
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platform for which the sample programs are written. These examples have not
been thoroughly tested under all conditions. IBM, therefore, cannot guarantee or
imply reliability, serviceability, or function of these programs.

Each copy or any portion of these sample programs or any derivative work, must
include a copyright notice as follows:

© (your company name) (year). Portions of this code are derived from IBM Corp.
Sample Programs. © Copyright IBM Corp. _enter the year or years_. All rights
reserved.

If you are viewing this information in softcopy, the photographs and color
illustrations may not appear.

Trademarks

IBM, the IBM logo, and ibm.com® are trademarks or registered trademarks of
International Business Machines Corp., registered in many jurisdictions worldwide.
Other product and service names might be trademarks of IBM or other companies.
A current list of IBM trademarks is available on the Web at "Copyright and
trademark information" at |ttp:/ /www.ibm.com/legal /copytrade.shtml|

Adobe is either registered trademarks or trademark of Adobe Systems Incorporated
in the United States, and/or other countries.

Java™ and all Java-based trademarks and logos are trademarks or registered
trademarks of Oracle and/or its affiliates.

Linux is a registered trademark of Linus Torvalds in the United States, other
countries, or both.

Other company, product, or service names may be trademarks or service marks of
others.

Terms and conditions

Permissions for the use of these publications is granted subject to the following
terms and conditions.

Personal Use: You may reproduce these publications for your personal,
noncommercial use provided that all proprietary notices are preserved. You may
not distribute, display or make derivative works of these publications, or any
portion thereof, without the express consent of the manufacturer.

Commercial Use: You may reproduce, distribute and display these publications
solely within your enterprise provided that all proprietary notices are preserved.
You may not make derivative works of these publications, or reproduce, distribute
or display these publications or any portion thereof outside your enterprise,
without the express consent of the manufacturer.

Except as expressly granted in this permission, no other permissions, licenses or

rights are granted, either express or implied, to the publications or any data,
software or other intellectual property contained therein.
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The manufacturer reserves the right to withdraw the permissions granted herein
whenever, in its discretion, the use of the publications is detrimental to its interest
or, as determined by the manufacturer, the above instructions are not being
properly followed.

You may not download, export or re-export this information except in full
compliance with all applicable laws and regulations, including all United States
export laws and regulations.

THE MANUFACTURER MAKES NO GUARANTEE ABOUT THE CONTENT OF
THESE PUBLICATIONS. THESE PUBLICATIONS ARE PROVIDED "AS-IS" AND
WITHOUT WARRANTY OF ANY KIND, EITHER EXPRESSED OR IMPLIED,
INCLUDING BUT NOT LIMITED TO IMPLIED WARRANTIES OF
MERCHANTABILITY, NON-INFRINGEMENT, AND FITNESS FOR A
PARTICULAR PURPOSE.
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