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About this publication

This paper demonstrates how to set up, configure, and exploit the advantages that
HiperSockets " offer in an environment supporting KVM virtual machines.

Author

Mark A. Peloquin

Remarks

The web links referred to in this paper are up to date as of February 15, 2018.

Notational conventions

The notational conventions used throughout this white paper are described here.

Table 1. Notational conventions

Symbol Full name Derivation

KiB kibibyte 2 ** 10 byte == 1024 byte

MiB mebibyte 2 ** 20 byte == 1048576 byte
GiB gibibyte 2 ** 30 byte == 1073741824 byte
KiB/s kibibyte per second 2 ** 10 byte / second

MiB/s mebibyte per second 2 ** 20 byte / second

GiB/s gibibyte per second 2 ** 30 byte / second
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Chapter 1. Overview

IBM® Z platforms are the latest generation in IBM's family of mainframe offerings.
IBM's mainframes have a long legacy since being first produced over 50 years ago.
The system technology has continued to expand and evolve, enabling IBM
mainframe releases to continue to offer capabilities and features that enterprise
customers require.

Performance note: Any performance data contained herein was determined in a
controlled environment. Therefore, the results obtained in other operating
environments may vary significantly. Measurements have been made on
development-level code, and there is no guarantee that these measurements will be
the same on generally available releases. Actual results may vary.

The IBM Z family maintains full backward compatibility. In effect, current
systems are the direct, lineal descendants of System/360, announced in 1964,
and the System /370 from the 1970s. Many applications written for these
systems can still run unmodified on the newest IBM Z system over five decades

later.!, 2

Over several decades, as more and more software stacks and operating system
choices have been added to the IBM Z software catalog (while maintaining full
backward compatibility), the IBM mainframe has become a virtual Swiss Army
knife in terms of all the things it can do.

1.|“IBM Z”| (https:/ /www.ibm.com/it-infrastructure / z)
2.["IBM z14"| (https:/ /www.ibm.com/de-en/marketplace/z14#product-header-top)

© Copyright IBM Corp. 2018 1
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Figure 1. High-level overview of the IBM Z mainframe

shows an overview of the IBM Z integrated virtualization capabilities.
PR/SM" allows the system resources (CPUs, memory, I/O adapters) to be
dedicated or shared across up to 85 logical partitions. Each of the logical partitions
(LPARs) can be installed with a variety of target operating systems. z/OS® and
z/VM® have been available for a long time, and Linux has also been supported for
a number of years.

Using the combination of KVM virtualization and IBM Z and LinuxONE, you
have the performance and flexibility to address the requirements of multiple,
differing Linux workloads. KVM’s open source virtualization on IBM Z and
LinuxONE allows businesses to reduce costs by deploying fewer systems to run
more workloads, sharing resources, and improving service levels to meet
demand.?*

3.["KVM base technology”| (https:/ /www.ibm.com /support/knowledgecenter /linuxonibm/liaaf /Inz_r_kvm_base.html)
4.[“IBM Linux on Z and LinuxONE"| (https:/ /www.ibm.com /developerworks/linux/linux390/index.html)). See this website for
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Chapter 2. Introduction

The IBM Z platforms provide the HiperSockets technology feature for high-speed
communications among partitions. HiperSockets can provide in-memory TCP/IP’
connections among LPARs running several different operating systems, including
z/0S, z/VM, and Linux on Z.

Although applications perceive no functional differences, HiperSockets require less
processing overhead on either side of the connections, improving performance.
Since they are memory-based, they operate at memory speeds, reducing network
latency and improving end-user performance, especially for complex applications
that would otherwise require multiple network hops to fulfill requests.
HiperSockets also provide security benefits, especially on the memory
key-protected mainframe, even without encryption, because there is no
opportunity to intercept a network connection. Moreover, HiperSockets improve
reliability and availability because there are no network hubs, routers, adapters, or
wires to break.

KVM is a virtualization infrastructure that enables the Linux kernel to become a
hypervisor with the ability to run a separate and distinct operating system in a
virtual machine. Since 2015, IBM Z platforms have supported using KVM to create
and run multiple virtual machines or guests in an LPAR.

KVM virtual machines currently use the Open System Interconnection (OSI)° Layer
2 (Data Link Layer)’ model to enable virtual network devices configured within
the KVM guests to attach to and utilize network devices operating in the KVM
host environment. The KVM host network devices and supporting software drivers
then provide the means to allow the KVM virtual machine to communicate to
other network resources located within or external to the KVM host environment.
KVM guests require the KVM host interface being attached to also operate at Layer
2. This requirement limits KVM guests from directly attaching to interfaces
configured to operate at Layer 3 (Network Layer)®. A Layer 3 interface is required
to communicate with other LPARs installed with z/OS, z/VSE®, and potentially
some z/VM guests.

The typical network cards used in IBM Z platforms are called Open Standards
Adapters (OSA). OSA adapters have the ability to translate across OSA interfaces
that are configured for Layer 2 and Layer 3 and are typically used to connect
LPARs with different OSI model requirements. However, when using OSA
interfaces, throughput and latency are limited to the capabilities of the OSA cards.

HiperSockets are capable of higher speeds and lower latency and can provide an
excellent alternative for many KVM user scenarios.

This paper demonstrates how to set up, configure, and exploit the advantages that
HiperSockets offer in an environment supporting KVM virtual machines.

5.[TCP/IP,” Wikipedia| (https:/ /en.wikipedia.org/wiki/TCP/IP)

6.["Open System Interconnection model (OSI)”| (https:/ /en.wikipedia.org /wiki/OSI_model)

7.]“Layer 2 (Data Link Layer),” Wikipedia| (https://en.wikipedia.org/wiki/OSI_model#Layer_2:_Data_Link_Layer)
8.[“Layer 3 (Network Layer),” Wikipedial (https://en.wikipedia.org/wiki/OSI_model#Layer 3: Network_Layer)

© Copyright IBM Corp. 2018 3
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Objectives

This paper explores and provides details about how to do the following:

Exploit HiperSockets in a KVM environment as an alternative to using the
typical network configuration utilizing the Open Standards Adapter (OSA)
10GDbE network card. The highest performance OSA configuration using the
MacVTap driver in “bridge” mode was used as a baseline to compare
HiperSockets capabilities.

Exploit IP routing, to remove the limitations imposed when a KVM guest
interface is bound to dedicated KVM host network interface (like with

OSA /MacVTap), permitting the KVM guest to communicate externally using
any network interface available in the KVM host.

Exploit IP routing to provide transparent and seamless communication across
network interfaces configured to use different OSI network models (that is,
between Layer 2 and Layer 3). KVM guests currently only operates using Layer
2. IP routing enables KVM guests to communicate and interact with any
operating system supported on the IBM Z platforms including those that only
operate using, or that are configured for, Layer 3 (that is, z/OS, z/VSE, and
z/VM).

This paper documents how to set up and configure KVM virtual machines to use
HiperSockets with IP routing capabilities of the TCP/IP stack.

This paper provides a Network Performance comparison between both network
configurations and illustrates how HiperSockets can achieve greater performance
for many workload types, across a wide range of data-flow patterns, compared
with using an OSA 10GbE card.

4 Exploiting HiperSockets in a KVM Environment Using IP Routing with Linux on Z



Chapter 3. Findings summary

This paper demonstrates several findings that may be helpful to IBM Z customers.

These findings are:

1.

KVM can be configured to leverage HiperSockets for better overall performance
between logical partitions on the same system.

HiperSockets can provide better performance across all workload types.
However, for small transactional workloads, HiperSockets only outperforms
OSA at small or medium concurrency levels.

Better performance with HiperSockets typically means higher throughputs,
faster transaction times, and greater CPU efficiency (meaning either more data
transfer at the same processor consumption or the same data transfer with less
processor consumption).

Streaming reads perform better than streaming writes.

Note: The reason for this was not determined at the time this paper was
produced.

Using the IP routing capabilities of the TCP/IP stack eliminates the requirement
of binding a KVM guest interface to a single network interface in the KVM
host, as is done when using a MacVTap/OSA configuration or a
NAT-bridge/HiperSockets configuration. This allows the KVM guest the
flexibility to communicate externally from the KVM host using any interface (or
subnet) configured in the KVM host.

KVM guests operate using the OSI model Layer 2 mode. IP routing provides a
flexible and transparent conversion, allowing KVM guests to communicate with
KVM host interfaces operating in Layer 3 mode. z/OS logical partitions only
operate using Layer 3. IP routing enables KVM guests to communicate with
z/0S and z/VSE logical partitions or z/VM Layer 3 guests.

An alternative method for KVM guests to connect to the Layer 3 network
interface utilizes a NAT-bridge. However a NAT-bridge, like a MacVTap/OSA
configuration binds to a single network interface. The NAT-bridge also prevents
the KVM guests from running server applications because the NAT blocks
unsolicited requests from an outside source from being delivered to the KVM
guests. IP routing does not impose these restrictions and therefore supports
server applications running in the KVM guest.

HiperSockets are more CPU efficient than OSA for most of the tested workload
types. However, higher performance typically requires higher total CPU
consumption. If the workloads running in an LPAR are close to or reach the
limits of the CPU resources, the additional CPU consumption could create
quality of service impacts. In this case, using the OSA card may be better
choice.

Other than some upfront setup time to enable and configure HiperSockets, there is
very little reason not to leverage HiperSockets and IP routing in an IBM Z KVM
configuration. If the destination is another logical partition on the same system
with HiperSockets enabled, KVM (with a few added routing rules) can benefit
from all the advantages that HiperSockets offer. If the destination has no
HiperSockets configured, IP routing still allows KVM to use any other
interface/subnet/routes available in the KVM host. There is very little downside to
using IP routing, and much to be gained.

© Copyright IBM Corp. 2018
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Chapter 4. Test environment

The test environment used is described here.

System configurations

The network performance analysis utilized a basic IBM Z configuration. This
configuration used a pair of LPARs on an IBM z13® system. The configuration for
each LPAR is different. The first LPAR serving the role of the KVM host provides
the environment where the KVM virtual machine or guest will run. The second
LPAR serves as a separate system that will communicate and interact with the
KVM guest running in the first LPAR. The second LPAR is meant to emulate an
environment in which any supported OS and any workload could operate and
interact with the KVM guests.

This two-LPAR system configuration was used to test and evaluate two network
configurations. The first configuration used 10GbE OSA interfaces to communicate
across LPARs (see [Figure 2 on page 8), while the second network configuration

used a HiperSockets link with end-points located inside each LPAR (see

Each operating system environment was configured with 4 CPUs/vCPUs and 4
GiB of memory. The KVM host was configured to operate on twice these totals
because the KVM guest operates within the resources defined in the KVM host.
Resources not allocated to the KVM guests are left over for the KVM host's use.

To reduce possible variability across multiple network workload runs, both
Transparent Huge Pages (THP) and Simultaneous Multi-Threading (SMT) were

disabled using Linux kernel command line parameters.

The diagrams that follow illustrate the configuration details and the data flow
across the network components of each configuration.

© Copyright IBM Corp. 2018
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Figure 2. A typical network configuration using OSA 10 GbE interfaces connected via an
external network switch

The configuration in will be referred to here as the “OSA configuration.”
The MacVTap driver in bridge mode is used to attach the virtual network interface
from the KVM guest to the OSA interface in the KVM host. Historically, MacVTap
provided better overall performance than using a software bridge. Therefore,
MacVTap will be used as the performance baseline to compare to HiperSockets.

4 )
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4 GiB memory 8 GiB memory SUSE12-SP2
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- Layer 2
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Figure 3. A configuration that exploits a HiperSockets link to provide communication across
the LPARs.

The configuration in will be referred here to as the “HiperSockets
configuration.” When the MacVTap driver is not used to attach or bind a KVM
guest virtual interface to a network interface in the KVM host, a software bridge is
needed to provide the connection point for the KVM guest. In this HiperSockets
configuration, an Open vSwitch software bridge was used.
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Note: One should be aware that in this configuration the HiperSockets link to the
other LPAR could be used by any other KVM guests running on that host.

Operating system installation

Both LPARs were installed with a Fedora 23 driver, which contained:
* Linux kernel v4.4.0

* QEMU v2.8.0

* libvirtd v3.0.0

* Open vSwitch v2.5.0

On the KVM host (first LPAR), a single KVM virtual machine or guest was
defined, configured and installed with the SLES12 SP2 operating system.

These software levels were used to conduct performance measurements for both
the OSA and HiperSockets configurations.

The HiperSockets configuration did require some additional setup and
configuration steps to instantiate the Open vSwitch bridge, to provide a different
KVM guest virtual network definition and provide additional routing rules to
direct or steer the desired network traffic across the HiperSockets link.

KVM host network configurations

KVM on Z provides a variety of host OS network configuration methods for KVM
guests to use. The comparison in this paper leverages two Linux network
configuration choices that provide connectivity to the KVM guests, as described in
these sections:

+ ["KVM guest virtual network configuration using MacVTap”|

+ ["KVM guest virtual network configuration using Open vSwitch” on page 10|

KVM guest virtual network configuration using MacVTap

KVM guest definitions that dictate how a KVM guest is configured are performed
from within the KVM host environment. KVM guest definitions are specified using
an XML file that is processed by the libvirtd daemon. The XML file specifies most
of the hardware configuration characteristics of the KVM guest including the
virtual network descriptions.

To configure a KVM guest network interface to use the MacVTap driver, the XML
stanza to define the KVM guest's interface in the guest's libvirt XML configuration
file should include the following;:

<interface type="direct">
<mac address="12:34:56:78:9a:bc"/>
<source dev="05s_10g_1" mode="bridge"/>
<model type="virtio"/>
<driver name="vhost"/>

</interface>

The relevant xml tags here are:

<interface type="direct">
Used for MacVTap; specifies a direct mapping to an existing KVM host
device.

Chapter 4. Test environment 9



<source dev="kvm-host-device" mode="bridge">
Specifies the KVM host network interface name that will be used by the
KVM guest's MacVTap interface. The mode keyword defines which
MacVTap mode will be used.

The MAC address field is optional; if it is omitted, the libvirt daemon will generate
a unique address.

After the changes have been saved in the KVM guest's libvirt xml configuration
file, the libvirt daemon needs to be informed, using the following commands:

[[root@kvmhost ~# virsh undefine <kvm-guest-name> j

[root@kvmhost ~]# virsh define <kvm-guest-1ibvirt-xml-file>

A KVM guest definition can only be added when the KVM guest is not running.

Lastly, remember to restart the KVM guest for the changes to take effect. The
defined MacVTap interface will be persistent and automatically started whenever
the KVM guest restarts.

KVM guest virtual network configuration using Open vSwitch

Open vSwitch (OVS) is a production-quality, multilayer-virtual switch. It is
designed to enable massive network automation through programmatic extension,
while still supporting standard management interfaces and protocols (for example,
NetFlow, sFlow, IPFIX, RSPAN, CLI, LACP, and 802.1ag). In addition, it is designed
to support distribution across multiple physical servers similar to VMware's
vNetwork distributed vswitch or Cisco's Nexus 1000V. See the full feature list on
the Open vSwitch website.’

To use Open vSwitch, the service must be enabled and started using the following

commands:
[root@kvmhost ™~]# systemct] enable openvswitch.service
[root@kvmhost ~]# systemct] start openvswitch.service

Enablement and starting need only be done once and will persist across KVM host
restarts.

To create an Open vSwitch bridge use:

C[root@kvmhost ~]# ovs-vsctl add-br <bridge-name> )

In typical configurations, the bridge is directly attached to a dedicated network
interface in the KVM host. When this is done, the bridge and the attached KVM
guests are restricted to using only that host interface.

If multiple KVM host interfaces are available, it may be more desirable to allow
the KVM guest/software bridge to be able to direct network traffic to any network
interface in the KVM host. In this case the software bridge is not attached or
bound to any specific host interface. Instead, it is more desirable to let the TCP/IP

9.[“Open vSwitch feature list”| (http:/ /openvswitch.org/features)
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stack in the KVM host handle the routing of outbound traffic to the appropriate
interface based on the destination IP or subnet. This method of network traffic
steering is referred to here as IP routing.

To enable IP routing to direct inbound traffic correctly to the bridge, two more
items must be configured.

First, the KVM host must be configured to allow inbound network traffic to be
forwarded to the bridge. Ensure the following system setting is enabled:

[Eroot@kvmhost ~# sysctl net.ipv4.ip_forward :]

net.ipv4.ip_forward = 1;

If a value of 0 is returned, IP forward is disabled. Use the following command to
manually enable it:

[root@kvmhost ~]# sysctl -w net.ipv4.ip_forward
net.ipv4.ip_forward = 1;

This enables IP forwarding until the system is rebooted. To make this setting
persist, it needs to be added to the /etc/sysctl.conf file. Add or change the
net.ipv4.ip_forward line in your /etc/sysctl.conf file to net.ipv4.ip_forward=1.

The second configuration change needed for the bridge to receive inbound traffic is
to assign an IP address. IP routing relies on the content of the kernel's IP routing
table to determine to which interface network traffic should be directed. An IP
address and subnet entry is required to add the necessary rule(s) to the kernel's IP
routing table to enable the KVM host to determine the network interface to which
to deliver the inbound packet.

A software bridge can assume different roles. At a minimum a bridge controls
traffic flow between devices that are attached to the bridge. However, a bridge can
also behave as a standard network interface. To behave as a network interface the
bridge must be configured with an IP address and subnet. With its IP address and
subnet assigned, the bridge interface is added to the kernel's IP routing table and
then can be the source or destination for IP routing. For the desired behavior, our
bridge was configured as a network interface.

To assign the appropriate IP addresses and subnet, the following command was
used:

C[root@kvmhost ~]# ifconfig <bridge-name> <ip-address> netmask <net-mask> txqueuelen <va1ue>)

This command was added to the /etc/rc.d/rc.local file as a quick way to
persistently configure the bridge at each reboot. An alternative approach would
require creating an ifcfg-<bridge-name> script in /etc/sysconfig/network-
scripts.

To configure a KVM guest interface to use an Open vSwitch bridge, the XML

stanza to define the KVM guest's interface in the guest's libvirt XML configuration
file should include the following;:

Chapter 4. Test environment 11



<interface type="bridge">
<mac address="11:22:33:44:55:66">
<source bridge="bridge-name"/>
<virtualport type='openvswitch'/>
<model type="virtio"/>
<driver name="vhost"/>
</interface>

Replace the values for mac address and source bridge to match your
configuration.

For the KVM guest interface to connect to a bridge, use <interface type="bridge">
and specify the name of the bridge using <source bridge="bridge-name">.

For better performance throughput and latency, it is recommended that KVM
guests use the newer vhost-net driver, rather than the older paravirtualizated
virtio-net driver, by specifying the keyword <driver name="vhost'"/> in the guest's
Tibvirt configuration file. Vhost-net uses an in-kernel guest networking
performance enhancement that moves network packets between the guest and the
host system using the Linux kernel rather than QEMU. This avoids context
switches from the kernel to user space to improve overall performance.

When using an Open vSwitch bridge, it is required to not only specify the bridge
by name (<source bridge="bridge-name">) but to also specify <virtualport
type="openvswitch".

The MAC address field is optional; if it is omitted, the libvirt daemon will generate
a unique address.

After the changes have been saved in the KVM guest's 1ibvirt xml configuration
file, the libvirt daemon needs to be informed, using the following commands:

[root@kvmhost ~]# virsh undefine <kvm-guest-name>
[root@kvmhost ~]# virsh define <kvm-guest-1ibvirt-xml-file>

And lastly, remember to restart the KVM guest for the changes to take effect.
Modifying the kernel command line parameters

To configure some of the features and capabilities used in this paper, like
HiperSockets, it is necessary to modify the kernel command line.

To modify the kernel command line in a KVM on Z release, the file
/etc/zipl.conf must be modified. Use vi or a preferred text editor to open
/etc/zipl.conf:

(}root@kvmhost ~# vi /etc/zipl.conf :)

Details about zipl.conf can be viewed using man zipl.conf. The zipl.conf file is
organized into sections. The topmost section typically contains the default boot
options that the system will use unless the user manually interrupts the normal
boot process.

The default boot section is typically followed by one or more OS boot configs.
Each boot config starts with bootid enclosed in square brackets (“[” and “]”). The
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following lines contain a number of key=value pairs describing attributes and
settings used in this boot config. For readability, a key/value pair is normally
placed on a separate line.

The kernel boot option modifications used in this paper are all made or added to
the parameter= keyword. Keys can accept multiple values or other key=value pairs

separated by spaces, as long as the entire set of values is enclosed with quotes.

After making changes or additions to the kernel boot parameter values, save and
exit the file.

To apply the changes made to zipl.conf, use the following command:

[root@kvmhost ~]# zipl -V )

The zipl command parses and applies the zipl.conf contents, making them
available at the next system restart. Since the kernel command line options are
only loaded at boot time, it is necessary to restart the system after any kernel
command line changes.

After rebooting, the changes should be present in the active kernel command line.
The following command can be used to check:

C[r‘oot@kvmhost ~]# cat /proc/cmdline )

Configuring HiperSockets in Linux LPARs

HiperSockets are currently only supported at the LPAR level. To configure an
LPAR with a HiperSockets interface the following steps must be completed:
1. Select which HiperSockets configuration(s) to enable.

2. Modify the kernel command line in the boot configuration file to enable one or
more HiperSockets configurations.

3. Apply/commit the changes for the next/future restarts.
4. Restart the system to activate the enabled HiperSockets configuration(s).

5. Create a network configuration file for each newly enabled HiperSockets
device.

HiperSockets are supported in four different configurations. The functional
difference in the configurations is the MTU size that a specific HiperSockets
configuration supports. IBM Z currently supports HiperSockets with MTU sizes of
8, 16, 32 and 56 Kbytes.

The following table contains specific system attributes associated with each MTU
size. Choose the Device Address field that corresponds to the HiperSockets MTU
size to be enabled on the kernel command line.

Card type CHPID Device Address
FSZ 16K MTU 8K FB 8000 - 8002
FSZ 24K MTU 16K FC 8100 - 8102
FSZ 40K MTU 32K FD 8200 - 8202
FSZ 64K MTU 56K FE 8300 - 8302
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One of the values typically specified to the kernel boot parameter key is the
cio_ignore= keyword. cio_ignore is used to provide a blacklist to the kernel of
visible devices that should be ignored when the kernel boots. Some SAN
configurations present all available devices to any system attached to the SAN.
cio_ignore provides an easy way to specify which devices should or should not be
ignored for each boot configuration. Normally the cio_ignore= key is followed by
the all value. This instructs the kernel to ignore all devices. The all value is then
typically followed by one or more device addresses (separated by a comma) that
are not to be ignored. Devices not to be ignored begin with a not symbol (!)
symbol directly in front of the address. For example, !0.0.0001 implies that this
device should not be ignored or said another way, and it adds the device to the
kernel's whitelist.

Network devices are comprised of three subchannel devices (read, write, and data).
Each subchannel device has a unique address. All three subchannel addresses must
be specified in read, write, data order.

To add a HiperSockets device with a 56K MTU size to the kernel's whitelist, the
device addresses for that configuration must be added using the cio_ignore= key.
For example, suppose the system's cio_ignore= key looks like this:

(Z.. cio_ignore=all,!0.0.0001 ... ::

The kernel device whitelist currently only allows device 0.0.0001 to be visible at
kernel boot. To make the HiperSockets device with MTU 56k visible, the
cio_ignore= key would need to be changed to this:

(:.. cio_ignore=all,!0.0.0001,!0.0.8300,!0.0.8301,!0.0.8302 ... :)

See [“Modifying the kernel command line parameters” on page 12|to apply this
change and make it active.

In these LPAR configurations, the same HiperSockets configuration (MTU 56k) was
applied to both LPARs. After rebooting, each LPAR should have the configured
HiperSockets device available.

A network configuration file was then created for the new HiperSockets device in
each LPAR. The file /etc/sysconfig/network-scripts/ifcfg_hs56k_0 was created on
both LPARs with the following contents:

/BEVICE=h556k 0 B

NM_CONTROLLED="no"

ONBOOT=yes

BOOTPROTO=static

NETMASK=255.0.0.0

IPADDR=172.31.56.x

SUBCHANNELS=0.0.8300,0.0.8301,0.0.8302

NETTYPE=geth

TYPE=Ethernet

OPTIONS="checksumming=sw_checksumming buffer_count=128 Tayer2=0"

MACADDR="02:bb:83:xx:00:04"
o %

The device name is hs56k_0 to represent the first 56K HiperSockets interface. Other
56K HiperSockets devices could be created using the next group of three
subchannel device addresses (in this example, 8303-8305) and so on.
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For convenience, the IP addresses were made static and used 172.31.x.x part of the
private 20-bit block Class B address range (172.16.0.0 - 172.31.255.255)." The third
octet in the IP address was set to the MTU size (in KBs) of the HiperSockets
device, and the last octet used a unique number for the HiperSockets in each
LPAR. The HiperSockets in the KVM host was set to IP address 172.31.56.1, and
the HiperSockets in the other LPAR used 172.31.56.2. In order for the HiperSockets
to communicate, the devices must be on the same subnet. The subnet used here is
a Class B. The IP addresses and subnet class was arbitrarily chosen to meet the
needs of this configuration. HiperSockets can be configured using any suitable IP
addresses and subnets.

In a similar fashion the MACADDR= for each HiperSockets device was set with
the fourth byte displaying the LPAR number.

The OPTIONS= keyword specifies the configured OSI model. HiperSockets can
support Layer 2 or Layer 3. The option Layer2=0 really means that Layer 3 is
active. Layer 3 is used to emulate what a z/OS LPAR would be required to use.

IBM Z supports different types of network devices. For a HiperSocket device,
specify the settings NETTYPE=qeth and TYPE=ethernet.

Once these files have been created and modified accordingly for the device name,
IP, subnet, and MacAddr desired, save and exit the files.

On each LPAR, run the following command to bring the HiperSockets interface
online:

C[root@kvmhost ~]# ifup hs56k 0 )

Once the HiperSockets interface in each LPAR is online, each LPAR should be able
to ping the other:

) N
[root@kvmhost ~]# ping 172.31.56.2
PING 172.31.56.2 (172.31.56.2) 56(84) bytes of data.
64 bytes from 172.31.56.2: icmp_seq=1 tt1=64 time=0.055 ms
64 bytes from 172.31.56.2: icmp_seq=2 tt1=64 time=0.029 ms
[root@otherlpar ~]# ping 172.31.56.1
PING 172.31.56.1 (172.31.56.1) 56(84) bytes of data.
64 bytes from 172.31.56.1: icmp_seq=1 tt1=64 time=0.042 ms
\f4 bytes from 172.31.56.1: icmp_seq=2 tt1=64 time=0.028 ms )

At this point the HiperSockets interfaces should be fully functional and ready to be
used by the KVM guest to communicate with other LPARs.

Routing traffic from the KVM guest to other LPAR and back

In order to route outbound traffic from the KVM guest to flow across the
HiperSockets link and to route inbound traffic from the HiperSockets interface to
the KVM guest, additional routing rules need to be created. Routing typically
works by steering IP traffic in a subnet (matching specified criteria) to a specific
network interface. In this configuration, we want the outbound IP traffic from the
KVM guest to flow to the Open vSwitch bridge in the KVM host and then to be
routed to the HiperSockets interface in the KVM host. Likewise, we want the traffic

10.|"Private Network,” Wikipedia| (https:/ /en.wikipedia.org /wiki/Private_network])
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from the other LPAR on the other side of the HiperSockets link to be directed to
the subnet of the Open vSwitch bridge and the KVM guest.

A straightforward way to keep the routing rules less complex was to use a
different subnet for each of the routing targets. The KVM guest and Open vSwitch
operate on one subnet, the HiperSockets links operate on a second subnet, and the
default network environments on both LPARs use their own subnets. By having
these three subnet target types, it is easier to route the IP traffic as needed.

Subnet definitions in the HiperSockets configuration

For the measurements in this paper, the following IP and subnet definitions were
used:

Interfaces/ KVM Host Other LPAR KVM virtual Netmask
Subnet LPAR machine

10GbE OSA 10.131.11.253 10.131.12.254 n/a 255.0.0.0
Hipersockets 172.31.56.1 172.31.56.2 n/a 255.255.0.0
Open vSwitch 10.131.211.254 n/a 10.131.211.1 255.255.255.0

The 10GbE OSA interface in each LPAR used a separate OSA card and was
configured on a Class A subnet.

The HiperSockets links were configured using a Class B subnet. This selection was
arbitrary, based on the needs of this paper. The subnet could be anything from
Class A to Class C, depending on the number of HiperSockets interfaces in use or
other requirements of a specific configuration.

The KVM guest and the Open vSwitch bridge were configured using a Class C
subnet. The bridge was set to the highest IP value of .254. The first (and only)
KVM guest was set to .1, leaving sufficient IP addresses for a total of 252 more
guests.

Although both the subnet used by 10GbE OSA interfaces and the subnet used by
the KVM guest and Open vSwitch are 10.<something>, the use of a different
netmask for each results in both being treated as completely separate and distinct
subnets.

KVM guest routing rule configuration

The KVM guest used here was configured with two virtual interfaces. The first
interface (vic_10g_1) was configured with MacVTap and provided the management
interface for the test execution automation. This interface was also used to perform
MacVTap measurement used to compare with the HiperSockets results. The second
interface (vic_10g_2) was configured to the Open vSwitch bridge and was used to
route IP traffic across the HiperSockets links.
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Figure 4. Diagram of the KVM guest configuration

If your KVM guest only has a single interface, no additional routing configuration
should be needed. However, if multiple interfaces are available, it is necessary to
tell the KVM guest which local interface should be used to reach the HiperSockets
link in the KVM host.

To steer the traffic from the KVM guest across the HiperSockets link in the KVM
host, additional routing information was specified in the KVM guest. From our
network workload perspective, the KVM guest is the network client, and the other
LPAR is the network server. To manually apply the necessary routing information,
the following command was used:

[[root@kvmguest ~]# route add -net 172.31.56.0 netmask 255.255.255.0 gw 10.131.211.254 dev j
vic_l10g_2
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For longer-term use it was desirable to have the routing information persist across
reboot. Most popular Linux distributions provide a mechanism to define “static
routes”. SLES12 SP2 was used in this KVM guest. To configure a static route in
SLES12 SP2, an additional network configuration file is needed. This new file is
/etc/sysconfig/ifroute-vic_10g_2. The prefix for the file needs to be ifroute-
followed by the network interface name that the additional routing rules apply.
This file was configured with the following content:

# --- IPv4 routes in CIDR prefix notation:

# Destination [Gateway] DestinationNetmask Interface
#

172.31.56.0 10.131.211.254 255.255.255.0

Since this ifroute-interface file applies to a specific interface, it is not necessary to
define the interface in the route file.

The ifroute-interface file is parsed and applied with the ifcfg-interface file when the
interface is brought online, either automatically at boot or when done manually.

Other LPAR routing rule configuration

Most typical Linux installations create default routing behavior for the LPAR that
will likely utilize an OSA interface as the default route. This means that some
additional routing configuration is needed to specify that specific IP traffic should
use the HiperSockets link. In the configuration on the 2nd LPAR, the IP traffic
destined for the KVM guest was directed to use the HiperSockets interface. In IP
address terms, the IP traffic (for the KVM guest) using subnet 10.131.211.x was
routed across the HiperSockets link to IP address 172.31.56.1.

To accomplish this routing manually, the following command was used:

(Eroot@other]par ~]# route add -net 10.131.211.0/24 gw 172.31.56.1 [device hs56k_0] :)

For the KVM on Z Linux installation, to configure this routing rule into a “static
route,” the file /etc/sysconfig/network-scripts/route-hs56k 0 was created with
the following contents:

# --- IPv4 routes in CIDR prefix notation:

# TargetSubnet/netmask [Gateway] Interface

#

10.131.211.0/24 via 172.31.56.1 dev hs56k_0

The added routing rules for both the KVM guest and the other LPAR specify a
target subnet, a target device and gateway IP address. The gateway typically marks
the boundary from one network to another. The gateway provides the transition in
the TCP/IP routing used to cross from one subnet target to another. The gateway
then uses its routing rules to forward the IP traffic to the target subnet. The
gateway addresses in both static routes are necessary to enable the IP traffic to
flow across the desired subnets.
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Chapter 5. The network workload

The workload that was used to test network performance is uperf.

This is “a network performance tool that supports modeling and replay of various
networking patterns.”"

Workload tests description

The uperf tool was configured to provide 45 tests, separated into five workload
types ranging from small transactional loads up to larger streaming loads. The five
workload types are:

Highly transactional small data sizes (rrlc-1x1)
This is a Request & Response (RR) test that sends a 1-byte request from the
client and receives a 1-byte response from the server. This is the smallest
possible transactional workload test and is smaller than most customer
workloads. This test represents the RR overhead costs.

Highly transactional medium data sizes (rr1c-200x1000)
Another Request & Response (RR) test that sends a 200-byte request from
the client and receives a 1000-byte response from the server. This test
should be representative of a typical user's interaction with a remote web
site.

Large transactional data sizes (rr1c-200x30k)
Another Request & Response (RR) test that sends a 200-byte request from
the client and receives a 30,720-byte response from the server. This test
should be representative of a typical user's interaction with a remote web
site that contains large data items like pictures or music.

Streaming reads (str-readx30k)
A Streaming (STR) test that transfers 30,720-byte datagrams from the client
to the server. This test should emulate the behavior of workloads like
backup or uploads.

Streaming writes (str-writex30k)
Another Streaming (STR) test that transfers 30,720 bytes of data from the
server to the client. This test emulates large downloads, streaming online
content, etc.

User loads were simulated using varying connections counts (1, 10, 25, 50, 75, 100,
150, 200, 250) on each workload type. This resulted in a matrix of 45 unique
workload tests.

Uperf requires two roles to perform tests, a client (uperf master) and server (uperf
slave). In the comparison, the uperf client was assigned to the KVM guest, and the
uperf server was assigned to the standalone LPAR.

11.[“uperf A network performance tool”| (http:/ /www.uperf.org /)
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For a detailed explanation of the uperf configuration and workload test
compositions, refer to the “Network workload” section of the “KVM Network
Performance - Best Practices and Tuning Recommendations” white paper.'?)

To learn how uperf was run, refer to the details provided in the “Testing
methodology” section of the same paper."

Note: This paper used an expanded set of connection/simulated user counts.

Workload tests identification

[Chapter 8, “Results comparison of HiperSockets versus OSA,” on page 27| provides
comparison graphs showing performance results (see [Figure 6 on page 28 through
[Figure 9 on page 31). Each graph will contain results (Y-axis) for the nine different
user count tests (X-axis) used for each workload type (listed at the bottom of the
graph).

The MTU size comparison (Figure 5 on page 25) shows a reduced set of concurrent
users, but, unlike the results comparisons, shows all five workload types on a
single graph. The X-axis then contains the full name of each test to allow a clear
distinction between the different workload types.

The name for each of the tests is in the following forms:

For transactional tests:
categorylc-requestsizexresponsesize--users

Where:

category
is RR for the transactional Request & Response tests

lc stands for using just 1 uperf client for each uperf server

requestsize
is the number of bytes send by the client to the server

responsesize

is the number of bytes returned in the response by the server to the
client

users

is the total number of concurrent users (or processes) generating the
overall load

For example: rrlc-200x1000--10 describes a Request & Response test
sending a 200-byte request and receiving a 1000-byte response, being
generated by each of the 10 concurrent users.

For streaming tests:
category-read | writexpayloadsize--users

Where:

12.

13.

“Network workload,” “KVM Network Performance - Best Practices and Tuning Recommendations”| https:/ /www.ibm.com/|

support/knowledgecenter /linuxonibm /liaag/wkvm/wkvm_c_workload.html

“Testing methodology,” “KVM Network Performance - Best Practices and Tuning Recommendations”| (https:/ /www.ibm.com /|

support/knowledgecenter /linuxonibm /liaag/wkvm/wkvm_c_method.htm)
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category
is STR for the Streaming tests

read|write
denotes the direction in which data flows relative to the client

payloadsize
is the number of bytes in each datagram

users
is the total number of concurrent users (or processes) generating the
overall load

For example: str-readx30k--50 describes a streaming test read of 30KB
datagrams, being generated by each of the 50 concurrent users.
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Chapter 6. Testing methodology

Testing was performed running uperf with the 45 unique tests defined in
[“Workload tests description” on page 19,

The 45 workload tests invoked sequentially, one after the other, and formed a
“run.” The entire configuration was freshly rebooted at the start of each run.

The exact same set of tests was run separately on the OSA configuration and the
HiperSockets configuration.

© Copyright IBM Corp. 2018
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Chapter 7. Other configuration considerations: Optimal MTU
size

Based on past experience, it is known that larger MTU sizes typically provide
better overall performance than smaller MTU sizes. Larger MTU sizes reduce the
number of packets needed to transfer a large amount of data. Much of the
overhead in sending data across a network appears to be generated from the setup
and processing of each packet. In general, using fewer packets typically reduces
the overhead and improves overall performance.

To illustrate this point further, refer to the following graph:

KVM-OVStoHS MTU Differences
Throughput (relative to MTU 56k)
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Figure 5. Throughput differences between the possible HiperSockets MTU configuration
choices

This graph clearly shows that HiperSockets performance steadily improves as the
MTU size increases. The results using MTU 56K are the baseline, and the relative
differences measured when using the other MTU size choices are shown. As stated
earlier, larger MTU sizes tend to provide the greatest benefit when the datagram or

payload is larger, which is seen with all the workload tests that use a 30k
datagram.

Unlike standard network adapters, datagrams smaller than MTU size (as seen with
HiperSockets using 8K MTU) deliver a little less throughput than the larger MTU
configurations. The cause for this is not yet understood, but it may be related to
the HiperSockets firmware implementation.
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Based on the observed behavior and results, a HiperSockets configuration using a
56K MTU size was chosen for the comparison to the OSA configuration.

Similar observations are found when using the OSA configuration. Larger MTU
sizes tend to deliver better performance on large datagram workloads, while
imparting no significant impacts when using small datagrams. Typically a large
MTU size on a physical network uses jumbo frames that are 9K bytes in size.
However, in reality 9K uses three 4K pages of memory. To save one page of
memory, the MTU size was lowered to 8K. For these workload tests, an MTU size
of 8K vs 9K made no observable difference. Therefore 8K MTU size was used for
the OSA configuration.

Even larger MTU sizes are possible, but they need to be supported by all hardware
along the used network path. However, unless the network path is completely
contained in a controlled environment, Path MTU Discovery (PMTUD)" may
auto-adjust the MTU size smaller.

However, for long-running or memory-constrained systems, memory fragmentation
can become an issue when using larger MTU sizes."

14.[Path MTU Discovery,” Wikipedia| (https:/ /en.wikipedia.org/wiki/Path_MTU_Discovery)

15.

Linux on Z and LinuxONE, Development stream - Restrictions “Networking” subsection, “Large MTU sizes may fail due to

‘order-N allocation failed” problem,” developerWorks| (https://www.ibm.com/developerworks /linux/linux390/|

development_restrictions.html)
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Chapter 8. Results comparison of HiperSockets versus OSA

Having configured both the OSA configuration and the HiperSockets configuration
based on the details documented earlier, runs with the set of 45 workload tests
were conducted on both configurations. The comparison between the two
configurations are shown in the following graphs.

The comparison graphs show the relative differences (in %) between the
HiperSockets configuration and the OSA configuration across all simulated user (or
uperf connection) counts. The differences for these three key performance metrics
are illustrated:

throughput
the raw bandwidth or how much data was transferred in fixed period of
time

transaction time
the total or round-trip time required to complete one transaction

CPU efficiency
the amount of CPU resources required to transfer a fixed amount of data

The Y-axis represents the relative difference (in %) for HiperSockets results versus
OSA results, while the X-axis lists each user count for a specific workload type. A
positive value indicates a stronger HiperSockets performance compared to
MacVTap on OSA. A negative value indicates a weaker HiperSockets performance.

The results show that HiperSockets provides better throughput, transaction times
and CPU efficiency for 33 of the 45 different workload tests. Two test results were
roughly the same, and ten test results were worse than OSA. HiperSockets vs OSA
performance will be summarized for each of the five workload types in the
following sections.
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Highly transactional / small data size tests (rr1c-1x1-users)

KVM-OVS-HS MTU 56k vs KVM-MacVTap-OSA MTU 8k
Throughput, Transaction time & CPU Effciency

(positive means HyperSockets is better, negative is worse)
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Figure 6. Results comparison for very small and medium transactional workload types
(rr1ic-1x1 and rr1c-200x1000)

The results for this workload type are nearly identical to the highly transactional /
medium data size test results. See

Highly transaction / medium data size tests (rr1c-200x1000-users)

See

The following results were observed:

* At lower levels of concurrency HiperSockets demonstrated extreme throughput
advantages (~3.5x better) and significant (70-80%) improvements for transaction
times and CPU efficiency.

* The HiperSockets advantages tend to reduce as concurrency increased.
* The break-even point for this workload type was at ~50 users/connections.

* At high levels of concurrency, throughput performance and CPU efficiency can
drop as much as ~50% below the levels provided by MacVTap on OSA, with
transaction times as much as ~150% worse.
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Transactional / large data size tests (rr1c-200x30k-users)

KVM-OVS-HS MTU 56k vs KVM-MacVTap-OSA MTU 8k
Throughput, Transaction time & CPU Effciency

(positive means HyperSockets is better, negative is worse)
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Figure 7. Results comparison for large transactional workload type (rr1c-200x30k)

The following results were observed:

* Extreme throughput advantages (more than 4x better) at low concurrency levels
with up to a 80% reduction in transaction times and a greater than 2x
improvement in CPU efficiency.

* As seen with the smaller data size transactional workload types, the advantages
reduce with increased concurrency.

* However, even at the highest concurrency levels, HiperSockets continues to
demonstrate a 50-125% advantage across the three key metrics over MacVTap on
OSA configuration.
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Streaming read/large data size tests (str-readx30k-users)

KVM-OVS-HS MTU 56k vs KVM-MacVTap-OSA MTU 8k
Throughput, Transaction time & CPU Effciency

(positive means HyperSockets is better, negative is worse)
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Figure 8. Results comparison for large streaming workload type (str-readx30k)

The following results were observed:

* HiperSockets demonstrated advantages across all three key metrics at all tested

levels (user counts) of concurrency. Throughput improvements were in the range
of 160-325% better.

* Transaction times were better by 75-90%, and CPU efficiency was 175-300%
better.

* Unlike all other workload types, streaming reads are the only workload type to
show steady improvements as the concurrency levels increased.
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Streaming write/large data size (str-writex30k-users)

KVM-OVS-HS MTU 56k vs KVM-MacVTap-OSA MTU 8k
Throughput, Transaction time & CPU Effciency

(positive means HyperSockets is better, negative is worse)
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Figure 9. Results comparison for large streaming workload type (str-writex30k)

The following results were observed:

* Like streaming reads, streaming write also demonstrated advantages across all
metrics at all concurrency levels.

* Like the transactional workload types, streaming writes throughput and
transaction times tended to show a gradual decrease at higher levels on
concurrency. The exception to this trend is the 250-user-count result, which
showed a marked improvement. This behavior was observed and reproduced in
three similar runs.

* Unlike the streaming reads, streaming write advantages were much more
consistent across the different levels of concurrency. Streaming writes achieved a
throughput advantage in the range of 70-95%. Transaction times were ~40-47%
better, and CPU efficiency was improved by 58-95%.
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