Hi, my name is Andrew Glover; welcome to a short video which will outline some tips for
working with MongoDB. In this demonstration, I'm going to talk about some general pointers
for successfully working with Mongo in a production environment and then I'll show you a few
suggestions that'll make working with documents a bit easier.

MongoDB is an open source NoSQL data store. Something that makes MongoDB especially
powerful is its dynamic SQL-like query language for working with documents. If you have ever
worked with SQL before, Mongo's query language will be straightforward enough for you to
pick up.

MongoDB is a Document-oriented datastore. That means everything in MongoDB is a
document -- and in Mongo's case, documents are represented as JSON. Because MongoDB
is document-oriented, it is schema-less. There is no notion of a rigid table structure composed
of columns and types. Because data in mongo is stored as documents, there are no joins. At
first this might seem odd, but as you'll see, certain problem domains lend themselves quite
nicely to a rich document orientation.

While getting started with Mongo is super easy, there are few things you should keep in mind
as you move from a development environment into a production one. Like all data stores, you
need to plan for high availability and you'll want the maximum performance benefits you can
get for your money in a production environment.

No one wants to get paged at 3am because a customer can't complete an order on your
awesome e-commerce site because your database isn't responding fast enough or worse, is
down.

First and foremost, Mongo likes memory; that is, frequently accessed data is stored directly in
memory; moreover, writes are also stored in memory until being flushed to disk. It's imperative
that you provide enough memory for mongo to store a valid working dataset; otherwise,
mongo will have to go to the disk to retrieve, what should be, fast lookups via indexed data.
Therefore, a good rule of thumb is to plan to run your mongo instances with as much memory
as you can afford.

You can get an idea for your working data set by running mongostat -- this is a handy
command line utility that'll give you a second-by-second view into what mongo is up to -- one
particular metric you'll see is resident memory -- this will give you a good idea of how much
memory mongo's using at any given moment. If this number exceeds what you have available
on a given machine, then mongo is having to go to disk, which is going to be a lot slower.

Not all data can be stored in memory; every document in mongo is eventually written to disk.
And like always, 1/O is always a slow operation compared to working with memory. This is
why, for example, writes in mongo can be so fast -- drivers allow you to, essentially, fire and
forget and the actual write to disk is done later, asynchronously. Reads can also incur an 1/0
penalty when something requested isn't in working memory. Thus, for high performance reads
and writes, pay attention to the underlying disks. A key metric here is IOPS or input/output
operations per second. Mongo will be extremely happy, for example, in an SSD environment,
provided you can afford it. Just take a look at various IOPS comparisons between SSDs and
traditional spinning disks -- super fast rpm disks can achieve IOPS in the 200 range. Typical



SSD drives are attaining wild numbers orders of magnitude higher (like in the 100's of
thousands of IOPS). It's crazy how fast SSDs are compared to traditional hard drives.

RAM is still faster than SSDs, so you'll still want to understand your working set of data and
ensure you have plenty of memory to contain it.

Finally, for maximum availably, you really should be using mongo's replica sets. Setting up a
cluster of mongo instances is so incredibility easy that really isn't a good reason not to do it.
The benefits of doing so are manifold, including:

data redundancy

high availability via automated failover

disaster recovery

plus, running a replica set makes maintenance so much easier as you can bring nodes off line
and on line w/out an interruption of service. And you can run nodes in a replica set on
commodity hardware (don't forget about my points regarding memory and I/O though).

Next, I'd like to show you a few pointers that'll make your life with mongo a lot more fun,
including using Mongo's indexing feature and how you should consider designing your
documents.

First and foremost, Mongo supports indexing just like any other relational database. Indexes
can make your read queries faster because an index stores specialized data in a highly tuned
data structure that makes data lookups really fast. The difference between searching a
document by its index and not is kinda like mailing a letter without a zip code. Letters without
a zip code are exponentially slower at arriving at their final destination. Accordingly, with
Mongo you can index certain properties of documents, which will make searching by those
properties faster -- but note, indexes do make inserts and updates slightly slower as these
operations also have to update a corresponding index. This is no different, by the way, than
how indexes work in the relational world.

And just like relational databases, the primary key in a document (which happens to be the
underscore id element) is by default, indexed. Naturally, you can create additional indexes as
well -- these indexes can be based upon a single fields or can be combination of fields.

To show you how indexing works, I'm going to use my dictionary dataset that contains a
words collection, containing documents that correspond to words and their definitions. And at
this point, | have no indexes defined for this collection. Remember, by default, the underscore
id field is indexed, however, in this case, | rather doubt I'll be searching a word by its mongo
id; rather, | think I'll be searching words by their spelling.

To understand how a particular query functions within Mongo, you can always attach an
explain clause to a query -- this is similar, for example, to Oracle's EXPLAIN PLAN if you've
ever used that feature -- basically, explain will tell you how a query was handled by Mongo.
WIth explain you can see if a index was used. What's more, you can see how many
documents were scanned, how many were returned, and how long the query took.

Document scans are slow -- in this case, you can see that 17 documents were scanned but
only 1 was returned. No index was used here and you can see that explicitly because the



cursor type was BasicCursor.

To create an index, you use the ensurelndex function -- this function takes a collection of
fields to index along with some corresponding options. When indexing a field, you can set the
sort order of that field to ascending or descending (these options can become particularly
important when indexing timed based fields, for example).

In this case, I'm going to simply index the spelling field in a descending order. what's more,
I'm going to specify that a spelling in the words collection must be unique (that is, you can't
define a word twice in this collection).

If | rerun the same query from earlier, | can see a world of difference w/r to the explain plan.
Now, the cursor is a BTree Cursor -- that is, this query is using an index. You can see that
only 1 document was scanned and accordingly returned. Notice too the difference in lookup
times between the two queries -- the indexed query is many times faster!

If you remember from a previous video, my words collection contains documents that contain
an embedded collection of definitions. There are probably scenarios, for example, where I'd
need to find all words that are verbs or adjectives. And via Mongo's query language, | can
easily reach into arrays via its dot notation -- this convenience extends to indexes as well.

As before, if | search w/o an index, a BasicCursor is used and all documents in the collection
are scanned (in this case, my collection only has 17 documents, but all were scanned--
extend this behavior to a legitimate collection with thousands or millions of documents and
you can start to get a picture for how costly a full collection scan can be).

In this case, I'm going to index the field part_of speech which resides in a document
collection dubbed definitions. Once that field is indexed and | rerun the previous query, you
can see the difference w/r to collection scans -- in this case, only 6 were scanned and
accordingly returned.

You can list all indexes in a collection via the getindexes function -- you'll see here that 3 are
defined -- the 2 I've recently added and the default underscore ID index you get for free with
Mongo.

If you wish to remove an index, you need to essentially specify its definition in the dropindex
function.

Finally, you can always force a reindexing of your indexes via the relndex function -- this
function isn't normally needed, however, this might be needed when you have significant data
growth or data reductions. Think of this command as house keeping function.

MongoDB supports rich documents that can include, among other things, embedded
documents. This feature embodies a has-a relationship quite nicely and can, if modeled
properly, reduce the number of finds required to ascertain certain data as there are no joins in
Mongo.

This relationship with Mongo works nicely if the child embedded document never needs to
exist outside of its parent. In the case of a word, a related definition document doesn't



necessarily make sense outside the context of the word it belongs to. With this relationship,
you can easily find a particular word via its definition (that is, via Mongo's query language, you
can reach inside arrays via its dot notion) effortlessly). And, once you have a handle to a
word, you don't need to execute a series of finds to ascertain synonyms or other definitions B
it's all right there.

Nevertheless, things start to get painful quickly if you'd like to operate solely on a singular
embedded document. That is, if you execute finds that are intended to deal with the expected
resultant embedded document, you're in for some work: as of Mongo 2.2, you can't select a
singular document from within a collection residing in a parent via a query. A find in this case
will pull everything D it's up to you (i.e your application) to filter things.

In this case, if | wanted to find the definition that was edited by a user whose usename was
misspelled so | can correct their user name easily, | can't actually retrieve a singular definition.
| can certainly search by various fields and Mongo will find the corresponding document -- it's
just that | can't surgically pull out that embedded definition document -- | must work with the
parent document.

Even if | place a query filter limiting that | just pull back definitions, | still get the entire
collection of definitions.

Thus, with embedded document collections, if you envision having to work with a particular
embedded document in isolation, it is better, at this point, to model has-a relationships with
distinct collections (i.e. in this example, life would be much easier if there is a word collection
and a definitions one and a word document simply contained a collection of definition
document ids).

MongoDB.org is the place to go for mongodb documentation, downloads of MongoDB for
various platforms, information and pointers to Mongo's various drivers, and even on online
shell that you can use to familiarize yourself with MonogDB's native syntax.

The code used in this video demonstration (in this case, you can find a data dump of the
words collection which you can use in your own mongo instance) can be found on github --
please feel free to fork this code base -- do what you want it.

There are quite a few articles on IBM DeveloperWorks about MongoDB, including one that
demonstrates Morphia, an ORM-like library for mapping Plain Old Java Objects to MongoDB
collections, and an article that uses MongoHQ, which is a cloud based provider of MongoDB
instances. Also, check out an IBM Developer works Java Technology zone podcast with Eliot
Horowitz, the CTO of 10gen, the company behind MongoDB and another podcast with Steve
Francia, who is the Chief solutions architect at 10gen.

Lastly, you can follow MongoDB on Twitter.



