Podcast: Going beyond relational - data warehousing and XML 
Hello and welcome to this podcast on XML and data warehousing. My name is Cindy Saracco.  I'm a senior solution architect at IBM’s Silicon Valley Lab.   
This podcast is part of the IBM InfoSphere Warehouse series, which covers data warehousing and business analytics.  
As you probably know, XML has become ubiquitous in many firms.  Message-based applications, service-oriented architectures (SOA), and integration projects often rely on XML to define how important business data is represented and exchanged.  And industry-specific XML standards are increasingly common.  For example, there’s FpML for derivatives, HL7 and CDISC for healthcare, ACORD for insurance, ISO 20022 for banking payments, and many others.  
As more critical business data is captured in XML, it’s not surprising that firms are looking for ways to integrate XML into their data warehousing environments.   And that’s where DB2 pureXML can play a critical role.  In a nutshell, DB2 enables firms to store, manage, and query XML in a straightforward and efficient manner.  It also enables firms to integrate XML and relational data with ease. 

In fact, leading-edge firms in retail, finance, health care, and other industries already have infrastructures in place that leverage DB2’s hybrid database architecture.  These early adopters needed a database system that would help them promote greater business agility, provide decision makers with more accurate and timely information, and improve the productivity of their IT staff.  And DB2 fit the bill.  

Several core technologies contribute to DB2’s popularity with customers. For example, DB2 treats XML as a first-class data type.  Firms don’t need to shred or decompose XML data into tables, which is often a time-consuming, labor-intensive process that results in complex database designs.  Indeed, some firms have told us that without pureXML, they would have been forced to define dozens or even hundreds of additional tables in their database.  That would have been much more expensive for administrators to implement and maintain as well as much more difficult for programmers to work with.  

DB2 also doesn’t require firms to store their XML as generic large objects.  Large objects are like “black boxes” in a database – the system doesn’t understand their internal structure.   As such, they’re a poor choice if you need to quickly search, update, or retrieve subsets of the XML data.  
That’s why firms are turning to pureXML – a DB2 technology that stores and manages XML data in its native hierarchical format.  It provides XML indexing and cost-based query optimization for strong runtime performance.  Compressing XML data is also supported, which helps firms conserve disk space and speed processing of I/O bound queries.  Users can even convert XML to tables on the fly if they need to. And DB2’s support for industry-standard SQL and XQuery interfaces make it easy for programmers to work with XML data as well integrate XML and relational data.      
So how can firms extend their data warehousing environments with pureXML? 
One approach involves using a pureXML as a staging area for a data warehouse.  Operational XML data stored in this staging area is available for immediate query, reporting, and analysis.  Furthermore, firms can dynamically combine this XML data with historical data previously loaded into their warehouse to give decision makers a near real-time view of the state of their business.   And that’s precisely what people expect in today’s demanding business environment.  
Another approach involves extending a relational data warehouse with XML.  One simple way to do is to add XML columns to one or more dimension tables.  Why would an organization want to do this?  Well, many companies find it difficult to anticipate all the data that their warehouse users might need to access, let alone the various ways those users might want to slice-and-dice or drill down into that data.  Yet relational warehouses require a fixed database schema.  This presents a key problem for firms that need to offer products and services that rapidly evolve to satisfy changes in the market.   While XML can easily cope with varied data structures, it’s not easy – or cheap – to reflect these changes in a relational database design.  So adding XML into the warehouse provides for greater flexibility and helps IT organizations respond quickly to changing business needs.   
XML isn’t going away, and forward-thinking IT organizations are already looking at ways to use DB2 pureXML technology within their data warehousing environments.   To learn more about pureXML, just Google on “db2 xml wiki”.   You’ll find links to free software downloads that will help you get off to a quick start using DB2 with popular industry-specific XML formats.  You’ll also find links to books, technical papers, demos, and customer success stories.  You’ll learn how to use pureXML with popular IBM products from WebSphere, Cognos, Lotus, and more.   And last but not least, you can read about DB2 XML performance benchmarks.  

So visit the DB2 XML Wiki today.  Or call your IBM representative to learn more about DB2 pureXML and data warehousing.  

Thanks for listening.  
