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Introduction

The purpose of this white paper is to assist the reader in understanding the basics of how to
identify and tune the performance of Structured Query Language (SQL) statements accessing
DB2® Universal Database for AS/400 (DB2 UDB for AS/400). Database Monitor for AS/400
(DB Monitor) is a tool that can be used to analyze database performance problems after SQL
requests have been run. The tuning tips and examples may be used to demonstrate how to
get the most out of both DB2 UDB for AS/400 and query optimizer when using SQL. The
reader should be aware that usage of DB Monitor is technically demanding and IBM offers
Learning Services courses on database tools and analysis.

The DB monitor tool has been part of OS/400® since Version 3 Release 6. An AS/400
performance analyst will use the DB monitor to gather database and performance data
generated when SQL queries are executed. Then, using customized SQL programs or
examples included in this paper, the analyst will be able to view, analyze and conclude the
most appropriate actions to be taken in order to generate the most efficient SQL queries
possible for their application.

What is the Database Monitor for AS/400 tool?

The Database Monitor for AS/400 tool is an AS/400 based tool used to gather performance
related statistics for SQL queries run on AS/400. Data collected by the DB monitor is stored in
an AS/400 database file where it can be queried to help identify and tune performance
problem areas. Results from the DB monitor can be useful for batch jobs and online
transactions; also, the results can be used to look at SQL queries from a global system level
for a specific job or a specific query. DB monitor data is most useful if the user has a basic
knowledge of AS/400 query optimization techniques.

Collecting DB Monitor Data

Use STRDBMON command or STRPFRMON with STRDBMON(*YES) command to start the
DB monitor. The DB monitor will collect information on previously started jobs or new jobs
started after the monitor collection has begun. Because of the volume of data collected, try to
gather data for a specific job only. This makes analysis easier and keeps the DB monitor file
smaller. If this is not possible, collect data on all of the jobs and use queries to select the
specific jobs of interest.

It should also be noted that when the DB monitor is gathering data, a significant amount of
CPU utilization (20 - 30 percent) and disk usage may be temporarily required.
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Start Database Monitor (STRDBMON) Parameters
The following are STRDBMON parameters and how they are used:

OUTFILE
The file name for the results file is required, but the library name is optional. The file will be
created if it does not exist; it will be reused if it exists.

OUTMBR

This parameter defaults to the first member in the file. Specify the “ADD” or “REPLACE” option
(the default is “REPLACE”). The “ADD” option will cause the new results to be appended to the
end of the file.

JOB

This parameter defaults to the job issuing the STRDBMON command. The user can specify
one job or *ALL jobs — no subsetting allowed. Two DB monitors can collect data on the same
job.

TYPE

This parameter allows the user to specify the type of data to be collected — *SUMMARY,
which is the default option, or *\DETAIL. For most cases, *SUMMARY provides all of the
necessary analysis data.

FRCRCD

This parameter allows the user to specify how often to force monitor records to the results file.
For most cases, the default of *CALC is acceptable. The user can specify a larger number to
reduce the overhead of the DB monitor; a smaller number will increase the overhead.

COMMENT
This parameter allows the user to provide a description of the collection. This comment is
included for the 3018 record ID (discussed later in this paper).

If the DB monitor is started using the Start Performance Monitor (STRPFRMON) command,
JOB(*ALL) will be used for the JOB option and data will be placed in the QAPMDBMON file in
the QPFRDATA library using the same member name as specified for the STRPFRMON
command. Note that the user needs to use the End Database Monitor command (ENDDBMON
*ALL) to end the DB monitor for all jobs.

End Database Monitor (ENDDBMON) Parameters
The following are End Database Monitor (ENDDBMON) parameters and their functions:

JOB

The user can specify a particular job name or end all jobs (*ALL). If a particular job name is
used, the DB monitor will only end the monitor that was started with that same job name. It is
possible to end one monitor on a job and still have another monitor collecting on that same job

COMMENT
This parameter allows the user to provide a description of the data collection. This comment is
included for the 3018 record ID (discussed later in this paper).

DB Monitor Record Types

Each record contained in the DB monitor file contains a record type field. The DB monitor uses
the QQRID field to describe the type of information gathered in the particular record.
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Following are the DB monitor record types most often used for performance analysis:

Record types most often used (QQRID value)

1000 — SQL summary record
3000 — Arrival sequence

3001 — Using existing index
3002 — Index created

3003 — Query sort

3004 — Temporary results file
3006 — Access plan rebuilt
3007 — Index optimization data

3010 — Host variable and ODP implementation

DB Monitor Record Types — Other record types

3005 — Table locked
3008 — Subquery processing
3014 — Generic query information

3018 — STRDBMON and ENDDBMON data
3019 — Records retrieved detail (only with *DETAIL)

Global DB Monitor Data Fields

Following are data fields that are common to all record types:

QQJOB — Job name
QQUSER — Job user name
QQJINUM — Job number
The job number is very useful when multiple jobs are collected in one DB monitor file.
QQTIME — Time that the record was created

The time record can be useful when trying to find out what queries were running in a
given time period.
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Global Data Fields

I Display Data
Data width . .. ... L0E4

Fosition to Line .. ... 87 Shift to column . ... L

Job Job Tob Record GQC21 Q1060

Hare Jser Hurtber In
1908-12-09-22, 05,00, 592024 P30408  FSPRD 193055 1000 0FE  SELECT SLEEFTIHE ,HEARTEERT ,HRRARTAVARE .HARAF
1903-12-09-22,05 .06, 601512  PS0S48  FSPROD 195055 1111 O | 1
1998-12-09-22, 05,06, 601856 P3040 FSPRD 193055 100 0P  SELECT SLEEFTIHE ,HEARTEERT ,HRRARTAVARE .HAHAF
190a-12-09-22, 09,06, 603352 PI03408  FPRD 195035 Ligg FE  FETCH CURSOR_B8 USIMG DESCRIPTOR - SOLDA-SELEC)
1993-12-09-22, 05,06, 39664 PA05408  FSFRAOL 195334 1000 FE  FETCH C30 IHTO : SALSTAT-TEL . SOLSTAT-TEHT
1990-12-09-22, 00,06, 300020 Pa0s40s  FSFRHOL 195334 1 L CLOSE C56
1998-12-09-22, 00,06, 463872 P30G468  FSFRROL 199334 1800 DE  SELECT COUNT(+) FROH PSPRCSRAST R ,PS_PROSDEFM
1990-12-09-22, 09 06, 454032 PSOS40W  FSFRROL L9334 e - P30S
1993-12-09-22, 00,00, 44336 PA0G408  FSFRAOL 195334 100 0P SELECT COUNTG) FROM PSPRCSRAST R ,PS_PRCSDEFH
1990-12-09-22, 05,06, 551920 PaOS40W  FSFRHOL  1%%334 1000 FE  FETCH CURSOR_BS USIMG DESCRIPTOR = SOLOR-SELEC)
1998-12-09-22, 05,06, 952200 Pac46m  FSFRHAL 195334 1000 CL  CLOSE CURSOR_B%
1999-12-09-22, 05, 06,61 3920 PSOS40R  FSRRHOL 195334 M - PIPUIRER, 5, JOBSLCS
1998-12-09-22, 05,06, 603264 0ZDASOTNIT GUSER 195027 i - -
1998-12-09-2205. 06. 605984 Z0RSOIALT  GUSER 195027 me - -
1998-12-09-22, 00,00, 600370  OFDASOTHIT GUSER 195027 1608 0P SELECT R.PRCSINSTAHCE ,R.ORTGPRCSIHSTANCE LR.J(
1908-12-09-22, 05, 00 686345 GZORSOIAIT  CUSER 195027 1000 HT  TIHESTAHF AKD R.OPSYS = 7 AHO R.RUMSTATLS = 7 f
1998-12-09-22, 05,06, 607576 0ZDASOINIT GUSER 195027 1000 DE  SELECT R.PRCSINSTAMCE ,R.ORTGPRCSINSTANCE ,R.J(
1998-12-09-22_05.06. 607340 ZDRSOIALT GUSER 195027 1000 AT TIHESTAHP AKD R.OPSYS = 7 AHD R_RUMSTATLS = 7 f

Fiztuit Fli=Cancel F19=Left F20=Ri ght Fa1=5plit F22=Uidth 80

Query Optimization Records

Record types 3000-3008 and 3014 occur during a full open and can be referred to as
optimization records. Optimization records are much like debug messages. These records are
necessary to determine the access plan for any given query in the DB monitor data. These
records use AS/400 10-character short names for all table, index, view and column names. It
may be necessary to run separate queries to determine the corresponding SQL long name.

The actual SQL statement in the DB monitor data uses SQL long names.

Collecting Optimization Data in the DB Monitor

Optimization records in the DB monitor

Optimization records/data will not appear for queries which are already in reusable ODP mode
when the monitor is started. To ensure the capture of this data for a batch job, start the DB
monitor before the batch job starts and collect it over the entire length of the job (or as much
as needed). For online transactions, start the monitor before connecting to the QZDASOINIT
server job to ensure optimization data is collected. The STRDBMON JOB(*ALL) command is
needed in both of these cases.

If optimization data was not collected for a given query, run the query using Start SQL
(STRSQL) command or other tools and collect debug messages or DB monitor data. Obtain
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the query text from the DB monitor data or from the step mode trace. If the DB monitor is
ended while the query is in progress, optimization data is collected but other data for that
query (SQL text, etc.) is not.

Query Data Organization in Monitor Data

The first occurrence of a unique query within the job always results in full open. A "unique”
query is one that requires a new ODP — SQL has determined that there is no existing ODP
that can be used.

The presence of optimization records indicates a full open for an open, select into, update,
delete, or insert operation. Optimization records are immediately followed by SQL summary
records (QQRID=1000) for that operation.

Subsequent occurrences of this query within the same job either run in reusable ODP or
non-reusable ODP mode. Non-reusable mode is indicated by the presence of optimization
records each time a particular query is run (full open). Reusable ODP mode is indicated by
only 3010 and 1000 records each time the given query is run (no optimization records or full
open).

On the next page are two examples of what the Reusable ODP and Non-Reusable ODP
Modes look like.

Reusable ODP Mode

I - iglaylela |
I I Data Vidth » .+ o0 08

Fosition to Ling . . ... shift toclin o, 10

BOREL, THAEOBARRY, 1998-01-A5, 0,1
JF = GLPADAPSEIRNL_LH 8, GLYSU#PSOTRMLLN 4, GLTGHAPSRJRNL_LH 4, GLT3HAPSEIRRL_LN 4
30e1
me -

1000 0P SELECT COUNT () FROM PS_IRWL_LN VHERE BUSIMESS_UIT=? AWD JOURNAL_ID=? AHO JOURMAL_CATE=? AMD UNPOST_SEQ=" AND JRAL,
1088 FE  FEICH CURSOR_BL USING DESCRIFTOR o SOLOA-SELECT-A1

1689 €L CLOSE CURSOR_O1

30 - BODEL, THOEORODES, 1999-01-85, 6,1

1960 O SELECT COUNT (e} FROK P5_TRHL_LN UHERE BUSIHESS_UNIT=? AHD JOURNAL_ID=? AHO JOLRHAL_DATE=? AHD UWPOST_SEQ=? AND JRHL.
1009 FE  FETCH CURSOR_G1 USIMG DESCRIFTOR 2 SOLOA-SELECT-61

1ogg CL CLOGE CURSOR_AL

Jme - DOREL, TheERRdee, 19%3-01-0%, 0,1

1969 0P SELECT COUNT(+) FROK PS_TRHL_LN VHERE BUSIHESS_UNIT=? FWD JOURNAL_I0=? AN JOURMAL_DATE=? AMD UNPOST_SEG=? AND JRHL.
100 FE  FEICH CURSOR_BL USING DESCRIFTOR 3 SOLOA-SELECT-H1

100 CL  CLOSE CURSOR_AL

Jme - BOREL, THARBAEST, 1598-01-05, i, 1

1000 0P SELECT COUNT () FROK PS_JRHL_LH VHERE BUSIHESS_UNIT=? AWD JOURNAL_ID=? AHO JOURHAL_CATE=? AHD UHPOST_SEQ=" AHD JRAL,
1080 FE  FEICH CURSOR_AL USIHG DESCRIFTOR 3 SOLOA-SELECT-A1

F3=Eui t Fl2=Cancel F19=Left F20=Right Fa=5plit 22=li dth &0
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Non-Reusable ODP Mode

Display Data

Data width . o . . . o 10
Shift to column . .

BOOR1, THRDOADORY, 1993-91-BL, B, i,
QLTSA/PSZTRAL LN 0, GLTSH/PSOTRAL_LN 5, CLTSO/PIATRAL_LM 3, GLTSO/PIBIRML_LN 3

CURREPEBEN ASCEND, FOREIERBAD RSCEMD, LEDRER  RSCEND. RSCEND

SELECT B.BUSINESS UNIT,B.CURRENCY _CD),B. FOREL GN_CURRENCY, B.LEDGER, SUMCE. HONETARY _AHOUNT, SURCE .FORELGH_AROUNTY FROH |
FETCH CURSUOR_B1 UISIHG DESCRIPTOR © SOLDA-SELECT-61
CLOSE CURSOR_BL

BUGHT, THERIOORR:, 14%3-41-61, , i, i, 1, i, g, R
GLTSA/PSZTRNL LN 8, GLTSE/PSOIRML LN 5, GLTMBAPSAIRNL_LN 5, BLISA/RSEIRMLLK 5

CURRERDNE] ASCEHD, FORETRARML ASCEMD, LEDGER  RSCEWD. R3CEHD

SELECT B.BUSIHESS_LMIT,B.CURREMCY_COL,B. FOREL GH_CURREMCY, B..LEDGER, SUHCE. HONETARY_AHOUNTJ, SUHCE FOREIGH_AHOUNTY FROA |
FETCH CURSOR_B1 USIHG DESCRIPTOR & SOLDA-SELECT-01
CLOSE CURSDR_B1

BOORL, THOROADORS, 1993-01-61, i, i, i, 1, i, 0, R
GLPSBPSZTRHL_LN B, GLPSRAPSDIRHLLK 5, GLTSBWPSAIRHLLN 5, GLrSMPSEIRML_LN 5

CURREAARE] ASCEND, FORETAMRAL ASCEMD, LEDGER  ASCEND. R3CEND

F 2=Cancel F19=Left F 2R gt Fa=5plit 22=Nidth 30

Linking Query Instances in Monitor Data

The data in the DB monitor file is arranged chronologically. This can make it difficult to find all
instances of a unique query. Use the QQUCNT and QQI5 fields to view specific query

instances.

QQUCNT — Unigue number given for each unique query within a job

QQUCNT links together all DB monitor records associated with all instances of a
unique query within a job, including optimization records and all 3010 and 1000 SQL
summary records. The QQUCNT value assigned at full open time stays constant for all
subsequent instances of that query. Non-ODP SQL operations (prepare, describe,
commit) have QQUCNT = 0 and thus can't be linked to a query. But, the QQ1000 field
in the prepare or describe 1000 record will contain the prepared SQL text.

QQI5 — Refresh counter

The QQ15 record specifies the instance number for a unique query. It is used in
conjunction with the QQUCNT value to look at a specific instance of a query and is only
valid on 3010 and 1000 SQL summary records.

Non-ODP 1000 records (commit, prepare, etc.) have QQI5 = 0.

QQUCNT is not set for optimization records.

A full open occurs when the SQL operation is either an update, insert, delete or open and the
QQI5 record is 0.

See below for examples of the QQUCNT/QQ15 — Reusable ODP mode and QQUCNT/QQ15
— Non-Reusable ODP mode
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QQUCNT/QQI5 — Reusable ODP Mode

Oata width . . . .. .0 1068
Fasition ko Line .. ... shift to columm . . .. . 5
Refresh Record 0OC21 (€6
Count 10

it i W - 001, THOMORRGRL, 1950105, o1

Bift = T - GLTS/PSZIRHL_LH B, GLVSOGPSOTRHLLH 4, GLYSOAPSATRML_LH 4, GL7S0/PSETR

Biff = a0

it - me - -

Eift f 1BAR OF SELECT COUNT(e) FROH PS_TRNL_LH UHERE BUSINESS_UNIT=? AHD JOURNAL D=7 AHL

fift f 1860 FE  FETCH CURSOR_EL USTHG DESCRIPTOR » SOLDA-SELECT-H1

Bif i 1800 (L CLOSE CURSOR_AL

fifth | A - [RE1, THAGKAERGS, 1998105, fl, 1

Biff 1 1MER  OF SELECT COUNTGe] FROQ PS_TRAL_LN WHERE BUSINESS_UNIT=? AHD JOURNAL_ID=? AHL

fiff 1 1800 FE  FEICH CURSOR_®L USING DESCRIPTOR : SOLDA-SELECT-KI

Bift | 1800 (L CLOSE CURSOR &1

fif z By - E00RL, JHODDOREEa, 1998-01-05, o1

it 2 1900 OF  SELECT COUMT(#) FROH PS_JRML_LM MHERE BUSINESS UNIT=? AND JOURNAL_ID=? AHL

Bift L 1800 FE  FETCH CURSOR_&1 USTHG DESCRIPTOR - SOLDA-SELECT-N

Biff z 1880 (L CLOSE CURSOR_A

it i - [0, THODMREET, 1993-01-05, i1

Eift 3 1BAR OF SELECT COUNT(e) FROH PS_TRNL_LH UHERE BUSINESS_UNIT=? AHD JOURNAL D=7 AHL

fift i 1860 FE  FETCH CURSOR_EL USTHG DESCRIPTOR » SOLDA-SELECT-H1

Fl2=(ancel F19=gft Fa=5nlit Far=lidth &0

Ul |
lata width . . .. .. M i1

Position to line . . ... Shift tocolumm .. .. .. 3

Record 001 0eH

1

BOAEL, THEQORGA04, 1909-91-41, o, fl, i, i,
e = WOT - GLTSESPSEIRMLLM B, GLTSO/PSOIRMLLN 5, GLFSHASAIRNL_LN 5, GLFSO/P3EIR
£56) = 30z CURRERDRG] ASCEMD, FOREIMMMO] ASCEMD, LEDGER  RSCEHD, RSL
28 - o - -
2l fl 1000 0P SELECT B.BUSIHESS_UWIT,B.CURREMCY CO,B.FORELGH_CURRENCY, B LEDGER, SUHCE. HOH
290 fl 1008 FE  FETCH CURSOR_B1 USING DESCRIPTOR = SOLOA-SELECT-#1
20 fl 1008 CL  CLOSE CURSOR_M
236 fi e - BREN, JReGneneds, 19%9-ei-al, i, fl, fl, H,
i = MF - GLFSR/PSETRML_LN 6, GLYSRAPSOIRML_LK 5, GLFSAVRSATRWL_LK 5, GLFSO/PSEIR
29h - Jngz CIRRERDGAL ASCEMD, FORETOREA] RSCEMD, LEDGER RSCEND, AaC
2 = s - =
290 fl 1000 O SELECT B.BUSIMESS_UNIT,E_CURRERCY_CO,E FORETGN_CURRENCY, B. LEDGER, SUHCE. HON
] fl 1008 FE  FETCH CURSOR_EN USING DESCRIPTOR = SOLOR-SELECT-81
236 fi 1080 (L CLOSE CURSOR_NI
£hi] i e - BOORL, THOORgNRan, 1Weg-ei-al, i, 0, 0, i,
2l - oar - GLTSEAPSEIRAL LN 0, GLTS0/APSOTRML_LN 5, GLFSOVPSAIRML_LN 5, GLPSO/PSBIR
2okl = Joz CURREBEEM RSCEMD, FOREIOEBE1 RSCEMD, LEOGER HSCEHD, HL
208 = g - =

Fl2=Cancel F19=Left 20=Right A=3plit 2=Vidth 9
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Reported DB Monitor Record Types

Each of the DB monitor record types provide a specific type of information gathered by the DB
monitor as it collects data during SQL performance runs. Let’s review the DB monitor record
types and their functions.

3010 Record — Host Variable and ODP Implementation

The 3010 record shows substitution values for host variables or parameter markers in the
guery text (refer to QQ1000 field in the 1000 record). This record appears just prior to each
instance of an open, update, delete or insert with subselect. This record does not appear for
insert with values. Data may not match up exactly for updates with parameter markers in the
SET clause.

Values (separated by commas) correspond left to right with host variables/parameter markers
in the corresponding SQL statement. All values show up as characters; no quotes or other
indicators denote the value type. All floating point values show up as *F.

Most commonly used fields:

QQ1000 — Host variable or parameter marker values
QQI5 — Refresh count

QQC11 — ODP implementation (reusable or non-reusable)
1000 Record - SQL Statement Summary

The 1000 record is the basic record type for any SQL query analysis. One record exists for
each SQL operation (open,update,close,commit, etc.).

Most commonly used fields:

QQ1000 — Prepared text of SQL statement

Literals in the original SQL text may be replaced by parameter markers in prepared text
if SQL was able to convert them during prepare (desired). For original SQL text, use
literal values from matching 3010 record in the place of parameter markers or obtain
the text from the step mode file using the QQSTIM timestamp from this record.

QQC21 — Type of SQL operation (OP, FE, CL, UP, IN, DL, ...))

'MT" in this field indicates a continuation record for SQL statements that exceed 1000
characters. FE (fetch) records are summary records — one per open.

QQI2 — Number of rows updated/inserted/deleted
QQI3 — Number of rows fetched (only on FE records)

The QQI3 field shows the actual number of rows fetched, not the number of fetch
attempts.

QQI5 — Refresh counter (use in conjuction with QQUCNT)
A full open occurs when QQI5=0 and QQC21 is UP, DL, IN or OP.
QQIl4 — Elapsed time for this operation in milliseconds.

QQI6 — Elapsed time for this operation in microseconds.
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QQSTIM — Timestamp for start of SQL operation (microsecond granularity).

QQETIM — Timestamp for end of SQL operation (microsecond granularity).

QQETIM-QQSTIM shows elapsed time for operation in seconds down to microsecond
granularity.

For FE records, use QQI6 or QQI4; QQETIM-QQSTIM is not valid.

Other commonly used fields include:

QQC22 — Access plan rebuild and reason code
QQC103 and QQC104 — Package name and package library name

QQC181 — Cursor name
Here are some examples of a few of these fields:

3010 Record Data

I L Dglaylets . |
I I Data vidth . .. ... 16

Fosition to Line . .. v s Shift to colutn 1

BAEN1, THAOADRENSY, 1905-01-05, B, 1
J0ET - GLPSRPSETRMLCLH B, GLP0ePSOJRHLLN 4, GLYOMAPSRIRNL_LH &, GLV36/PSBIRHL_LH 4
30e
me -

LOBA 0P SELECT COUNT(+) FROH PS_TRML_LW UHERE BUSINESS_UMIT=? RHD JOURMAL_IO=? AHD JOURNAL_DATE=? AKD UNPOST_SEQ=7 AND JRHL.
Loge  FE  FETCH CURSOR_BL USIHG DESCRIPTOR © SOLOA-3SELECT-f

Legg CL - CLOSE CURSOR_A1

300 - DORG1, THOOORERSS, 1%96-01-65, 0, 1

L0gg 0P SELECT COUNTGe) FROM P5_TRHL_LN VHERE BUSINESS_UNIT=" AND JOURNAL_ID=? AMD JOURNAL_DATE=? AND UNPOST _SE= AND JRML.
Lga  FE FETCH CURSOR_EL USIMG OESCRIPTOR @ SOLOA-SELECT-41

LoeR CL  CLOSE CURSOR_BL

e - GORNL, TRADAEE6, 199G-H1-0%, 01

10K 0P SELECT COUNT(+) FROM PS_TRML_LN VHERE BUSTHESS_UMIT=? RKD JOURNAL_I0=? AMD JOURNAL_DATE=? AKD NPOST_SEQ=" AND JRHL.
1088 FE FETCH CURSOR_BL USIG DESCRIPTOR @ SOLDR-SELECT-AL

10ew CL  CLOSE CURSOR_EL

Jne - BAREL, THANDREEEY, 1998-A1-0%, B 1

LOER  OF  SELECT COUNT(+) FROH PS_JRHL_LK UHERE BUSINESS_UMIT=7 RHD JOURNAL_IO=? AHD JOURNAL_DRTE=? AKD UNPOST_SEQ=7 AND JRHL.
1088 FE  FETCH CURSOR_BL USIHG DESCRIPTOR & SOLDR-SELECT-AL

Fi=Euit Fl2=Cancel F19=Left F2=Ri ght F21=3plit F2i=lidth 81
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1000 Record Data
. Digplwlats

Data width . . . o o o2 1068
Position to line . . ... Shift tocoluen . - .. o . )
| S SR 1 i 2 ;
Record
10

GORAL, THABRRREGE, 199G-01-05, o1
J0r - = = GLTO0/PSETRALLH O, GLYSBAPSOTRAL_LH 4, GLYSRePSATRML_LH 4, GLr3f#Pst
0 - {
KlIL} = = = =
1000 il B 0P SELECT COUNTCGe) FROM PS_TRML_LH WHERE BUSTHESS_UNIT=? AHD JOURWAL_ID=? f
LAmg 3 I FE FETCH CURSOR_AL USING DESCRIPTOR @ SOLDA-SELECT-61
1080 1 i [l CLOSE CURSOR_M
o - - - BORAL, THAGERGERS, 1993-01-65, g1
L L i OF  SELECT COUNT(e) FROM PS_TRHL_LN WHERE BISINESS_UNIT=" AND JOURMAL_ID=" ¢
1080 3 1 FE FETCH CURSOR_EY USING DESCRIPIOR @ SOLOR-SELECT-A1
AL L i L CLOSE CURSOR_61
i - = - BAEAl, THORRAGERA, 199:-A1-03, o1
1000 1 0 OF  SELECT COUNT(e) FROH PS_TRML_LN WHERE BUSINESS_UNIT=? AMD JOURMAL_ID=?
L 2 I FE  FETCH CURSOR_A1 USING DESCRIPTOR + SOLOA-SELECT-61 -
1000 1 i Gl CLOGE CURSOR_AL
0o - - - BORRL, THAGERGSRT, 1993-01-05, g1 .
L L 0P SELECT COUNT(+) FROM PS_TRHL_LN WHERE BUSINESS_UNIT=" AND JOURMAL_TD=" f
1000 3 1 FE  FETCH CURSOR_E1 USING DESCRIPTOR @ SGLOA-SELECT-A1

| fure.... |

Fi=Hit FL2=Cancel F1%=Left F2I=Right F21=5plit £2=\idth a0

10
30L0 - - HEdA, KENT
0oy = = ETSORSOBAPIZO0ROOALS 8, ETSORBEEPSAORRORED 4, ETOORZOESPSEOROOONL 4, EVSURSAOE/PSOOREORNL !
K1} -
304 = = =
1000 il OF  SELECT BUSIHESS_UNIT, OROER_NO, SOLO_TO_CUST_IO, BILL_TO_CUST_I0. RCK_PRINT_COUNT, RCTIVITY_IL
1900 B Ml REQD, IHPORT_LLC_RED, TMPORT_LIC_ARPL, THPORT_ARPL_DT, IHPORT_LIC_REC, IHPORT_REC_OT, IHPORT [
1000 0 HT AT_EHCPTH_TVPE, WAT_RECALC_FLG, VAT _RGSTRH_BUYER, WAT_TREATHEWT SAL, FROCESS_THSTAKCE, DRTETIH

F3=Euit FlZ=Cancel F1%=Left 20=Right 2=aplit 22=Nidth B

DAnn 12



Using AS/400 Database Monitor
To Identify and Tune SQL Queries

3007 Record — Index Optimization and Selection
The 3007 record shows all indexes evaluated for a given file, including: which one, if any, was
selected for use in this query, which were not selected, and why. Reason codes are listed next

to each index. A reason code of O indicates that the index was selected. Other codes are the
same as those in the second level text of CPI432C and CPI432D messages.

This record indicates whether the optimizer timed out while evaluating the indexes. Indexes are
evaluated in order from newest to oldest — in the same order as shown by DSPDBR for the
file, excluding views. To ensure an index is evaluated, delete and recreate it — then it will be
first on the list. The record will not appear if the indexes do not exist or if only one index exists
and it was selected (see 3001 record for this file).

Most commonly used fields:

QQPTFEN — File name
QQPTLN — File library name
QQC11 — Optimizer timed out (Y or N)

QQ1000 — Contains library qualified index names, each with a reason code

An index from index build may still occur for the index that was selected (look for the 3002
record). If a timeout occurred, only those indexes that were evaluated will be listed.

See the example on the next page for what the 3007 Record Data looks like.

3007 Record Data

Display Oata

Record Mame of  Inded Reazon QOLEGE
Il Phuysical — Hane Code

File
W - - - PIPRINIO, U, UPDID
WL PS_SOOONAL PSZSGOROE] 1L
W - - - -
10pH - - - SELECT STHT_TEST FROA GL7SEAPS_SOLSTHT _TBL VHERE PGH_HRHE = 7 AWD STHT_TYPE = 2 AMD STHT.
10 - - - FETCH CS0 INTO 3 SOLSTHT-TAL . SOLSTHT-TEHT
1 - - - ILISE C50
K| - - JRHLIK

JUBT PERECFIELD
Joer PSOBFIELD - =
Jml PSRECFIELD Po2PSORLel 13
3091 PSOBFIELDC  PSZPsOR048 14

GLISA/PSPTRAL] 0, GLrof/PSERUO00S &, GLTSO/PSOPSRNO0Y 6, GLISO/PSERSERO3L 6, GLISDA
BLTSA/PSZPSENA4E 0, GLTAPSAPSARDIZ 4

14 -

L6 - - - SELECT R.FIELOMAKE ,R.FLELOMUM ,F.LEWGTH ,F.FIELOIVPE ,F.DECIHALPOS ,R.USEEDIT ,R.EDITTHELI
L - - - FETCH CURSOR_A1 USIMG DESCRIFTOR @ SOLDR-SELECT-AI

Loy - - - CLOSE CURSIR_A1

otttk E|'||:| |:|T- |le|1 a Aokttt

Fi=Eui t Fl2=[ancel F19=Left F20=Right F2=5plit 22=Width 80
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3002 Record — Index Create

The 3002 record shows instances in which the database optimizer decided that existing
indexes are too costly or do not have the right key order for join, group by, or order by clauses.
Refer to the 3007 record (discussed earlier) for this file to see why existing indexes were not
selected. The newly created indexes are temporary and are not usable by other ODPs.

A temporary index build does not mean that the ODP is non-reusable. The database optimizer
tries to reuse the temporary index for each execution of the specific query but, in some cases,
cannot. For example, if the selection built into the temporary index changes with each run of
the query, the temporary index may not be reused.

If the temporary index build is done during the full open for this query but the query goes into
reusable ODP mode, then the temporary index is reusable.

If a particular query is run multiple times and a temporary index is built each time, a permanent
index must be created to avoid the index build and to make the ODP reusable.

Indexes are never built for selection alone; they always involve a join or a group by or order by
clause. No name is given to the temporary index. *TEMP is used in subsequent monitor
records.

Most commonly used fields:

QQPTFN — Table name for which the index is built

A table name of *N indicates the temporary results table (3004 record) — an index build
is unavoidable.

QQPTLN — Table library name
This field is blank if the file name is *N.
QQIFNM — Name of the index

This field is blank if the index is built over the entire table. It will contain the index name
if a index from an index build occurred.

QQILNM — Index library name
This field is blank if the index is built over the entire table.
QQRCOD — Reason the index build was done
I2 — ordering or grouping
I3 — selection and ordering/grouping
14 — nested loop join

11 is listed in the DB monitor guide, but will not show up for temporary index builds

QQTOTR — Number of rows in table

QQRIDX — Number of entries in temporary index
QQSTIM — Timestamp for start of index build
QQETIM — Timestamp for end of index build
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QQETIM-QQSTIM shows the elapsed time for the index build. Long running builds or
builds that are repeated many times and result in a fair number of full opens are prime
candidates for being replaced with permanent indexes.

QQ1000 — Contains join, order by, or group by keys used in index build

This field indicates whether the key is ASC or DESC — this is important for permanent
indexes. It does not include additional selection that may have been used to build the
index. If *MAP is one of the keys listed, the index build cannot be avoided but this does
not necessarily mean that the ODP is non-reusable.

If QQTOTR=QQRIDX, then the selection is probably not built in and the permanent
index can generally be built using only the keys from the QQ21000 field.

If QQTOTR>QQRIDX, then the selection was built in. If so, it is necessary to use a
combination of selection keys and the keys listed in the QQ21000 field to build a
permanent index. It may be necessary to look in the query text for keys in ANDed
equals predicates and other selective comparisons.

If QQIDXA=Y, QQIDXD will contain good selection keys. However, it still may be
necessary to look at the query text if there are problems getting the database optimizer
to choose a created index. It is generally best to build a permanent index with good
selection keys first, followed by join, order by, or group by keys.

QQIDXA — Index advised (Y or N)

If 'N', QQI2 and QQIDXD will not contain data.
QQI2 — Number of primary keys in QQIDXD

The QQI2 field contains the number of keys over which key positioning can be used.
QQIDXD — Suggested primary and secondary keys for index (selection only)

The QQIDXD field can contain both primary and secondary keys. Starting from the left,
QQI2 tells how many keys are considered primary. Other keys are considered less
selective (secondary). This field will be blank if an existing index contains most or all of
the recommended selection.

If keys are listed, use the most selective ones combined with keys from the QQ1000
field. It is still important to include the most selective keys since the optimizer is
estimating. Even if an index is not advised, it may still be best to try to create an index
using the selection from the SQL statement, if it is a good selection.

Remember that building a permanent index that the optimizer will use is an iterative process,
but it often has significant paybacks.

Here are some examples for what these screens will resemble:
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3002 Record with QQETIM-QQSTIM

I I o Data vidth . . . ... ¢ 1077
Fosi tion 10 Line . . . . . Shift to colum . . . . .. 0
| T N SO SN WO . NN VO S 3

ﬁ:é-fElr'-d Hare of ifluil;::: UUETIH - IJUIIH

Il Physical  Hame

File
006 K - - B -
g - - - -

o - - - - hLEdT, 213 1, P, LEDGER_GROLF, 164,
Joar PS_SERAA3E - - - GLVOHAPSZEERDA3Y 6, GLTSBAPSHSERDORL 6, GL7SOAPSBSERODOL &
062 P3_LERARS  PSELERGZE JErees 14 LEOGEDRED RSCEMD

2 PI_SERM B06534 T4 SETCHOOOR] RSCEWD, RECHAKE  ASCEMD, SETID RSCEND
JOA1 PS_BURARGS  PSZBUAREG -
3081 PS_LERARAY +]EHP - I
J081 PS_SERAE34 +TEHR - I

e - - -

JOAT PI_TRERRZS - = = GLTOAPSETRONOAT 4, GLTIRAPICTREONND N, GLTINAPSEIREONOL .
3081 PS_TREARSS  PSCJRABEAL - I

- -

J008 - P3_T SEARET - - -

e - =

1000 - = 0870424 - IWSERT INTO PS_TSE_THOR_FLD (TSE_TOBID, TSE_PROC_IHSTAHCE, TSE_SI

Hetatshedzteh

Bottaon
2=Right 2=5nlit 22=Width 20

Datawidth o o o v v ot 1D
Position to Line .. . .. Shift tocolumn . ... L m
Recard I Ndet - Total
Il ¥ Hare Rows

T - - TSR -
30 - - - - - -
3 - . - T o7, 1, P, LEIGER_GR

JOAT PI_SERRECE - - - - OLTOO/PSZSERRE34 6, GLTSE/PSASEROROL 6, GLTS
Nz P_LERRdE  PSZLEQRNIR 14 1414 LEDGEMNNN] ASCEND

JOR2 PS_SERRNGE 163,631 163,631 14  SETCMOROD ASCEMD, RECHRAE  ASCEND, SETID
F0AL PS_BURARET  FIZERADES 114 - 1

TR0 PS_LERRRE  #TEHP 14 - !

JUBL PS_SEBRE3E TEHP 163,631 - 11

e - - - - - -

SHET PS_TRBAESS - = - GLPSOAPSIREREST &, GLISOAPSCIREBAEL B, GLS

L PS_TROORSS PSCTRGNEL 1,5 !

s - -

W PS_TSHART - 13 - -

Wt - : : - - -

1000 - - - - - IWSERT INT0 PSTSE_THORFLD (1SE_J0010,TSE_PRO

a8 o o e End |:|f daTa bbbk

Bt ton

bl Flitancel  Fid-lefi  FaiRRichi  Fal= 24 idih 8
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Index Create for Ordering and Selection

I. Nide

Harie

Display Data

Datawidth . .. ... % 10W
Shift tocolun .. .. .. U

N

PI_TRHL_LN
PS_TRHL_LN

Hebsbelet ik

Eﬂﬂﬂl JRODEGgREL, 19%3-01-01, 0,
GLTSIPSZIRNL LM W, GLPS0/PSOTRALLK 5, GLTS
CURREQUOAL ASCEMD, FOREIDOOG] ASCEND, LEDGER

SELECT B, BUSIHESS_UMLT,B. CURREHCY _CO,B. FOREL GH
FETCH CURSOR_A1 USIMG DESCRIFTOR : SOLOR-SELEC
CLOSE CURSOR_E1

Fi=Enit

FL2=(.

ancel FL3=Left

FA=5plit 22=Nidth 80

Fi=Right

Index Advisor for Previous Index Create

60

a7
Jemz

Physi cal
File

i

) -

P3_TRHL_LH
F3_JRHL_LH

s -

1600
1000
1600

pbisith 0 07 o

Displap Data

ata sebsstetehtst

118, %03

Data width . . . ... L 09
Shitt to column . . . . . . N

LIRS DR VR SR I PO D

BRHAL, JHOMARRAA], 15%2-A1-01, h,
GLTSAPSZIRHL LN 0, GLTS0APSDTRNL_LN 3, GLTS
CURREDBREL RSCEND, FOREIBOBRI ASCEMD, LEDGER

SELECT B.BUSTNESS_UNIT,B.EURREMCY CO, B FORETGN
FETCH CURSOR_BL USING DESCRIPTOR : SALDR-SELEC
CLOSE CURS0R_B1

F3=Euit

Fl2<;

ancal Fli=Laft

F2i=Ri gkt

Fa2=lidth 90
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Index Build with Mapped Key

- lglla |
Data width o0t 1093

Position to Line . .. .. shift to column .. .. .. w
| P R D TS . FRR S, B 0 R TR PR S SRR S NS DR 1 N SO S S I F
Hane of  Indey Hunber of eason QULIKE
Phjsical  Hane Entries in Code
File Inded Created

- K, 1994-83-19, BOOAL, JHOGEDAGAL, 1598-81-A1,
0T PS_CUDamAZ - - - - GLTARSZCURRO2 4, GLFSA/PSHCLONNEZ 4, GLFW

0T PS_CUKemeZ2 - - - - GLTAPSZCURGRO2 4, GLFSA/PSHCLONNEZ B, GLFW
AT PS_IRMLLN - - - - ELTSOAPSZIRHLLN 6, GLPSO/PSDJRML_LM 6, GL7SE
M2 Po_CUDAm2 184 193 12 P ASCEMD, CRREREDA] ASCEMD, AP
L PS_CUEHANZ T EHP 184 - Il

001 PS_CUBARGZ  PSECUBRON: 168 - I

0L PS_IRML LK PSBIRHL LM 118,903 - I

4 - - - - - -

m - = = = - SELECT B.CURRENCY_CD, B.DECIHAL_POSITIONS, E.EF
m - = = = - FETCH CURSOR_BL USING OESCRIFTOR : SOLOA-SELEC)
m - = = - - [L0SE CURSOR_BL

cheletetatatatat End |:|f Iju.jtu.ﬂ febeletetatadt

Fi=knit Fl2=Cance! FL=Left 20=Ri ghit al=iplit F22={i dth B
3000 Record — Arrival Sequence (Table Scan)
The 3000 record points out queries in which the entire table is scanned without using an index.
A table scan is generally acceptable in cases where a large portion of the file will be selected

or the selected file contains a very small number of records. Otherwise, using an index usually
provides better performance.

An insert with a subselect will have a 3000 record for the file being inserted into, but this is not
a performance problem on its own. This does not indicate that the ODP is non-reusable. The
record data may contain useful index advisor data. See the example on the next page.

Most commonly used fields:

QQPTFN — File name
QQPTLN — File library name
QQTOTR — Number of rows in table

Use QQTOTR to determine if the table scan was done for a significant number of rows.

QQRCOD — Reason code - why arrival sequence chosen
QQIDXA — Index advised (Y or N)
If the QQIDXA field is 'N', QQI2 and QQIDXD will not contain data.

QQI2 — Number of primary (key positioning) keys in QQIDXD field QQIDXD —
Suggested keys for index (selection only)
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The QQIDXD field can contain both primary and secondary keys. Starting from the left,
QQI2 tells how many keys are considered primary. Other keys are considered less
selective (secondary). It is important to include the most selective keys since the
database optimizer is estimating. Even if an index is not advised, it is still best to
determine if a good index can be created for this table by looking at the selection in the
SQL text. This is especially important if the cumulative time for this query is significant
— this can be measured by the total of QQI6 or QQI4 values for the 1000 FE records
for this query.

3000 Record Data

Data width . .. ... ¢ L1EE

Fozition fo line .. ... _ _ _ ) Shift tocolun .. Lo ..

3000
4
1060
1000
1000
e
e
3080
4
1080
i
1000

Hana of

Prigsical

File

- Ba0at, CAL_OEFN_TBL

F3_SERO0 A 163,631 = =

- - 32 0P GELECT SETID FROH PS_SET_CHTRL_REC WHERE SETCHIRLWALLE = ¢ |
= = 123 FE  FETCH CURSOR_E1 USIMG DESCRIFTOR @ SOLDR-SELECT-BL

- - 1 L CLOSE CURSOR_AL

= = - - 5. 60, 1998-01-A1, 19%8-01-01

P3_CRRG - - - GLTW/PRZCADDNNT 4, OLVSD/PIRCADGRD 4, BLYSA/PIACREDOIL

PS_CREORIZ 3112 = =

- - 184 0P SELECT FISCAL_YEAR LACCOUNTIMG_PERTOD FROM P3_CAL_DETP_TEL
= = 24 FE  FETCH CURSOR_AL USIMG DESCRIPTOR & SOLDR-SELECT -1

- - 4 (L CLOSE CRSOR_AL

FErit

Botton

Fl2=Cancel F19=Left F20=Ri ght N=Split L=Nidth 80
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Index Advisor for Previous 3000 Records

- Deplayfata |

I I Datawidth . .. ...% 1082
Posifion to line . .... Shift tocolumn .. .. . kY
Record  Hame of Index oar?  Adwised
10 Physical  Aduised fia

File Fields
e - = = =
3008 PS_SEMRR34 ¥ ¢ SETCHRORET, RECHAHE
3o - - - -
i - = i
1 - = io-
- = -
3o - = = =
007 PS_CRED0S = = o
o0y PS_Choenes M f
e - = = =
o - = -
o - = -
100 - = io-

ebebrr ENd 0f data  seekkess

Fi=Ehit F12=Cancel FLO=Left F28=Right Fa1=5plit 22=lidth 80

3001 Record — Using Existing Index

The 3001 record shows the index that will be used to access the file, and why it was chosen. If
the index was chosen for join, additional information is given to help determine how the file
"fits" in the join. The order of the 3001 records indicates the join order chosen by the optimizer.

Most commonly used fields:

QQPTFN — File name (*N indicates the temporary results table)
QQPTLN — File library name (blank if the file name is *N)
QQIFNM — Name of selected index (*TEMP if temporary index is used)
QQILNM — Index library name (blank if the index name is *TEMP)
QQRCOD - Reason the index was selected

I1 — selection only

12 — ordering or grouping

I3 — selection and ordering/grouping

14 — nested loop join

I5 — record selection using bitmap

Bitmap selection has a DB monitor record sequence of 3007, 3000 and 3001.
QQC21 — Join method (NL, MF, HJ)
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QQC22 — Join type (IN, PO, EX)

QQC23 — Join operator (EQ, LT, GT, CP..)

QQTOTR — Number of rows in the table

QQAIN — Estimated number of joined rows from this table

The QQAJN field helps to determine if the join order looks correct, but the user may still
need to know how selective the join and selection criteria is on this table to be sure.

QQIDXA — Index advised (Y or N)

QQI2 — Number of primary (key positioning) keys in QQIDXD field

QQIDXD — Recommended primary and secondary keys for index on this table

Exercise caution: the keys listed can possibly be better than those in the selected index, but
not always. Generally, the selected index will be fairly good or the database optimizer has

chosen to build a temporary index that fits well. These keys are for selection only an the user
also needs to consider join/order by/group by clause criteria.

Here are some examples of the screen captures:

3001 Record Data

Display Data

Data width . . o v v o b 1049
Position to line . .. .. Shift to column . ... - . 10

Hane of Tnidey easin IiIJ,IEI[IEI

Il Physical — Mame Code
File

o - - = PTPRUNIO, 11, UPCTD

J0AL P3_SHEORAL  PSZSOBOORL 11

g - - - -

1 - - = SELECT STHT_TERT FRON GLTAOAP5_SALSTRT _TEL WHERE PGM_MAME = ¢ ARD STHT_TYPE = ¥ AWD STHT b
L - - = FETCH C50 THTO 2 SOLSTHT-TEL . SOLSTHT-TERT

10 - = - LLOSE C58

kil - - JRHL_LH

J0NF PSRECFIELD
07 PIOBFIELD - -
J00L PIRECFIELD. PSZPSEml4l I3
0L PSOBFIELD  PSZP5EOB4s 14

GL7SO/PSEPSANLA] B, BLPSA/PSEFSORRNG 6, GLrof/PSORSORERd 6, GLTSO/AFSEPSO003L 6, GLTSO/F
GLTSHPSZRS0RE B, GLTSH/PSAPsoe: 4

3014 -

1 - = = SELECT R.FIELOHAHE ,R.FIELONUM ,F.LEWGTH ,F.FIELDTYPE ,F.DECIHALPOS ,R.USEEDLT ,R.EDITTRBLE
L - - - FETCH CURSOR_AL USTHG DESCRIPTOR = SGLOA-SELECT-RI

1 - - - [LOSE CURSOR_AI

detetetetetetek

Fl2=Cancel F19=Left 20=Rinht M=5nlit L=Vidth 40
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3001 Records with Join Data

Datawidth . . ... .1 1A

I Display Data

ll‘

Shift tocolumn . ... ..

LTI ITTTL

Record of Indes Reason Tatal Estinated Hoc2 o
10 Phizical — Mate Code RS HUHber of

File Joined Rovs
g - - - - - - - - - JRHL_LK
J0EF PIRECFIELD - = = = = = = = GLYSA/PSZFIO014] ¢
3087 PSDRFIELD - - = = = = = - GLYSH/PSZrS 0045 &
J0EL PSRECFIELD Pozpsedlsl I3 161,160 ]
J0EL  PSDRFIELO  PSPPSEME4s 14 18,956 2 WL IN E HL
g - - - - - - I - - -
1060 - - - - - P N - OF  SELECT R.FIELDHAHE
LTI = - = - fE MW - FE  FETCH CURSOR_BL 51
LTI = = = - L M - CL CLOSE CURSOR_&L

detatidabebatat Erld |:|f dﬂtﬂ satetedabelatah

F3=Euit Fl2=Cancel Fin=Left F20=Right A=Split 2=l gtk
3001 Record with Index Advisor
. Diplaglats |
Data width . . . o o w0 1072
Position to Line ... .. Shift to coluan .. v . s 10
Record  Mame of Indey [ ricdeed OEIZ  Adv
10 Frysical — Hane Advi sed Key
File Fields

TG N - - - -

e - - - - -

07 PS_IRHL_LK - - - -

000 PS_TRML_LM PSZTRMLLH  F 5 BUSIHAROA1, JTOURMAL_ID, JOURHeRAE!, UMPOST_SEQ, RATE_HULT, RT_TYPE

g - - - - -

008 PE_TSO6EEY - H f

e - = = = =

1w - = = i -

detedetatalatat End |:|f dat 1 deketatatabatak

Fi=Euit F12=Cancel Fli=left Fa=5p0 11 22=llidth Bl

F2i=Ri gkt
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3003 Record — Query Sort

The 3003 record shows that the database optimizer has decided to put selected records into a
temporary space and sort them. This is either cheaper than alternative indexed methods or it is
forced to do so — for example: UNION or order by on fields from more than one file.

Indexes can still be used to select or join records before the sort occurs. This does NOT
indicate that the ODP is non-reusable.

The 1000 SQL summary record for the open may have a high elapsed time (QQI6 or QQI4).
Sort buffers are refilled and sorted at open time, even in reusable ODP mode. However, high
elapsed times may indicate a large answer set. In this case, the sort will outperform index
usage (This is the situation in most cases).

If sort seems slow and using an index might be better, try to influence the optimizer away from
the sort with better selection indexes. For example, if the answer set is small but the optimizer

does not have the right indexes available to know that, creating these indexes can help. This is
possible only if the optimizer is not forced to use the sort.

Most commonly used fields:

QQSTIM — Timestamp for start of refill and sort
QQETIM — Timestamp for end of refill and sort
QQRCOD — Reason for choosing query sort

The QQRCOD field helps to determine whether a sort was required or if it was “costed”
this way. Refer to the DB monitor guide for the reason codes.

QQRSS — Number of rows in sort space

The QQRSS field can be used, along with reason code, to determine if the indexed
approach is possible and possibly cheaper (for a small result set). Use the QQI3 value
from the corresponding 1000 FE record for this open to determine how many rows were
fetched from the sort space. If the QQRSS value is large but the actual number of rows
fetched is small, consider adding OPTIMIZE FOR n ROWS to the query to help the
optimizer.
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3003 Record — Query Sort
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3004 Record — Temporary File

The 3004 field show that the database optimizer is forced to store intermediate results/rows in
a temporary file due to the nature of the query. Examples are: group by on fields from >1 file or
materializing view results. This indicates ODP is non-reusable. This cannot be tuned —
consider altering the query.

Most commonly used fields:

QQSTIM — Timestamp for start of fill temporary results table
QQETIM — Timestamp for end of fill temporary results table
QQTMPR — Number of rows in temporary table

QQRCOD — Reason for building temporary

Refer to the DB monitor guide for the specific reason codes.
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3004 Record — Temporary Results File
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3006 Record — Access Plan Rebuild

The QQRCOD field lists the reason the rebuild of the plan is occurring. It is not present on
every full open. It only occurs in cases where the access plan already exists but for some
reason it must change. This field can help determine the reason for a full open if other DB
monitor records don't show why.

Other DB Monitor Records

The following records are not used as much for performance tuning, but can provide other
interesting data.

3014 record — Generic query information

The 3014 record appears with full open optimization records. In most cases, one 3014
record appears per full open. Multiple 3014 records can appear if the query consists of
multiple separately run queries. For example, subqueries with grouping functions or
views that need results materialized for use in outer query. Values in this field help
identify what type of query this record represents and how long it took to open the
cursor for this query. Refer to DB monitor for other field values. See the example on
the next page.

3005 record — Table locked

3008 record — Subquery processing

3018 record — STRDBMON/ENDDBMON information/option

3019 record — Records retrieved detail record (only occurs with TYPE(*DETAIL)
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Database Performance Analysis

Database performance problems that are not easily avoidable

Problems that are generally not simple to rectify include the following:

Full opens due to repetitive query using new literal values each time it's invoked:

If the prepared statement text differs in any way from any previous SQL statement in that job,
a full open and new ODP will be needed. SQL will, in most cases, attempt to convert literals to
parameter markers to make the repetitive statement appear identical each time. However,

literals cannot be converted in the following cases:

e Parameter marker conversion turned off,

* Original SQL statement contains both parameter markers and literals,

e Statement uses special registers (CURRENT DATE, CURRENT TIME), or

* Expressions used in SET or SELECT clause of statement.

Non-reusable ODPs due to:

* Temporary results table created for ODP (3004 record appears in the full open) and/or

* Group by fields on more than one file or view with grouping (materialization).
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Although the full opens listed here are not avoidable, they can still possibly be improved. For
example, an open might contain a 3004 record but might also contain a costly temporary index
build that can be avoided by building a new permanent index. Look at the opens to see what
can be done.

Time-consuming queries due to:

* Correlated subqueries run excessive number of times within a query,
e NOT EXISTS forcing poor join order,

¢ Updates or deletes with poor join performance because the file being changed is forced to
be first in join, and/or

* Long running index builds with mapped keys in the build (the 3002 record has *MAP in
QQ1000).

Problems that are generally avoidable
Problems that are relatively easy to resolve include the following:
Temporary indexes created for join/order by/group by:

¢ Individual long-running or repeated index creates (non-reusable ODPs) and/or

* A 3002 record exists in the full open (without *MAP in QQ1000 field).
Time-consuming queries due to:

* Table scans — single long-running or repetitious short-running

A 3000 record exists in the full open (unless the open is done for a file that is being
inserted into).

* Poor join order

Need to be familiar with what a better join order would be and how to influence the
optimizer.

* Temporary sort being done when index approach feasible and faster
A 3003 record exists in the full open and possibly longer opens in reusable ODP mode.
* Reusable ODPs with a good initial access plan that become worse due to table growth

Watch the QQI6 or the QQI4 value in the 1000 records to see if the value grows. Try to
influence the optimizer to an initial access plan that is not affected by table growth.

Identifying and Tuning Problem Areas

There are many different methods to identify problems and tune the troublesome database
statements. One of the most common methods is to identify the most dominating,
time-consuming queries and work on each of them individually. Another method is to leverage
global information and to use this information to look for indexes that are "begging" to be
created.

A set of queries have been included in a following section. These queries have been designed
to help produce useful results in most situations. Using these queries will help to understand
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the data and to learn to construct other queries as well. Query analysis is iterative in nature so
try something, run job (with the DB monitor active) or individual query (STRSQL using debug
messages) to see if it worked — try again if it did not work.

When using the STRSQL command, ensure that the appropriate settings are used for the
“Data refresh” and “Allow copy data” options. These settings can be changed by using the
Change Session Attributes option in STRSQL. For example, JDBC uses *FORWARD for Data
refresh and *OPTIMIZE for Allow copy data. The defaults are *ALWAYS for Data refresh and
*YES for Allow copy data.

It is usually best to first concentrate on repetitious non-reusable ODPs, table scans, and long
index builds. Also, look for repetitious short-running queries that are not optimized well. Joins
and sorts can be more difficult to analyze. If joins and sorts are accounting for a significant
portion of run time, they need to be addressed as well. Fine tuning smaller problems should be
done after large problems have been addressed. Generally, indexes will be used to tune most
performance problem areas.

Creating Indexes

It is helpful to know how data in the table is populated and how selective certain key fields are.
This information can be used to help create indexes that will be used for a large number of
gueries. It can also help to know why existing indexes were not used in some situations. For
example, if a query has WHERE A =? AND B =? AND C = ? and there is an index over A, B
and C but the database optimizer decides not to use it, it may be because these fields are not
very selective. Knowing the data can help to quickly detect this. If the selective of certain fields
are not known, the fields can be queried to find out:

SELECT A, B, C, COUNT(*)
FROM TABLEA GROUP BY A, B, C
ORDER BY 4 DESC

Try to create indexes that are used more globally. Use selective fields that are commonly used
in WHERESs, and where applicable, use them in combination with common join, order by, and
group by keys. Remember the tips discussed in the query optimization section on creating
these. If index is uniquely keyed, create the index as UNIQUE since this is useful to the
database optimizer.

Do not create a lot of permanent indexes trying to cover every combination. Create one or two
that are potentially good, run the job again, or run the STRSQL command for a single query
and see if they are used. If the indexes used and the run time is noticeably better, consider
deploying the indexes for permanent use. If the indexes are not used, delete them and try a
different combination. Do not create indexes just to solve a single instance of a full open or
guery unless it accounts for a significant amount of time.

Each additional index created for a table will cause overhead when:
¢ Updates to the table include the index keys,
* Rows are inserted or deleted for the table, and/or

* Full opens occur for that file (index evaluation).

For Faster Analysis
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The DB monitor file often is large and contains information on many jobs; therefore, running
gueries on the data can sometimes be slower than desired. Users can try to help this by
collecting only the job they want. However, sometimes this is not possible and, even if it is,
batch jobs can generate a lot of DB monitor output. Also, using interactive tools such as
STRSQL, can result in longer run times on server models. If the response time is slow during
the analysis, consider the following tips:

* Create a smaller DB monitor file with only the records you are interested in

¢ Build and run a query to pick out only those jobs you're interested in, then copy the
records for those job(s) into a separate DB monitor file.

¢ CRTDUPOBJ and INSERT w/subselect specifying the QQJNUM value(s)

* Create indexes on the DB monitor file over the common selection and grouping/order by
clauses.

¢+ Examples of some key combinations to use:

= QQJINUM,
* QQRID,
= QQUCNT,

= QORID & QQ1000, and
= QOQRID & QQC21.

¢ Try other combinations as needed. Remember to combine the selection and
grouping/order by clauses.

Altering Insert with Subselect Data in Monitor File

Within the DB monitor file, inserts with subselects actually contain two QQUCNTS. The first
one is listed for subselect optimization messages during full open; the second one is for the
actual insert statement and each instance of the reusable ODP after that.

This can be a problem when trying to look at the optimization messages for the subselect
using the QQUCNT record for the insert operation itself. There is not an easy way to view this.
The problem is being addressed, but for now use the following method to correct this problem.

In STRSQL, change the SELECT output value in the session attributes (use PF13, then select
option 1) to a value of 3 (“output to file”). For this example, let's choose the file name of FILEO1
in QGPL.

Run the following query:

SELECT QQUCNT- 1
FROM moni tor-fil e- nane
WHERE QQC21 = 'IN AND QQ1000 NOT LI KE ' %/ALUESY%

AND QU5 = 0 AND QQINUM = j ob- nbr

Output from this query will go to FILEO1 in QGPL. Now, change the session attribute back to
“display” and enter the following query:

UPDATE nonitor-fil e-name

SET QQUCNT = QQUCNT + 1
VWHERE QQUCNT | N( SELECT DI STI NCT SEL0001 FROM QGPL/ FI LEO1)
AND QQINUM = j ob- nbr
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DB Monitor Query Examples #1 — #13

DB Monitor Query #1 — ldentify the specific job(s) to analyze.

SELECT SUM QQ 4), COUNT(*), QWOB, QQUSER QNUM
FROM DBMON/ SQARUNS?

WHERE QQRI D = 1000
GROUP BY QQIOB, QQUSER, QQINUM ORDER BY 1 DESC

From this list, pick out jobs that use the most run time. Use the QQJNUM value as selection in
other analysis steps. If only one job is monitored or one job completely dominates the others,
QQJNUM is not needed. If the job cannot be identified from this information, then work with the
customer or use other tools, like WRKSYSACT, to determine the job.

DB Monitor Query #2 — Which type of SQL operations account for the most run time?

SELECT SUM QQ 4), COUNT(*), QQC21
FROM DBMONO1
WHERE QQINUM = ' 195030' AND QQRI D = 1000

GROUP BY QQC21 ORDER BY 1 DESC

This query shows the number of SQL operations (OP, CL, FE, UP, CM...) used and how much
elapsed time is spent by each type of operation. The results from this query can help to know
what to concentrate on for the most potential payback (selects, updates, etc.). Total run time
for all SQL operations within the job can be obtained by running the above query, only
specifying SUM(QQI4) in the select list, and dropping the group by and order by clauses. This
value can be useful when trying to determine how much of the job's total run time a given
guery or set of queries accounts for.

DB Monitor Query #3 — Which SQL operations account for the most run time (list by
text)?
SELECT SUM QQ 4), COUNT(*), QQL000
FROM DBMONO1
WHERE QQINUM = ' 195030' AND QQRI D = 1000

GROUP BY QQLO00 ORDER BY 1 DESC

This query shows the text of the SQL operations that account for the most run time, and how
many times they were run. Consider using QQC21 or QQUCNT <> 0 to remove the non-ODP
operations (prepares, describes, etc.). This query can help to become familiar with particular
gueries that are using the most run time. Fetches and closes are not correlated to the opens.
Also, consider sorting by QQ21000 to group similar statements together. Another method would
be to add QQC21 to the select and group by clause and then order by QQC21, 1 DESC
(groups opens, inserts, etc. together and by cost).

DB Monitor Query #4 — Which queries account for the most run time (list by
QQUCNT)?

SELECT SUM QQ 4), COUNT(*), QQUCNT
FROM DBMONO1
WHERE QQINUM = ' 195030' AND QQRI D = 1000
AND QQUCNT <> 0
GROUP BY QQUCNT ORDER BY 1 DESC
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This query shows individual query instances and how much time they took, sorted by the run
time (largest to smallest) and includes fetch and close time for opens. It does not include
non-ODP SQL operations such as prepare or describe (QQUCNT=0). This provides a way to
quickly find a query that is taking a large amount of time without having to know the text or
anything else about that query. Consider limiting QQC?21 values to look at certain query type. If
there is not a single dominating query or set of queries, and if DB Monitor Query #3 does not
provide the information that is needed, go to DB Monitor Query #5.

DB Monitor Query #5 — Which queries account for the most run time (using QQUCNT
and text)?

SELECT SUM QQ 4), COUNT(*), QQUCNT, QQLO00
FROM DBMONO1

WHERE QQINUM = ' 195030' AND QQRI D = 1000 AND QQUCNT <> 0
GROUP BY QQL000, QQUCNT ORDER BY QQUCNT, 1 DESC

The results of this query show all parts of a query grouped together and listed by QQUCNT.
Fetches and closes are listed together with their corresponding opens. It does not include
non-ODP operations (prepare, describe, commit, etc.). Scroll through the unique queries to
see the most expensive ones and use the QQUCNT record to further analyze them (see DB
Monitor Query #6 below). The query can be changed to sort by text and run time (4, 1 DESC)
to group similar queries together and see which are the most costly, or just by run time to see
the most costly overall. It may also be useful to add QQC21 values to select a certain query

type.
DB Monitor Query #6 — How do | determine how an individual query was run?

SELECT QQRID, QQPTFN, QQ FNM QQC21, QQ 4, QQL000
FROM DBMONO1

WHERE QQINUM = ' 195030' AND QQUCNT = quer y- nunber

The fields used in this query are a good starting point, but there are other fields that can help
to determine what the query is doing and the access plan that was used. For example, to find
how long an index build within this query is taking, replace QQI4 with QQETIM-QQSTIM. If full
open data was collected, optimization records will appear first followed by the 1000 record(s),
then repeated instances of query if the ODP was reusable. The text of the query along with the
host variable values from the 3010 record can be used to reconstruct the query for debug
purposes.

DB Monitor Query #7 — Which queries are significantly affected by full opens?

SELECT SUM QQ 4), COUNT(*), QQLO00

FROM DBMONO1
WHERE QQINUM = ' 195030' AND QQRID = 1000 AND QQ 5 = 0
AND QQC21 IN ("OP', 'DL', "IN, 'UP)

GROUP BY QQLO00 ORDER BY 1 DESC

This query points out queries whose run time is noticeably affected by full opens. Add ORDER
BY QQ1000 to see if there are similar queries encountering full opens. Use DB Monitor Query
#8 below to find any individual queries that are doing full opens.

DB Monitor Query #8 — List all queries (sorted by text) that are doing full opens.

SELECT QQ 4, QQUCNT, QQL000
FROM DBMON/ DBMONO1
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WHERE QQINUM = ' 195030' AND QQRID = 1000 AND QQ 5 = 0
AND QQC21 IN ("OP', 'DL', "IN, 'UP)
ORDER BY 3, 1 DESC

This query groups together queries that are doing full opens. Scroll through the list to find
repetitive queries, pick QQUCNT from one of these, and use it to look at the query to
understand why it is doing a full open. Remember to look closely at the text. If it is a "new"
SQL statement, the open cannot be avoided since SQL must create an ODP the first time.
Look at certain query types by limiting the QQC21 list and sort by QQI4 to see the most costly
opens. Remember that the first full open for each unique query is unavoidable, although it may
be possible to improve them in some cases.

DB Monitor Query #9 — List all queries with full opens that contain a temporary index
build.

SELECT QQ 4, QQUCNT, QQL000

FROM DBMONO1
WHERE QQINUM = ' 195030' AND QQRID = 1000 AND QQ 5 = 0
AND QQC21 IN ("OP', 'DL', "IN, 'UP)

AND QQUCNT | N( SELECT DI STI NCT QQUCNT FROM DBMONO1
VWHERE QQINUM = ' 195030 AND QQRI D = 3002 AND QQL000 NOT LIKE " 9% MAP% )

ORDER BY 3, 1 DESC

This query helps to quickly locate queries that are doing temporary index builds. It provides the
QQUCNT values that can be used to look at the query optimization to find more information.
First, sort by QQI4 first to find the most expensive opens. This does not necessarily mean that
the open can be avoided. There may be other reasons the full open is occurring besides the
temporary index build.

DB Monitor Query #10 — Which index builds are done the most often?

SELECT QQUONT, QQETIM QQSTIM QQPTFN, QQTOTR, QQRI DX,
QQRCOD, QQI DXA, SUBSTR(QQL000, 1, 100),
SUBSTR(QQ DXD, 1, 100)

FROM DBMONO1 WHERE QORI D = 3002 ORDER BY 8

This query points out commonly occurring index creates and how to create permanent indexes
to avoid them. Look for repeated index builds or long index builds first. If an index build only
occurs once and is not costly, it may be best to let it occur. The SUBSTR for QQ1000 and
QQIDXD should cover most key lists, but it may be necessary to increase the respective
values if 100 bytes is not enough.

Use the following methods to determine what keys to use to build a permanent index:

e If QQTOTR = QQRIDX, the keys from QQZ1000 for the index build will probably be
acceptable.

e If QQTOTR > QQRIDX, additional selection keys should be in the index along with the join,
order by, or group by keys from the QQ21000 field. The fields from QQIDXD can be used, if
available. However, it may be desirable to add QQI2 to the selection to know the number of
primary keys.

¢ |If there is no data in QQIDXD or the keys from QQIDXD do not seem to work, get the most
selective keys from the query text itself — use QQUCNT to find the query text.
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DB Monitor Query #11 — Which full opens are not avoidable due to temporary table
results?

SELECT QQUCNT, QQC21, QQ 4, QQL000
FROM DBMON/ OV 5DBVON

WHERE QQINUM = ' 195030 AND QQRID = 1000 AND QQQ 5 = 0
AND QQC21 IN ("OP', "IN, "UP, "DL') AND QQUCNT IN
SELECT DI STI NCT QQUCNT FROM DBMON Owvi75DBMON

VWHERE QQUINUM = ' 195030° AND QQRI D = 3004)

ORDER BY 4, 3 DESC

This query shows all full opens that are unavoidable due to temporary results table and groups
them by text and run time. Often it is useful to sum on QQI4 and group on QQ1000 to
determine the overall cost. It still may be possible to improve the cost of the open. Use
QQUCNT to see if the query can be optimized better or if other tunable items, such as index
build, exist.

DB Monitor Query #12 — Which queries involve arrival sequence?

SELECT SUM QQ 4), COUNT(*), QQUCNT, QQLO0O
FROM DBMONOL WHERE QQINUM = ' 195030' AND QQRI D = 1000
AND QQUCNT | N ( SELECT DI STI NCT QQUCNT
FROM DBMONOL WHERE QQRI D = 3000 AND QQINUM = ' 195030')

GROUP BY QQUCNT, QQLO00 ORDER BY 1 DESC

This query lists the most expensive SQL operations that are using arrival sequence. The
presence of a 3000 record does not necessarily cause bad performance (inserts, bit maps,
and scans of small files). Use the QQUCNT record to look at the most expensive operations to
see how much the file using arrival sequence is affecting the query. Look for fetches that are
costly per fetch since this can suggest that a table scan is being done on a large file — prime
candidate for creating a new index. It may be useful to order by QQUCNT since this lists the
specific operations (e.g. fetch) with the corresponding open/close.

DB Monitor Query #13 — Which queries involve use of a query sort?

SELECT SUM QQ 4), COUNT(*), QQUCNT, QQLO0O
FROM DBMONO1 WHERE QQINUM = ' 195030' AND QQRI D = 1000
AND QQUCNT | N ( SELECT DI STI NCT QQUCNT FROM DBMONO1
WHERE QQRI D = 3003 AND QQINUM = ' 195030")

GROUP BY QQUCNT, QQLO00 ORDER BY 1 DESC

This query lists the most expensive SQL queries that are using a query sort. The presence of a
3003 record does not necessarily indicate poor performance. Use QQUCNT to look at the
most expensive opens (selects). Look for opens (selects) that are costly per open. A sort may
be required — see the QQRCOD field in the 3003 record. If it is not required, determine if an
index would help improve this. It may be useful to order by QQUCNT since this lists the
specific operations (e.g. fetch) with the corresponding open/close.

End User Query Tools

Once a basic understanding of the queries that can be used to query the Database Monitor
output is gained, the next step is to become efficient at using the queries. A variety of query
tools exist that can help access the data from the Database Monitor:
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e Operations Navigator: Run SQL Script
* Interactive SQL

*  Query/400

e DB2 UDB for AS/400 Query Manager

Of the query tools listed above, DB2 UDB for AS/400 Query Manager (LLP 5769-ST1) is the
most flexible for composing, executing and managing reports from queries. The DB2 UDB for
AS/400 Query Manager allows user variables in queries so that items like the database
filename can be selected when the query is run, instead of when the query is written. DB2
UDB for AS/400 Query Manager Report Forms make formatting output of queries easier by
generating column headings, spacing, and field wrapping for more readable end-used reports.

The DB2 UDB for AS/400 Query Manager user guide (SC41-5212-01) can be found on the
web at: http://publib.boulder.ibm.com/pubs/html/as400/v4r4/ic2924/info/db2/rbaolmst.pdf

Tools That Can Help

Centerfield Technology has a product, Database Essentials, that can help you with both the
analysis and collection of database performance monitor data on AS/400. The advanced
toolset from Centerfield Technology features a visual explain toll, graphical formatting, and
pre-canned analytical reports that make the database performance monitor data easier to
understand and analyze. In addition, Database Essentials provides several easy-to-use
graphical wizards and advisors that automate several database performance tuning tasks such
as index tuning. For additional information on Centerfield Technology and their Database
Essentials product, see their Web site at: http://www.centerfieldtechnology.com

Summary

Tuning SQL and a database structure can be a very demanding exercise. Performance
analysis of database problems can be difficult and time-consuming. Performance tuning,
particularly when dealing with database operations, is an iterative process but the availability
and knowledge of powerful tools allow the performance analyst to narrow-in on a solution
much faster.

Knowledge and judicious usage of the OS/400 Database Monitor tool and the detailed queries
provided in this document allow the analyst to gain more information about how the application
SQL statements are performing and what can be done to correct the problem. The time it
takes for the performance analyst to understand the database problems and solve them can

be reduced significantly by using this tool.

Additional Information and Author Contacts

Special thanks goes to Dale Weber for the usage of his SQL class foils used to develop this
white paper.
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IBM Global Services in Rochester, MN, offer technical support for Performance Analysis &
Capacity Planning of AS/400 products. Their services are described at:
http://www.as400.ibm.com/service/igs/pss.htm

Additional information regarding AS/400 and DB2 UDB for AS/400 and the Database
Performance Monitor is available on the AS/400 home page beginning at:
http://www.as400.ibm.com/db2

Questions regarding the conclusion reached in this white paper should be addressed to Rick
Peterson, rickmp@us.ibm.com , or Richard Odell, rjodell@us.ibm.com .
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Corporation in the United Stated, other countries, or both.

Intel, Pentium, Xerox are trademarks of Intel Corporation in the United States, other countries,
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IBM makes no commitment to make available any products referred to herein.
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